Machine Perception - Solutions Exercise 11
Neural Implicit Volumes

Instructor: Prof. Otmar Hilliges

1 TImplicit Surfaces

Q 1.1 Given the plane intersecting the points at (3,0,0), (0,2,0), (0,0,1). What is the level set function defining that
plane?

ALl f(x,y,2)=5+35+z-1
Q 1.2 Describe the surface defined by the implicit function f(x,y,z) = sqrt((x — 1)> + (y — 0.5)> + (z + 3)*) - 2.3.

A 1.2 This describes a sphere with radius 2.3, with the center at (1,0.5,-3)

Q 1.3 Describe the surface defined by the implicit function \/ R4+ (Y +72-4)2-2.
A 1.3 This describes a torus with major radius 4, minor radius 2, with the center at at the origin, around the x axis.

Q 1.4 Given are the following implicit surfaces, defined by the level set functions f and g.
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Assuming the interior of the surfaces corresponds to a negative level set function, which functions would correspond
to which combined shapes?

a. fO + g0
b. fO - g0
¢. min(f(), g0)

A 1.4 The first surface is produced by the minimum of the two surface functions. The second surface is produced by
the product of the two. And the last surface is produced by the sum of both.



Q 1.5 What surface is defined by the level set function max(f(), —g())?
AlS5

2 Transformations

Q 2.1 Given the translation vector (1.2, 2.4, 5.2), and the surface defined by the level set function f(x,y, z), what is the
level set function of that surface translated by that vector?

A 2'1 ftranslated(x’ v, Z) = f(x - 12,y - 2.4,Z — 52)

Q 2.2 Given a general function t(x,y,z), which maps from the “base” space to a deformed space. What properties does
t need to have in order for it to be usable as a transformation function, and why? Given a level set function g(x, y, z),
what is the level set function of the surface transformed by t?

A 2.2 The transformation function needs to be invertible in the domain in which the surface is defined. If it is not
surjective, then certain points are undefined in the deformed space. If it is not injective, then we would map multiple
level set function values to the same point, which is also not valid. Therefore, it needs to be invertible.

If a function satisfies those properties, the transformed surface is defined by the function g(t~'(x, y, z))

Q 2.3 What advantage do implicit surfaces have compared to meshes, in terms of how they can be transformed? In
particular, what kind of transformations are more precisely representable using implicit surfaces?

A 2.3 Non rigid (invertible) transformations can always be modelled exactly using implicit surfaces, whereas with
meshes that is not always the case.

For Example, mapping a plane to a half cylinder can be done without a problem using an implicit surface, but would
require subdivions to model accurately using a mesh, and its accuracy is highly dependent on how many vertices exist
along that bend.



3 Volumes

Q 3.1 Given the following 5 voxel sample points, with corresponding RGB values and level set function evalua-
tions. Suppose they are spaced equidistantly from each other, and we use nearest neighbor surface approximation.
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1. RGB: (10, 15, 0), level set function value: 0.5
2. RGB: (0, 5, 20), level set function value: 2
3. RGB: (30, 5, 5), level set function value: -1
4. RGB: (25, 0, 20), level set function value: 1
5. RGB: (5, 15, 300), level set function value: 0

How much does each sample contribute to the final RGB value? That is, what is the weight of each sample points?

A310.,0,1.,0.,0.
Q 3.2 Using the same sample points, what is the resulting RGB value?
A 3.2 (30,5,5)

Q 3.3 Supposing we placed a solid white object/sample with color (100,100,100) after these points. How would the
RGB change?

A 3.3 The RGB does not change as we do not use transparency in implicit surfaces.

Q 3.4 Given those same five points. What is the derivative of the final R-value with respect to the RGB values of the
third point? What is its derivative with respect to the level set function value of the third point?

A 3.4 The derivative of R with respect to the third RGB value is (1,0, 0). Its derivative with respect to the level set
function is zero everywhere.

Q 3.5 Suppose instead of using the nearest neighbor approximation, we assume that the level set function and RGB
values are defined continuously everywhere, and the value of the level set function and RGB values are piecewise
linear functions that linearly interpolate between the sample points.

If we linearly interpolate the function in the segment [x;, x.] using the values f; and f,, then for the intermediate points
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How do the answers to the previous four questions change?
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(Hint: Use the quotient and chain rule for the derivative!)
A 3.5 Answer to 3.1 is now 0., 1/3, 2/3, 0., O..

Answer to 3.2 is now (20, 5, 10)

Answer to 3.3 is the same

Answer to 3.4 is now that the derivative of R with respect to the third RGB value is (2/3, 0, 0). Its derivative with

respect to the level set function is 30 = ﬁ = % = 6.666...

Q 3.6 In the context of learning and optimizing either function, what is the main benefit of implicit volumes compared
to implicit surfaces?

A 3.6 One major advantage of volumes is that they always have a near nonzero gradient almost every sample point in
the volume, especially with regard to the alpha value. This means that learning the geometric shape is much easier, as
unlike with implicit surfaces, there are no discontinuities; if an area of the volume should be solid, but is not, then the
gradient will naturally “guide” that area towards a higher alpha value.

On the other hand, implicit surfaces are naturally discontinuous; the raw gradient of the level set function will provide
no signal at all for making parts of the volume solid or transparent. There are many ways around this, such as
formulating gradients to extend beyond intersection points, but it is significantly less straightforward than with a
volume.

4 Neural radiance fields
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Q 4.1 In the NeRF Network Architecture, the spatial location are provided as an input, followed by 9 fully connected
layers. At this point, a density scalar o is produced as well as a feature vector. Only then is the camera direction/view
direction added as an additional input, concatenated with the output of the aforementioned 9 layers. The final view-
dependent color is obtained then after 2 additional layers at the end.

Why is it necessary to add the view direction as an input only very late, and what problems could occur if it were
instead concatenated with the locations at the beginning instead?



A 4.1 If the NeRF MLP can model too much with view direction alone, then it becomes less necessary to model the
geometry correctly. In the most extreme case, it would be able to model the volume as a solid sphere, with view
dependent texturing used to reproduce each training view without anywhere near correct geometry. That is, it would
effectively learn to reproduce every view by memorizing them as images, rather than producing the correct geometry.
This of course does not generalize well.

The view direction is injected very late to prevent this from happening. By doing so, nerf has significantly less
expressiveness, and can only model a very limited amount of detail conditioned just on the camera direction. As a
result, it is forced to model the geometry more correctly, as it only has the necessary expressiveness there.

We can also observe this in practice. As shown in the NeRF++ paper (https://arxiv.org/pdf/2010.07492.pdf), by insert-
ing the view direction in the beginning, novel view quality is greatly diminished.

Q 4.2 Why do we use positional encoding? What problem does it address?

A 4.2 Artificial neural networks tend to struggle with modelling high frequency functions. By adding positional
encodings as inputs, we effectively transform it into the fourier domain. By doing this, high frequency functions in the
spatial domain, can be modelled as linear functions in the fourier domain, dramatically reducing the complexity and
frequency the neural network needs to model.

S 3D Gaussian Splatting

Q 5.1 Using 3D Gaussian Splatting volume rendering approach at the pixel with coordinates [0, 0], calculate the
derivative of the rendered color value ¢ w.r.t. the color of the third 3D Gaussian c3. You are given the depth of each
Gaussian z;, the projected 2D means u;, inverse covariances (Zl'.)‘l, and the view-dependent color ¢;. Assume the
background to be black, the opacity o; of each Gaussian to be 1, and exp(—0.5) = 0.6.

0 1 0
Lz=1,pu = 1], (2’1)“=[O 1], ¢ = 10.

1 1 -0.5
2. = 2, 'u/2 = 0:|, (2/2)71 = [_05 1 ], ) = 100.

-1 o105
3' 13 =37 1u3 = 1:|’ (23) 1= [05 1 ], C3 =200

A 5.1 First, let’s write down the formula for the opacity of each Gaussian, which simplifies to:

a; = 0;exp(—0.5u7 () '), )

given that the rendered point has coordinates [0, 0].

The argument of the exponent for every Gaussian is set to be —0.5, so

a; =1-exp(=0.5) = 0.6,
ap = 1-exp(—0.5) = 0.6,
a3 = 1-exp(-0.5) ~ 0.6.

Then we order Gaussians by their z-value, correct rasterization order is thus: 1,2, 3.



Let’s calculate the transmittance for each Gaussian:

T, =1
T2 = (1 —a]) =04
T3 = (1 —a’z)(] —(11) =0.16

The resulting color is:

c =Tajcy + Tharer + Trazces

The derivative w.r.t. the color of the third Gaussian c3 is:

a .
X Tya3 =0.16 0.6 = 0.096 3)
003

Q 5.2 Unlike NeRFs, the vanilla 3D Gaussian Splatting approach does not use neural networks to predict view-
dependent radiance. Instead, it is parameterized using the representation of the radiance function in the Fourier basis
on a sphere, which is commonly referred to as spherical harmonics.

Instead of cartesian coordinates x, y, z, it is more convenient to define these functions using the spherical coordinates
r, ¢, and 6. Per common notation, x = rsin¢gsind, y = rcos¢siné, z = rcosf. Below are the formulas for the

first four functions y;":
1
¥060.6) = -

[3 / 3 / 3
yl_1 (0,9) = {/ — singsin 6, y?(@, @) = 4/ —cos¥, y} (0,¢) = 4/ — cos¢sinb,
4r 4n 4n

Note that none of these functions depend on the radius r.
To get a better grasp of what the analog of a Fourier basis on the sphere looks like, let’s plot these functions.

a) Using the absolute value of the spherical harmonic functions as the new radius, and assuming 6 = 7, and old radius
r, plot the shape resulting from varying ¢ € [0,2x). This type of plot is commonly referred to as a polar plot with
a magnitude of a function as a radius. For which parts of these plots do the spherical harmonics have positive and
negative values?

b) Based on that, guess the shapes these functions plot in 3D when 6 € [0, r].

AS52

a) First, notice that since § = 7, then z = 0 and the plot only occupies the xy plane.

Then, notice that the first function is just a constant radius; thus, it is a circle with a zero center.

The next three functions can be further simplified using cartesian coordinates:

) = |2 E W= A= Lg.g) = o] 20
yl (9’¢)_ 47Tr7 y](ev(/))_ 47rr_ ’ y1(05¢)_ 47'rr

The second function is just O for our fixed value of 6.

If we denote a = / %, then to get the shape, we then have to find the points that satisfy the following two equations:

2.2 2.2
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Remember that 72 = x> + y? + z% and z = 0, then
2., .2 2., .2
X +y” = laxl, X +y” = layl. &)
It is easy to see that for positive x, the first equation defines a circle with the origin at x = £, and for the negative, the
origin is —%, thus each equation defines two circles aligned with either x- or y-axis.
On one of these circles, the function has a negative value and a positive on the second one.

b) For the 3D case, the circles in the case of these four functions simply become spheres, and for the function y‘]) the
spheres are aligned with the z-axis.
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