
Machine Perception - Pen & Paper Solutions
RNNs

Instructor: Prof. Otmar Hilliges
TA: Manuel Kaufmann

1 Finding the Weights

Consider the recurrent structure shown in Figure 1. The model is defined as follows:

ht = f (w1xt + w2ht−1 + b2)
yt = g(w3ht + b3)

g(x) = x

Figure 1: A recurrent architecture.

This RNN is supposed to count how many 1s have occurred in a sequence until step t. For example, if the input
sequence is 011010 the output of the RNN should be 012233. Fill in the blanks for the weights, biases, initial value of
h and the activation function f (x) such that this output can be produced.

w1 = 1, w2 = 1, b2 = 0, w3 = 1, b3 = 0, hinit = 0, f (x) = x

Any solution that produces the output as specified is valid.
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2 Backpropagation Through Time

2.1 A Note on Layout Conventions

Matrix calculus generalizes scalar derivatives to higher-dimensional cases, e.g. deriving a vector by a scalar, a vector by
a vector, a scalar by a matrix, etc. Performing these derivatives always boils down to element-wise scalar derivatives,
which are well-defined. However, how to write down the element-wise derivatives in matrix notation is purely a matter
of convention. E.g., consider the scalar function f (x). When computing the gradient ∇ f (x) = ∂ f

∂x we could write down
the result as a row-vector or a column-vector. Both is equally correct. Similarly, when deriving x ∈ Rm by y ∈ Rn the
result could be a m × n or a n × m matrix.

Generally, there are two layout conventions:

• In the numerator layout the gradient is a row vector and ∂x/∂y is a m × n matrix, i.e. the size of a column is
determined by the dimensionality of the numerator (x).

• In the denominator layout the gradient is a column vector and ∂x/∂y is a n×m matrix, i.e., the size of a column
is determined by the dimensionality of the denominator (y).

Unfortunately, it is very easy to mix the two conventions. This is not wrong per se, but it can easily lead to the
introduction of actual errors. Hence, we recommend sticking to one layout convention. In the following we use the
numerator layout convention (for no particular reason).

Here’s some more information you might find useful.

• Strictly speaking, the term gradient (∇) refers to the vector-derivative of a scalar function, i.e. ∇ f (x) = ∂ f (x)/∂x
for f : Rn → R. In introductory calculus courses it is usually written as a column vector, which implicitly
assumes the denominator layout. In Deep Learning, the term “gradient” is used more loosely for all sorts of
matrix or vector valued derivatives.

• No matter which layout you use, matrix multiplications within your derived quantity must always be valid.
E.g., ∂x

T Ax
∂x = xT (A+ AT ) in numerator layout. In denominator layout, the result is just the transpose of this, i.e.

(A+AT )x. Both these answers are correct, but it would for example be incorrect to write (A+AT )xT . This seems
trivial here, but to verify your answer, it is always a good idea to check whether at least the dimensionalities of
the matrices and vectors involved work out (i.e., multiplication, addition, etc. are well defined).

• Before you start deriving a quantity, it might be helpful to first think about what you are deriving (scalar, vector,
matrix) and w.r.t. what (scalar, vector, matrix). This then lets you determine what the dimensionality of the
output quantity should be (e.g. a scalar derived by a vector must be a vector, a vector derived by a vector must
result in a matrix, etc.).

• If you feel stuck, try to look at the derivative element-wise, rather than doing everything in your head in matrix
notation. Remember, the resulting matrices just serve as a fancy (and more efficient) way to collect all the
element-wise derivatives.

• This Wiki page contains a nice overview and further information.

2.2 Defining the Cell

Have a look at the recurrent architecture shown in Figure 2 and answer the following questions.

In the sketch of the recurrent cell in Figure 2 we use similar notation as for the LSTM sketch shown in the lecture.
Define the update rules for the sketch shown in the figure, i.e. given the inputs ht−1 and xt write down how at, ht, and
ot are computed.
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Figure 2: Another recurrent architecture. Top: Compact representation of the RNN with h denoting the memory state
of the recurrent cell. ŷ is the prediction and L the loss function. Bottom: Definition of the recurrent cell for a given
time step t. Trainable parameters are U,V,W, b, c.

at =Wht−1 + Uxt + b
ht = tanh(at)
ot = Vht + c

2.3 Loss Function

Assume the RNN in Figure 2 performs classification at every time step, i.e. yt is a one-hot vector specifying the
true class and ŷt is the predicted probability distribution. To obtain a valid distribution from the outputs ot, we use a
softmax activation function, i.e.

ŷt = softmax(ot)

We choose the negative log-likelihood as the loss function at time step t and the final loss value L is just the sum over
each time step. For this setting, write down the definition of the softmax function, the definition of Lt, and the final
loss value L. You can assume that there are a total of K (mutually exclusive) classes.

softmax(ot)k =
eot,k∑K
j eot, j

=: ŷk for 1 ≤ k ≤ K

Lt = −
∑

k

yt,k log ŷt,k for 1 ≤ k ≤ K

L =
∑

t

Lt
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2.4 Gradients

We now unfold the RNN for τ time steps and compute some of the gradients used during backpropagation. To save
space, reuse results that you derived in previous subquestions (e.g. the quantity found in a) can be used again in b)).

a) Compute the gradient of the loss at time step t w.r.t. the outputs ot, i.e. find ∂Lt/∂ot.

∂Lt

∂ot
= −

∑
k

yt,k
∂ log ŷt,k

∂ot

= −
∑

k

yt,k
∂ log ŷt,k

∂ŷt,k

∂ŷt,k

∂ot

= −
∑

k

yt,k

ŷt,k

∂ŷt,k

∂ot
(1)

For simplicity, we drop the subscript t for the moment and add it back in the end. To compute the remaining
partial derivative, let’s look at it element-wise.

∂ŷk

∂oi
=
∂

∂oi

 eok∑K
j eo j


To derive this quantity we need the quotient rule. If k , i, the derivative is:

∂ŷk

∂oi
=
−eoi · eok(∑K

j eo j
)2

= −ŷi · ŷk for k , i

If k = i the derivative is (again using the quotient rule):

∂ŷk

∂oi
=

eoi ·
∑K

j eo j − eoi · eoi(∑K
j eo j

)2

=
eoi (

∑K
j eo j − eoi )(∑K
j eo j

)2

=
eoi∑K
j eo j

∑K
j eo j∑K
j eo j

−
eoi∑K
j eo j


= ŷi(1 − ŷi) for k = i

Now we can plug this into equation 1 and rewrite it (we’re still omitting t for simplicity):
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∂Lt

∂oi
= −

yi

ŷi
· (ŷi(1 − ŷi)) −

∑
k,i

yk

ŷk
(−ŷi · ŷk)

= −yi + yiŷi +
∑
k,i

ykŷi

= −yi +
∑

k

ykŷi

= ŷi

∑
k

yk − yi

= ŷi − yi

Here we use the fact that y is a one-hot vector, hence
∑

k yk = 1. Let’s re-introduce the variable t and remember
that the final solution should be a row vector (because ot is a column vector):

(
∂Lt

∂ot

)
i

:=
(
∇ot Lt

)
i = ŷt,i − yt,i (2)

b) Compute the gradient of the final loss w.r.t. the outputs ot, i.e. find ∂L/∂ot.

Again, let’s look at this element-wise.

(
∂L
∂ot

)
i
=
∂L
∂ot,i

=
∂L
∂Lt

∂Lt

∂ot,i
=
∂Lt

∂ot,i
=

(
∇ot Lt

)
i

Here we used that ∂L/∂Lt = 1 which means that ∂L/∂ot = ∂Lt/∂ot which we computed in the previous task.
This shouldn’t come as a surprise - there are no connections between time steps after the recurrent cell, so if we
only backprop until the output layer, adjacent time steps will have no effect on the gradient.

c) Compute the gradient of the loss at time step t w.r.t. the memory state at that time step, i.e. find ∂Lt/∂ht.

Let’s first expand the required derivative using the chain rule.

∂Lt

∂ht
=
∂Lt

∂ot

∂ot

∂ht

We already know the solution to the first factor from the previous questions, so let’s just ignore that part. To
determine the second factor we drop again the time index t for simplicity. The quantity ∂o/∂h is the Jacobian,
i.e. we must determine ∂oi/∂h j for all 1 ≤ i ≤ K and 1 ≤ j ≤ m. To make this easier let’s re-write o as a linear
combination of V’s columns v j.

o = v1 · h1 + . . . + v j · h j + . . . + vm · hm + c

If we now derive o by some h j, the result is the vector v j which is exactly the j-th column of V. As we have
to compute the derivative for all elements of h we repeat this for all possible values of j, stack the respective
columns together into a matrix, which ends up being exactly V. In other words, ∂oi/∂h j = vi j which is the same
as writing ∂o/∂h = V. Hence, the final solution is:

∂Lt

∂ht
=
∂Lt

∂ot
V

Note that V is a K × m matrix and ∂Lt/∂ot is a K-dimensional row vector, hence the dimensions match and the
result is a m-dimensional row vector as was to be expected (because ht is a m-dimensional column vector).
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d) Compute the gradient of the final loss w.r.t. the memory state at time step t, i.e. find ∂L/∂ht.

Let’s expand L:

∂L
∂ht
=
∂

∂ht

τ∑
t′

Lt′ =

τ∑
t′

∂Lt′

∂ht

This needs a closer look. The derivative in the sum will be non-zero whenever Lt′ depends on ht. This is the
case for all time steps t ≤ t′ ≤ τ, because through the recursive connection ht will contribute to all future time
steps. So, we can write the above derivative as

∂L
∂ht
=

τ∑
t′=t

∂Lt′

∂ht
=
∂Lt

∂ht
+

τ∑
t′=t+1

∂Lt′

∂ht
(3)

=
∂Lt

∂ot
V +

τ∑
t′=t+1

∂Lt′

∂ht
(4)

The first term in equation 3 we know from the previous exercise, so we can just replace it. What remains is to
determine the sum until the last time step τ. Let’s have a look at each element of that sum.

∂Lt′

∂ht
=
∂Lt′

∂ht′

∂ht′

∂ht′−1

∂ht′−1

∂ht′−2
· · ·
∂ht+1

∂ht

=
∂Lt′

∂ht′

t′−t∏
i=1

∂ht′+1−i

∂ht′−i
(5)

We know the expression ∂Lt′/∂ht′ from the previous exercise, so we only have to determine ∂hk+1/∂hk. For
this, let’s expand it using the chain rule:

∂hk+1

∂hk
=
∂hk+1

∂ak+1

∂ak+1

∂hk

We already encountered the term ∂hk+1/∂ak+1 in the backpropagation pen & paper from a few weeks ago. It
is the Jacobian of tanh(a) which is a diagonal matrix whose elements are the derivative of the tanh applied
element-wise to a.

∂hk+1

∂ak+1
= diag(1 − tanh2(ak+1)) = diag(1 − h2

k+1)

To compute ∂ak+1/∂hk we remember from the previous exercise c) how we computed ∂o/∂h to realize that the
gradient is just W. We can replace all known terms in equation 5 to obtain

∂Lt′

∂ht
=
∂Lt′

∂ot′
V

t′−t∏
i=1

diag(1 − h2
t′+1−i)W

and the final gradient from equation 4 becomes

∂L
∂ht
=
∂Lt

∂ot
V +

τ∑
t′=t+1

∂Lt′

∂ot′
V

t′−t∏
i=1

diag(1 − h2
t′+1−i)W

 (6)
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What does this result mean? We see that when we compute the gradient of the total loss L w.r.t. the memory
of the recurrent cell at time step t, it is a combination of gradients computed at time step t as well as gradients
flowing from time steps t + 1 all the way to τ. This is in contrast to the gradient we computed in exercise b).
This makes sense if you look at the (unfolded) computational graph: ht depends on ht+1, . . . , hτ through the
recurrent connection. Like in ”normal” backpropagation for feed-forward networks, we must account for that
dependency.

Equation 6 looks a bit cumbersome. Moreover, some of the terms ∂hk+1/∂ak+1 appear several times in the sum
in equation 4. From a computational perspective, this seems inefficient. So let’s see if we can write this in a
more elegant way. For this, let’s expand that sum from equation 3.

∂L
∂ht
=
∂Lt

∂ht
+

τ∑
t′=t+1

∂Lt′

∂ht

=
∂Lt

∂ht
+

∂Lt+1

∂ht+1

∂ht+1

∂ht
+

∂Lt+2

∂ht+2

∂ht+2

∂ht+1

∂ht+1

∂ht
+

∂Lt+3

∂ht+3

∂ht+3

∂ht+2

∂ht+2

∂ht+1

∂ht+1

∂ht
+

. . . +

∂Lτ
∂hτ

∂hτ
∂hτ−1

∂hτ−1

∂hτ−2
· · ·
∂ht+2

∂ht+1

∂ht+1

∂ht

You can now see that in this big sum, the term ∂ht+1/ht appears in every term, so we can take it out of the sum.

∂L
∂ht
=
∂Lt

∂ht
+

[
∂Lt+1

∂ht+1
+
∂Lt+2

∂ht+2

∂ht+2

∂ht+1
+ . . . +

∂Lτ
∂hτ

∂hτ
∂hτ−1

∂hτ−1

∂hτ−2
· · ·
∂ht+2

∂ht+1

]
∂ht+1

∂ht

The remaining sum in brackets simply corresponds to gradient of the loss w.r.t. the memory cell at time step
t + 1! Hence, we can write the entire gradient as a recursive function:

∂L
∂ht
=
∂Lt

∂ht
+
∂L
∂ht+1

∂ht+1

∂ht

=
∂Lt

∂ot
V +

∂L
∂ht+1

diag(1 − h2
t+1)W

∂L
∂hτ
=
∂Lτ
∂oτ

V

This is a nicer formulation than what we had before. It has the additional advantage that it directly relates to
the backpropagation algorithm. In backprop, we start at the last time step τ (the ”end” of the recursion) by
computing ∂L/∂hτ. Then it propagates this value back in time. At each node t we then only have to compute
∂Lt/∂ht and ∂ht+1/∂ht. The factor ∂L/∂ht+1 was simply passed down from the future time step, so there is no
need to compute it again. We now have a more elegant and a more efficient formulation of the gradient shown
in equation 6.

e) Compute the gradient of the final loss w.r.t. the cell parameter V, i.e. find ∂L/∂V. You may use the fact that
∂y
∂x
∂x
∂Z =

∑
i
∂y
∂xi

∂xi
∂Z where y is a scalar, x a vector and Z a matrix.
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This gradient is actually the most interesting one, as it is the first that computes the gradient for a trainable
parameter, V.

∂L
∂V
=

∑
t

∂Lt

∂V

=
∑

t

∂Lt

∂ot

∂ot

∂V
(7)

Note that because ht does not depend on V we can treat it as a constant in the definition of ot. In equation 7
we are deriving a vector by a matrix, which will result in a 3-dimensional tensor. As ∂L/∂ot is a vector, the
multiplication inside the sum is technically a tensor product, which will result in a matrix again. However,
finding the tensor ∂ot/∂V might not be straight-forward, so let’s use the hint given in the question to rewrite
equation 7.

∂L
∂V
=

∑
t

∑
i

∂Lt

∂ot,i

∂ot,i

∂V
(8)

Now we can determine ∂ot,i/∂V by looking at the derivative for each element vkl in V. Recall that

ot,i = vi1 · ht,1 + vi2 · ht,2 + . . . + vim · ht,m + c

assuming ht ∈ R
m and ot ∈ R

K . Hence

∂ot,i

∂vkl
=

ht,l, if i = k
0, otherwise

If we do this for all indices 1 ≤ l ≤ m and 1 ≤ k ≤ K we end up with the following matrix:

∂ot,i

∂V
=



0 · · · · · · 0
...

...
...

...
ht,1 ht,2 · · · ht,m
...

...
...

...
0 · · · · · · 0


This is a K × m matrix full of zeros except for the i-th row which is equal to hT

t .

Considering that ∂Lt/∂ot,i is a scalar which we already found in exercise a), the sum over i in equation 8 becomes:

∑
i

∂Lt

∂ot,i

∂ot,i

∂V
=



(ŷt,1 − yt,1) · ht,1 (ŷt,1 − yt,1) · ht,2 · · · (ŷt,1 − yt,1) · ht,m
...

...
...

...
(ŷt,2 − yt,2) · ht,1 (ŷt,2 − yt,2) · ht,2 · · · (ŷt,2 − yt,2) · ht,m

...
...

...
...

(ŷt,K − yt,K) · ht,1 (ŷt,K − yt,K) · ht,2 · · · (ŷt,K − yt,K) · ht,m


=
∂Lt

∂ot
· hT

t

Here we use ∂Lt/∂ot as a column-vector. The final gradient is thus a K × m-dimensional matrix:

∂L
∂V
=

∑
t

∂Lt

∂ot
· hT

t
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2.5 More Gradients

So far we have only computed gradients w.r.t. quantities that were not part of the recurrent cell. In the following, we
will have a look at some of those internal to the cell.

a) First, let’s have a closer look at the multi-variable chain rule. Specifically, we want to show that

d f (x(t), y(t))
dt

=
∂ f
∂x

dx
dt
+
∂ f
∂y

dy
dt

Note the subtle difference in notation where we use the full and partial derivative. Hint: You can simply show
this by defining a column vector v(t) =

[
x(t), y(t)

]T and then deriving by t using the normal matrix calculus rules.

Following the hint we write

d f (v(t))
dt

=
∂ f
∂v
∂v
∂t
=

[
∂ f
∂v1
,
∂ f
∂v2

]
·

[
∂v1

∂t
,
∂v2

∂t

]T

=
∂ f
∂v1

∂v1

∂t
+
∂ f
∂v2

∂v2

∂t
.

Re-substituting v1 with x(t) and v2 with y(t) gives the desired result.

b) In the lecture we have seen that to compute ∂Lt/∂W we need to sum up gradients from time step 1 to t. Here,
we want to find out why this is the case. In other words, show that

∂Lt

∂W
=

t∑
k=1

∂Lt

∂ot

∂ot

∂ht

∂ht

∂hk

∂+hk

∂W

Note that ∂+hk/∂W denotes the immediate derivative, i.e. when computing this derivative we can assume that
hk′ does not depend on W for k′ < k. Hint: Apply the chain rule as usual and make use of the above multi-
variable version when appropriate. Above we derived it for scalars, but it also applies to vector- or matrix-valued
functions.

We can show this by a rigorous application of the chain rule.

∂Lt

∂W
=
∂Lt

∂ot

∂ot

∂ht

∂ht

∂W
(9)

This isn’t something we haven’t seen before. However, the last factor ∂ht/∂W is tricky. ht depends on W and
on ht−1 that in turn depends on W again. So far, this has never been a problem because we never derived w.r.t.
a parameter in the recurrent cell. So, instead of writing ht it would be better to make the dependencies explicit
when writing down the derivative:

∂

∂W
[ht(W, ht−1(W), ht−2(W), . . . , h1(W))] (10)

Now it’s clear that ∂ht/∂W isn’t a simple derivative and we need the multi-variable chain rule. This rule as
derived above states that we need to compute the partial derivatives on-by-one for all inputs of a function while
keeping the other inputs fixed and sum up over all these derivatives. Thus, equation 10 becomes
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∂ht

∂W
=
∂+ht

∂W
+
∂ht

∂ht−1

∂+ht−1

∂W
+
∂ht

∂ht−2

∂+ht−2

∂W
+ . . . +

∂ht

∂h1

∂+h1

∂W

=
∂+ht

∂W
+

t−1∑
k=1

∂ht

∂hk

∂+hk

∂W

=
∂ht

∂ht

∂+ht

∂W
+

t−1∑
k=1

∂ht

∂hk

∂+hk

∂W

=

t∑
k=1

∂ht

∂hk

∂+hk

∂W

We use ∂+ to denote the immediate derivative. If we didn’t, ∂hk/∂W would again be a recursive gradient
computation essentially creating and infinite loop. Together with equation 9 this gives us the desired result:

∂Lt

∂W
=
∂Lt

∂ot

∂ot

∂ht

∂ht

∂W
=
∂Lt

∂ot

∂ot

∂ht

t∑
k=1

∂ht

∂hk

∂+hk

∂W
=

t∑
k=1

∂Lt

∂ot

∂ot

∂ht

∂ht

∂hk

∂+hk

∂W
(11)

c) Find ∂ht/∂hk for k < t.

Again we must use the chain rule.

∂ht

∂hk
=
∂ht

∂ht−1
·
∂ht−1

∂ht−2
· · · · ·

∂hk+1

∂hk
=

t−k∏
i=1

∂ht+1−i

∂ht−i

The individual factors inside the product are Jacobians which we already computed in exercise 2.3d):

∂ht′

∂ht′−1
=
∂ht′

∂at′

∂at′−1

∂ht′−1
= diag(1 − h2

t′ )W

Hence, the required gradient is

∂ht

∂hk
=

t−k∏
i=1

[
diag(1 − h2

t+1−i)W
]

Now we have effectively arrived at the root of why simple RNNs suffer from unstable gradients; a problem also
referred to as the vanishing/exploding gradient problem. It is not straight-forward to see this from the above
equation, but this is essentially what Pascanu et al. show in their paper On the difficulty of training Recurrent
Neural Networks1.

The gist of it is that if we assumed a linear model, i.e. we replace tanh with the identity function, the resulting
gradient would be ∂ht/∂hk = Wt−k. This matrix product either vanishes or explodes much like a small or big
real number vanishes or explodes when we multiply it with itself. This effect is worse the bigger t − k is, in
other words, the more t and k are apart. Pascanu et al. show that this can easily happen, namely when the largest
eigenvalue λ1 of W is smaller than 1 (gradients will vanish) or bigger than 1 (gradients will explode). They
furthermore show that this analysis still holds for non-linear models, e.g. when we use tanh.

1https://arxiv.org/pdf/1211.5063.pdf, Sections 1.1, 2.1 and appendix
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Why is this a problem for learning? If the gradient is very small it means that we are taking very small steps
on the loss surface, so we can’t really explore it. This problem increases as t − k grows larger. If we check
equation 11 again, we see that when we compute the gradient update ∂Lt/∂W the contribution of the values
computed for time step k will vanish as k moves further away from t. In other words, time steps that are far
away do not contribute anything to the weight update. Consequently, the model will struggle to learn long-term
dependencies.

If on the other hand the gradients explode, the gradient update will be huge, meaning that we take large steps on
the loss surface. This can take us to very undesirable places with high loss values where me might never recover
from. In the worst case, gradients will even be Inf or NaN.
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