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This lecture

• Perceptron learning algorithm

• MLP as engineering model of a neural network 

• Maximum likelihood estimation recap

Tomorrow

• How do we train neural networks?
• Backprop algorithm

• What types of functions can neural networks approximate?
• Universal approximation theorem
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Motivation – How Do I See?
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Information Flow Through Neurons
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Notation
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Values:

Scalars: 𝑎, 𝑥, 𝑦, 𝑤, etc.

Vectors: 𝐚, 𝐱, 𝐲, 𝐰, etc.

Matrices: 𝐴, 𝑋, 𝑌, 𝑊, etc.

Indexing:

Datapoint in dataset:  {𝑥 𝑖 , 𝑦(𝑖)}

Indexed scalar (in vector):  𝑥𝑖

Indexed scalar (in matrix):  𝑥𝑖,𝑗  or  𝑥𝑖𝑗

Indexed vector (in matrix):  𝐱𝑖

Values associated with layer l: 𝐱[𝑙] or 𝐱[𝑙]

Values associated with epoch/step k: 𝐱{𝑘} or 𝐱{𝑘}



Neuron – An Engineering Blueprint
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𝑥1

𝑥𝑛

⋮

⋮

⋮

⋮

෍

𝑖=0

𝑛

𝑤𝑖𝑥𝑖

0

1

𝑤1

𝑤𝑛

+𝑏 ො𝑦

Remark 1: we will often use the shorthand: 
𝜽 = {𝐰, 𝑏} in the remainder of this course.

Remark 2: we sometimes forget about the 
bias for simplicity and just use 𝐰.

Remark 3: σ 𝑤𝑖𝑥𝑖 + 𝑏 =  𝐰𝑇𝐱 + 𝑏 =
𝐰, 𝑏 𝑇[𝐱, 1] = 𝑏, 𝐰 𝑇[1, 𝐱]𝐱 ∈  ℝ𝑛 𝐰 ∈  ℝ𝑛

Remark 4: This is a perceptron, proposed by 
Frank Rosenblatt in 1957.
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Perceptron Learning Algorithm

Init:   𝜽{0} = 0𝑥11 𝑥1𝑛

𝑥𝑚𝑛

… … …

… … …

⋱

⋱

⋱

1

1

⋮

⋮

⋮

ො𝑦𝑦 𝑦 − ො𝑦

0 0 0

1 1 0

1 0 1

0 1 -1

learning 
rate

residual
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Iff data is linearly separable 
⇒ converges in finite time

while:
 
do:  𝜽{𝑘+1} = 𝜽{𝑘} + 𝜂 𝑦𝑖 − ො𝑦𝑖 𝐱

where:   ො𝑦𝑖 = (𝜽{𝑘}𝑇
 𝐱𝑖 > 0) 

∃ 𝑖 𝑠. 𝑡. 𝜽{𝑘}𝑇
 𝐱𝑖 > 0  ≠ 𝑦𝑖

𝑚 data points arranged in a 

matrix 𝑋 ∈  ℝ𝑚×(𝑛+1).

Classification for a single point: 

ො𝑦(𝑖) =  𝜽𝑇𝐱𝑖 > 0

Classification for all points in 
one step: ො𝐲 =  𝑋𝜽 > 𝟎

𝐰

b

Some points are blue, some 
are red: 𝑦 ∈ 0, 1 .
Perform binary classification.
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Perceptron Learning Algorithm
Where does the residual come from?

𝜽𝑻𝐱 = 0

𝜽

x1

x2
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Perceptron Learning Algorithm
Where does the residual come from?

𝜽𝑻𝐱 = 0

𝜽

x1

x2

 𝜽{𝑘+1} = 𝜽{𝑘} + 𝜂 𝑦 − ො𝑦𝑖 𝐱𝑖

 𝜽{𝑘+1} = 𝜽{𝑘} + 𝜂𝐱𝑖
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Perceptron Learning Algorithm
Where does the residual come from?

𝜽𝑻𝐱 = 0

𝜽

x1

x2

 𝜽{𝑘+1} = 𝜽{𝑘} + 𝜂 𝑦 − ො𝑦𝑖 𝐱𝑖

 𝜽{𝑘+1} = 𝜽{𝑘} + 𝜂𝐱𝑖
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Perceptron Learning Algorithm
Where does the residual come from?

𝜽 𝑘+1 𝑇
 𝐱 = 0

𝜽{𝑘+1}

x1

x2x2

 𝜽{𝑘+1} = 𝜽{𝑘} + 𝜂 𝑦 − ො𝑦𝑖 𝐱𝑖

 𝜽{𝑘+1} = 𝜽{𝑘} + 𝜂𝐱𝑖
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Perceptron Learning Algorithm
Where does the residual come from?

Follow the usual recipe: define a loss, compute gradient and 
perform update step: 𝜽′ = 𝜽 − 𝜂 ⋅ ∇𝜽 ℒ(𝜽, 𝐱)

So, what loss leads to our update step?

 Re-parameterize labels to be 𝑦 ∈ {−1, 1}

 Use Hinge Loss: ℒ = max 0, 1 −  𝑦𝑖𝜽𝑇𝐱𝑖

 Gradient (if misclassified): ∇𝜽ℒ = −𝑦𝑖𝐱𝑖

 Same result as before (up to a change of sign)



Sample code & visualization

https://colab.research.google.com/drive/1bycbm85pTwnL7Izw5WH
pdvkA63rdedE6?usp=sharing
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https://colab.research.google.com/drive/1bycbm85pTwnL7Izw5WHpdvkA63rdedE6?usp=sharing
https://colab.research.google.com/drive/1bycbm85pTwnL7Izw5WHpdvkA63rdedE6?usp=sharing


Sample code & visualization

26.02.2025 14



Synapses transmit signal from one neuron to another

• Information from one neuron flows 
to another neuron across a small 
gap called a synapse.

• Action potentials are translated into 
chemical signals (neuro 
transmitters) to cross the gap. 

• Once on the other side, the signal 
becomes electrical again.

=> Important source of non-linearity
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Multilayer Perceptron (MLP)

𝐱[𝑙] ℒ(𝜃)
loss function

layer 𝑙  with weights 
𝑊[𝑙] ∈  ℝ𝐻×𝑛

𝐰𝒊
[𝒍]𝑻

𝐱[𝒍]

𝐰𝑖
[𝑙]

 

+𝑏

…

…

𝐰1
[𝑙]

 

𝐰𝐻
[𝑙]

 

…

…

layer [𝑙 + 1] with weights 

𝑊[𝑙+1] ∈ ℝ𝐾×𝐻 

𝐰1
[𝑙+1]

 

𝐰𝐾
[𝑙+1]

 

𝐱 ∈ ℝ𝑛

𝑥𝑖
[𝑙+1]

𝑥0
[𝑙+1]

𝑥𝐻
[𝑙+1]

⋮

⋮

𝐱[𝑙+1] ∈  ℝ𝐻

… ො𝑦

layer [𝐿] with weights 
𝑊[𝐿] ∈ ℝ1×𝐻𝐿−1  



Common MLP Aliases
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A series of dense 
layers.

A feed-forward 
network.

𝐡1 = 𝜎(𝑊1𝐱)
𝐡2 = 𝜎(𝑊2𝐡1)
ො𝑦 = 𝜎(𝑊3𝐡2)

Weights 𝑊1 ∈ ℝ6×3 Weights 𝑊2 ∈ ℝ4×6

Weights W3 ∈ ℝ1×4



𝑥 ො𝑦𝑓𝜃

Supervised learning

Input Model Output

• Learning: Estimate parameters 𝜽 from training data 𝑥(𝑖), 𝑦(𝑖)
𝑖=0

𝑁
 

• Inference: Make predictions for unseen inputs: ො𝑦= 𝑓𝜃(x)
26.02.2025 18



𝑓𝜃

Classification

Input Model Output

• Mapping:𝑓𝜃 ∶  ℝ𝑊×𝐻 → {𝐻𝑜𝑢𝑠𝑒, 𝐵𝑜𝑎𝑡}

• Classification will be our running example

{House, Boat} 
or {0, 1}

26.02.2025 19



Likelihood and Maximum Likelihood (ML) Estimation
[Fisher, 1929]

• Likelihood is a function of the model parameters

• MLE extremely successful:
• e.g. least squares and cross-entropy are MLE estimators

• Direct link to the Kullback Leibler divergence

26.02.2025 20



High-Level Intuition

• Let 𝔻 = 𝐱 𝑖 , 𝑦 𝑖
𝑖=1

𝑁
be a dataset with i.i.d. samples from 𝑝𝑑𝑎𝑡𝑎

• Our model is governed by parameters 𝜽.

• Bayesian viewpoint: parameters 𝜽 are a random variable. Hence, estimate 𝜽∗ as the 
mode of the posterior distribution. This is called the MAP estimate.

• The MAP is a point estimate 𝜽∗ that is the most likely value in the distribution of the 
random variable 𝜽 after we have seen the data: 𝜽∗ ∈ argmax 𝑝 𝜽 𝔻)

26.02.2025 21

𝑝 𝜽 𝔻 =
𝑝 𝔻 𝜽 ⋅ 𝑝(𝜽)

𝑝(𝔻)
=

𝑝 𝔻 𝜽 ⋅ 𝑝(𝜽)

׬ 𝑝 𝔻 𝜽 ⋅ 𝑝 𝜽 d𝜽

likelihood prior

NormalizationBayesian Viewpoint

Frequentist Viewpoint



Maximum Likelihood Estimation

• Let 𝔻 = 𝐱 𝑖 , 𝑦 𝑖
𝑖=1

𝑁
be a dataset with i.i.d. samples from 𝑝𝑑𝑎𝑡𝑎

• Let the model 𝑝𝑚𝑜𝑑𝑒𝑙(𝐲|𝐱, 𝛉) be a parametric family of probability distributions

• The conditional maximum likelihood estimator for 𝛉 is given by:

𝛉𝑀𝐿𝐸
∗ = argmax

𝛉
𝑝𝑚𝑜𝑑𝑒𝑙 y 𝑋, 𝛉)

= argmax
𝛉

ෑ

𝑖=1

𝑁

𝑝𝑚𝑜𝑑𝑒𝑙 𝑦 𝑖 𝐱 𝑖 , 𝛉)

                                                                 = argmax
𝛉

σ𝑖=1
𝑁 log 𝑝𝑚𝑜𝑑𝑒𝑙 𝑦 𝑖 𝐱 𝑖 , 𝛉) 
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“log-likelihood”

Remark: Don’t get confused 
that we write 𝑝 𝐲 𝐱, 𝛉  and 

still call it likelihood 
although the data 𝐱 seems 

to be given: 𝐲 is also our 
data and we estimate it from 
𝐱! Sometimes 𝐱 is dropped 
entirely because it’s always 
assumed to be there with 

the label.



MLE for Binary Classification
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Given: 𝔻 = 𝐱 1 , 𝑦 1 , … , 𝐱 𝑛 , 𝑦 𝑛   𝑦(𝑖) ∈ {0, 1}

Model: What is a good family of probability distributions for binary classification?  

ො𝑦(𝑖) ∼ Bernoulli(𝜌)

We then estimate the parameter of the distribution with our MLP, i.e.   𝜌 =  𝜎(𝛉𝑇𝐱(𝑖))



Binary classification and sigmoid function
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𝜎

𝜎 𝑥 = 𝑠𝑖𝑔𝑚 𝑥 =
1

1 + 𝑒−𝑥
=

e𝑥

e𝑥 + 1

𝑝 𝑦(𝑖) x(𝑖), 𝚯

𝒙1
(𝑖)

𝒙2
(𝑖)

𝒙𝑛
(𝑖)

𝜃1

𝜃2

𝜃𝑛

෍ 𝑥𝑗
(𝑖)

𝜃𝑗

Requirements for the function:
(1) Output must be positive
(2) Output must be between [0, 1]



MLE for Binary Classification
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Given: 𝔻 = { 𝐱 1 , 𝑦 1 , … , 𝐱 𝑛 , 𝑦 𝑛  }

𝑝𝑚𝑜𝑑𝑒𝑙 𝐲 𝑋, 𝛉) = ෑ

1

𝑁

𝑝 𝑦 𝑖 𝐱(𝑖), 𝛉)

= ෑ

1

𝑁

𝜎𝑖
𝑦(𝑖)

⋅ 1 − 𝜎𝑖
(1−𝑦 𝑖 ) = ෑ

1

𝑁
1

1 + 𝑒−𝜙

𝑦(𝑖)

1 −
1

1 + 𝑒−𝜙

(1−𝑦(𝑖))

[i.i.d. assumption]

= −
1

𝑁
 σ1

𝑁 𝑦(𝑖)  log ො𝑦(𝑖) + 1 − 𝑦 𝑖  log(1 − ො𝑦(𝑖)) “cross-entropy”

Model: ො𝑦(𝑖) ∼ 𝐵𝑒𝑟𝑛𝑜𝑢𝑙𝑙𝑖(𝜎(𝛉𝑇𝐱(𝑖)))

MLE: 𝛉𝑀𝐿𝐸
∗ = argmax

𝜽
𝑝𝑚𝑜𝑑𝑒𝑙 𝐲 𝑋, 𝛉)

negative
log-likelihood

NLL:
loss function
ℒ 𝛉 = − log 𝑝𝑚𝑜𝑑𝑒𝑙 𝐲 𝑋, 𝛉) 



ො𝑦(𝑖)

𝑦(𝑖) = 1: − log( ො𝑦(𝑖))

𝑦(𝑖) = 0: − log( 1 − ො𝑦(𝑖))
Binary Cross-Entropy

ℒ ො𝑦(𝑖), 𝑦(𝑖) = −𝑦(𝑖) log ො𝑦(𝑖) − 1 − 𝑦(𝑖)  log 1 − ො𝑦(𝑖)

= ቐ
− log ො𝑦(𝑖) if 𝑦(𝑖) = 1

− log 1 − ො𝑦(𝑖) . if 𝑦(𝑖) = 0

• for 𝑦(𝑖) = 1 the loss ℒ is minimized if ො𝑦(𝑖) = 1

• for 𝑦(𝑖) = 0 the loss ℒ is minimized if ො𝑦(𝑖) = 0

• hence ℒ is minimal if ො𝑦(𝑖) = 𝑦(𝑖)
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Note: can be easily extended to multi-class via soft-max



Cross-Entropy and KL Divergence

• Cross-Entropy loss is a direct result from the MLE paradigm.

• We can also take a different view: Let’s minimize the distance 
between 𝑝𝑑𝑎𝑡𝑎 and 𝑝𝑚𝑜𝑑𝑒𝑙.

• How do we measure distances between distributions?
• With the KL divergence 𝐷𝐾𝐿 𝑃 ∥ 𝑄 .

• KL divergence is related to cross-entropy

26.02.2025 27

𝐻 𝑝𝑑𝑎𝑡𝑎, 𝑝𝑚𝑜𝑑𝑒𝑙 = 𝐻 𝑝𝑑𝑎𝑡𝑎 + 𝐷𝐾𝐿(𝑝𝑑𝑎𝑡𝑎 ∥ 𝑝𝑚𝑜𝑑𝑒𝑙)



Binary Cross-Entropy

2826.02.2025 [From: https://towardsdatascience.com/understanding-binary-cross-entropy-log-loss-a-visual-explanation-a3ac6025181a]

https://towardsdatascience.com/understanding-binary-cross-entropy-log-loss-a-visual-explanation-a3ac6025181a


Maximum Likelihood Estimators

We see that choosing 𝑝𝑚𝑜𝑑𝑒𝑙(𝑦|𝐱, 𝛉) as a Bernoulli distribution yields the 
binary cross-entropy estimator.

Variations:

• If we choose 𝑝𝑚𝑜𝑑𝑒𝑙 𝑦 𝐱, 𝛉 = 𝒩(𝑦|𝛉𝑇𝐱, 𝜎) to be Gaussian, we end up 
with the least squares (MSE) estimator: 𝑤𝑀𝐿𝐸

∗ = argmin
𝑤

𝑿𝛉 − 𝐲 2
2 

• Choosing 𝑝𝑚𝑜𝑑𝑒𝑙 𝑦 𝐱, 𝛉  to be a Laplacian distribution, yields an estimator 
that minimizes the ℓ1-norm: 𝑤𝑀𝐿𝐸

∗ = argmin
𝑤

𝑿𝛉 − 𝐲 1

• Assuming a Gaussian distribution over 𝛉 and performing maximum a-
posteriori (MAP) estimation yields ridge regression

26.02.2025 29



Maximum Likelihood Estimators

We see that choosing 𝑝𝑚𝑜𝑑𝑒𝑙(𝑦|𝐱, 𝛉) as Bernoulli distribution yields the binary 
cross-entropy estimator.

Remarks:

• Consistency: As the number of training samples 𝑁 → ∞, the MLE 
converges to the true parameters 

• Efficiency: The ML estimates converges quickly as 𝑁 increases

• => Nice theoretical properties make MLE an appealing framework

26.02.2025 30



Tomorrow

• What types of functions can be approximated by neural 
networks?

• Universal approximation theorem

• How do we train neural networks?
• Backprop algorithm 
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Appendix
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Extending to Multiclass: Softmax

26.02.2025 33

𝜎

Θ1

Θ2

𝐱(𝑖)Θ1

𝐱(𝑖)Θ2

𝑥1
(𝑖)

𝑥2
(𝑖)

𝑥𝑛
(𝑖)

𝑝𝑐1

𝑝𝑐2

Requirements for this function:
(1) Output must be positive
(2) Output must be between [0, 1]
(3) Summing up all outputs is 1

𝑠𝑜𝑓𝑡𝑚𝑎𝑥 𝜂𝑖 =
exp(𝜂𝑖)

σ𝑗 exp(𝜂𝑗)
=

exp(𝜂𝑖)

exp(𝜂1) + exp(𝜂2) + ⋯ + exp(𝜂𝑐)



=
exp(𝜂1) + exp(𝜂2) + ⋯ + exp(𝜂𝑐)

exp(𝜂1) + exp(𝜂2) + ⋯ + exp(𝜂𝑐)
= 1

Extending to Multiclass: Softmax
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𝜎

Θ1

Θ2

𝑥(𝑖)Θ1

𝑥(𝑖)Θ2

= 
exp(𝑥 𝑖 Θ1)

exp(𝑥 𝑖 Θ1)+exp(𝑥(𝑖)Θ2)
  

= 
exp(𝑥 𝑖 Θ2)

exp(𝑥 𝑖 Θ1)+exp(𝑥(𝑖)Θ2)
  

𝑥1
(𝑖)

𝑥2
(𝑖)

𝑥𝑛
(𝑖)

𝑝𝑐1

𝑝𝑐2

Requirements for this function:
(1) Output must be positive
(2) Output must be between [0, 1]
(3) Summing up all outputs is 1

𝑠𝑜𝑓𝑡𝑚𝑎𝑥 𝜂𝑖 =
exp(𝜂𝑖)

σ𝑗 exp(𝜂𝑗)
෍

𝑚
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