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This Lecture

• How do we train neural networks?
• Backprop algorithm 

• What types of functions can be approximated by neural 
networks?

• Universal approximation theorem

• Interesting empirical observations of neural network 
performance
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Optimization: How to find the model parameters?

𝛉𝑀𝐿𝐸
∗ = argmin

𝛉
෍

𝑖=1

𝑁

−𝑦(𝑖) log ො𝑦(𝑖) − 1 − 𝑦(𝑖)  log 1 − ො𝑦(𝑖)

with ො𝑦 = 𝑓𝜃 𝐱 = 𝜎 𝛉𝑻𝐱  and 𝜎 𝑥 =
1

1 + 𝑒−𝑥

How to find the minimizer 𝛉*

• the loss ℒ( ො𝑦(𝑖) − 𝑦(𝑖)) is unfortunately not quadratic in 𝛉 (as opposed to linear regression)

• no closed-form solution and we must apply iterative gradient-based optimization

• the gradient is given by:
∇𝜃ℒ ො𝑦(𝑖), 𝑦(𝑖) = ො𝑦(𝑖) − 𝑦(𝑖) 𝐱(𝑖)
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BCE Loss ℒ( ො𝑦(𝑖), 𝑦(𝑖))



Optimization Procedure

Gradient Descent:
• Pick learning rate 𝜂 and tolerance 𝜖

• Initialize 𝛉{0}with small random value

• Repeat until 𝐯 < 𝜖:

1.  𝐯 = ∇𝛉ℒ ො𝑦, 𝑦 = σ𝑖=1
𝑁 ∇𝛉ℒ( ො𝑦(𝑖), 𝑦(𝑖))

2.  𝛉{𝑡+1} = 𝛉{𝑡} − 𝜂 𝐯

• Variants:
• Line search (green), first-order method

• Conjugate gradients (red)

• L-BFGS, second-order method (approximate)

• …
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𝜃0

𝜃∗

Image Source: link

https://en.wikipedia.org/wiki/Conjugate_gradient_method


Chain Rule

𝑦 = 𝑔 𝑥  and 𝑧 = 𝑓 𝑔 𝑥 = 𝑓(𝑦)

𝑑𝑧

𝑑𝑥
=

𝑑𝑧

𝑑𝑦

𝑑𝑦

𝑑𝑥

Sometimes you see partial derivatives (sloppy)

𝜕𝑧

𝜕𝑥
=

𝜕𝑧

𝜕𝑦

𝜕𝑦

𝜕x
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Multi-Variable Chain Rule

𝑥 = 𝑔 𝑡 , 𝑦 = ℎ 𝑡  and 𝑧 = 𝑓 𝑥, 𝑦 = 𝑓(𝑥 𝑡 , 𝑦 𝑡 )

d𝑧

d𝑡
=

𝜕𝑓

𝜕𝑥
⋅

d𝑥

d𝑡
+

𝜕𝑓

𝜕𝑦
⋅

d𝑦

d𝑡

(not sloppy!)
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Chain Rule with Vectors

𝑧 = 𝑓 𝐲 , 𝐲 = 𝑔 𝐱  𝐱 ∈ ℝ𝑚, 𝐲 ∈ ℝ𝑛

𝜕𝑧

𝜕𝐱
=

𝜕𝑧

𝜕𝐲

𝜕𝐲

𝜕𝐱
= (∇𝐲𝑧)𝑇 ⋅ 𝐽𝐱 𝐲 =

𝜕𝑧

𝜕𝑦1
, … ,

𝜕𝑧

𝜕𝑦𝑛
⋅

𝜕𝑦1

𝜕𝑥1
⋯

𝜕𝑦1

𝜕𝑥𝑚

⋮ ⋱ ⋮
𝜕𝑦𝑛

𝜕𝑥1
⋯

𝜕𝑦𝑛

𝜕𝑥𝑚

𝜕𝑧

𝜕𝑥𝑖
=

𝜕𝑧

𝜕𝑦1

𝜕𝑦1

𝜕𝑥𝑖
+

𝜕𝑧

𝜕𝑦2

𝜕𝑦2

𝜕𝑥𝑖
+ ⋯ = ෍

𝑗=1

𝑛
𝜕𝑧

𝜕𝑦𝑗

𝜕𝑦𝑗

𝜕𝑥𝑖
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Backpropagation: In a Nutshell

Backprop is a way to compute the chain rule that avoids re-
computing the same terms multiple times (aka Dynamic 

Programming).

(The DP approach alone is not sufficient: In the implementation we often have to avoid 
explicitly computing Jacobians)
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Backpropagation: Intuition
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0.80.2
ℒ

ො𝑦 = 𝜎 𝑧 =  𝜎(𝑎1𝑤1 + 𝑎2𝑤2 + 𝑎3𝑤3 + 𝑎4𝑤4)

𝑎1

𝑎2

𝑎3

𝑎4

𝑤1

𝑤2

𝑤3

𝑤4

We must increase the output value.
We can only change the weights.
What are ways to do this?

[Based on excellent tutorials from the fantastic 3Blue1Brown YouTube channel, video1, video2] 

ℒ 𝑦, ො𝑦 = 𝑦 − ො𝑦 2 

https://www.youtube.com/watch?v=Ilg3gGewQ5U
https://www.youtube.com/watch?v=tIeHLnjs5U8


Backpropagation: Intuition
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0.80.2
ℒ

𝑎1

𝑎2

𝑎3

𝑎4

𝑤1

𝑤2

𝑤3

𝑤4

We must increase the output value.
We can only change the weights.
What are ways to do this?
• Increase the weights that are connected to 

a neuron with a strong activation (e.g. 𝑤2).

[Based on excellent tutorials from the fantastic 3Blue1Brown YouTube channel, video1, video2] 

ො𝑦 = 𝜎 𝑧 =  𝜎(𝑎1𝑤1 + 𝑎2𝑤2 + 𝑎3𝑤3 + 𝑎4𝑤4)

ℒ 𝑦, ො𝑦 = 𝑦 − ො𝑦 2 

https://www.youtube.com/watch?v=Ilg3gGewQ5U
https://www.youtube.com/watch?v=tIeHLnjs5U8


Backpropagation: Intuition
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0.80.2
ℒ

𝑎1

𝑎2

𝑎3

𝑎4

𝑤1

𝑤2

𝑤3

𝑤4

We must increase the output value.
We can only change the weights.
What are ways to do this?
• Increase the weights that are connected to

a neuron with a strong activation (e.g. 𝑤2).
• Increase the activation that is connected to

a strong weight (e.g. 𝑎1) via recursion.

[Based on excellent tutorials from the fantastic 3Blue1Brown YouTube channel, video1, video2] 

ො𝑦 = 𝜎 𝑧 =  𝜎(𝑎1𝑤1 + 𝑎2𝑤2 + 𝑎3𝑤3 + 𝑎4𝑤4)

ℒ 𝑦, ො𝑦 = 𝑦 − ො𝑦 2 

https://www.youtube.com/watch?v=Ilg3gGewQ5U
https://www.youtube.com/watch?v=tIeHLnjs5U8


Backpropagation: Output Layer
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0.80.2
ℒ

𝑎1

𝑎2

𝑎3

𝑎4

𝑤1

𝑤2

𝑤3

𝑤4

[Based on excellent tutorials from the fantastic 3Blue1Brown YouTube channel, video1, video2] 

The gradient is telling us how to do this!
In fact, it’s telling us a pretty good way to do this!

ො𝑦 = 𝜎 𝑧 =  𝜎(𝑎1𝑤1 + 𝑎2𝑤2 + 𝑎3𝑤3 + 𝑎4𝑤4)

𝜕𝐿

𝜕𝑤1
=

𝜕𝐿

𝜕 ො𝑦

𝜕 ො𝑦

𝜕𝑧

𝜕𝑧

𝜕𝑤1
= 2 𝑦 − ො𝑦 ⋅ 𝜎′ 𝑧 ⋅ 𝑎1

This is proportional to the activation – exactly 
following our intuition!
I.e., the gradient is high if the activation is high! 

ℒ 𝑦, ො𝑦 = 𝑦 − ො𝑦 2 

https://www.youtube.com/watch?v=Ilg3gGewQ5U
https://www.youtube.com/watch?v=tIeHLnjs5U8


Backpropagation: Output Layer
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0.80.2
ℒ

𝑎1

𝑎2

𝑎3

𝑎4

𝑤1

𝑤2

𝑤3

𝑤4

[Based on excellent tutorials from the fantastic 3Blue1Brown YouTube channel, video1, video2] 

The gradient is telling us how to do this!
In fact, it’s telling us a pretty good way to do this!

ො𝑦 = 𝜎 𝑧 =  𝜎(𝑎1𝑤1 + 𝑎2𝑤2 + 𝑎3𝑤3 + 𝑎4𝑤4)

𝜕𝐿

𝜕𝑎1
=

𝜕𝐿

𝜕 ො𝑦

𝜕 ො𝑦

𝜕𝑧

𝜕𝑧

𝜕𝑎1
= 2 𝑦 − ො𝑦 ⋅ 𝜎′ 𝑧 ⋅ 𝑤1

This is proportional to the weight – again following 
our intuition.

ℒ 𝑦, ො𝑦 = 𝑦 − ො𝑦 2 

https://www.youtube.com/watch?v=Ilg3gGewQ5U
https://www.youtube.com/watch?v=tIeHLnjs5U8


Backpropagation: Output Layer
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0.80.2
ℒ

𝑎1

𝑎2

𝑎3

𝑎4

𝑤1

𝑤2

𝑤3

𝑤4

[Based on excellent tutorials from the fantastic 3Blue1Brown YouTube channel, video1, video2] 

ො𝑦 = 𝜎 𝑧 =  𝜎(𝑎1𝑤1 + 𝑎2𝑤2 + 𝑎3𝑤3 + 𝑎4𝑤4)

𝜕𝐿

𝜕𝑎1
=

𝜕𝐿

𝜕 ො𝑦

𝜕 ො𝑦

𝜕𝑧

𝜕𝑧

𝜕𝑎1
=

𝜕𝐿

𝜕 ො𝑦

𝜕 ො𝑦

𝜕𝑎1

𝜕𝐿

𝜕𝑤1
=

𝜕𝐿

𝜕 ො𝑦

𝜕 ො𝑦

𝜕𝑧

𝜕𝑧

𝜕𝑤1
=

𝜕𝐿

𝜕 ො𝑦

𝜕 ො𝑦

𝜕𝑤1

“Local”
“From 
above”

ℒ 𝑦, ො𝑦 = 𝑦 − ො𝑦 2 

https://www.youtube.com/watch?v=Ilg3gGewQ5U
https://www.youtube.com/watch?v=tIeHLnjs5U8


Backpropagation: Hidden Layer
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0.80.2
ℒ

𝑎1

𝑎2

𝑎3

𝑎4

𝑤1

𝑤2

𝑤3

𝑤4

[Based on excellent tutorials from the fantastic 3Blue1Brown YouTube channel, video1, video2] 

ො𝑦 = 𝜎 𝑧 =  𝜎(𝑎1𝑤1 + 𝑎2𝑤2 + 𝑎3𝑤3 + 𝑎4𝑤4)

𝑏2

𝑎1 = 𝜎 𝑞1 =  𝜎(𝑏1𝑣11 + 𝑏2𝑣12 + ⋯ + 𝑏6𝑣16)

𝑎2 = 𝜎 𝑞2 =  𝜎(𝑏1𝑣21 + 𝑏2𝑣22 + ⋯ + 𝑏6𝑣26)

𝜕ℒ

𝜕𝑏2
=

𝜕ℒ

𝜕 ො𝑦
෍

𝑖=1

4
𝜕 ො𝑦

𝜕𝑎𝑖

𝜕𝑎𝑖

𝜕𝑏2
= ෍

𝑖=1

4
𝜕ℒ

𝜕𝑎𝑖

𝜕𝑎𝑖

𝜕𝑏2

ℒ 𝑦, ො𝑦 = 𝑦 − ො𝑦 2 

𝑎3 = ⋯

𝜕ℒ

𝜕𝑏2
= ?

𝜕ℒ

𝜕𝑏2
=

𝜕ℒ( ො𝑦(𝑎1 𝑏2 , 𝑎2 𝑏2 , … )

𝜕𝑏2

Sum over the 
backpropagated 
values from 
each parent!

https://www.youtube.com/watch?v=Ilg3gGewQ5U
https://www.youtube.com/watch?v=tIeHLnjs5U8


Backpropagation: Layer 𝑙, Unit 𝑖

𝑧𝑖
[𝑙]

= 𝜎((𝐰𝑖
𝑙

)𝑇𝐳[𝑙−1])

• At layer 𝑙 the following happens:

• Compute sensitivity to weights 
𝜕ℒ

𝜕w𝑖𝑗
𝑙 =

𝜕ℒ

𝜕z
𝑖
[𝑙]

𝜕z𝑖
[𝑙]

𝜕w𝑖𝑗
𝑙

• Compute sensitivity to inputs
𝜕ℒ

𝜕z𝑖
𝑙−1 = σ𝑗=1

𝑀 𝜕ℒ

𝜕z
𝑗
[𝑙]

𝜕z𝑗
[𝑙]

𝜕z𝑖
𝑙−1
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We pass this down.

Things we compute 
in layer 𝑙.

What we receive 
from layer 𝑙 + 1.

Used to update this 
layer’s weights.



Backpropagation: Example With a Single Unit
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𝑓[1] = σ𝑤[1]𝑧[0]

𝑓[2] = 𝜎(𝑧[1])

2(𝑧[2]−𝑦)

𝜎 𝑧 1 ⋅ 1 − 𝜎 𝑧 1

𝐳[0] = 𝐱

2 𝑧[2] − 𝑦  

𝜕𝑧[3]

𝜕𝑧[2]
⋅ 1

𝜕𝑧 2

𝜕𝑧[1]
⋅

𝜕𝑧[3]

𝜕𝑧[2]
⋅ 1

𝜕z[𝟏]

𝜕𝐰[1]
⋅

𝜕z[2]

𝜕z[1]
⋅

𝜕𝑧[3]

𝜕𝑧[2]
⋅ 1

𝑧[1]

𝐳[2]

𝑓[3] = 𝑧 2 − 𝑦
2

2
 

𝑧[3] = ℒ(𝐰)

𝐳[0] = 𝐱

𝜕ℒ

𝜕z[3]
= 1

𝑓[3] = 𝑧 2 − 𝑦
2

2
= 𝑧 2 − 𝑦

2
 

𝜕ℒ

𝜕𝑧[2]
=

𝜕ℒ

𝜕𝑧[1]
=

𝜕ℒ

𝜕𝑤 1
=

𝜕𝑧[3]

𝜕𝑧[2]
=

𝜕𝑧[2]

𝜕𝑧[1]
=

𝜕𝑧[1]

𝜕𝐰[1]
=

=

= 𝐱 ⋅ 𝜎 𝑧[1] 1 − 𝜎 𝑧[1] ⋅



Backpropagation: Layer-Wise
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layer [𝑙 + 1]

layer [𝑙]

layer [𝑙 − 1]

𝐳[𝑙−1]

𝐳[𝑙] 𝛅[𝑙]

𝛅 𝑙−1

𝛅[𝑙−1]: Gradient that flows from layer 𝑙 to layer 𝑙 − 1
 = the sensitivity of the loss function w.r.t. all inputs to layer 𝑙 
(same as all outputs of layer 𝑙 − 1).

𝛿𝑖
[𝑙−1]

: Gradient w.r.t. 𝑖-th output unit of the [𝑙 − 1]-th layer
a) a single unit:

b) an entire layer:

𝑧𝑗
[𝑙]

= 𝜎(𝐰𝑗
𝑙 𝑇

𝐳[𝑙−1])
<1 × 𝑀> <𝑀 × 1><1>

𝜎( 𝑤1, … , 𝑤𝑀  )

𝑧1

𝑧𝑀

⋮

𝐳
[𝑙]

= 𝜎(𝑊[𝑙]𝐳[𝑙−1])
<N × 𝑀> <𝑀 × 1><𝑁 × 1>

… …

… …

𝐳
[𝑙−1]

∈ ℝ𝑀

𝐳
[𝑙]

∈ ℝ𝑁

layer 𝑙

𝑧𝑗
[𝑙]

𝑧𝑖
[𝑙−1]

𝑧𝑁
[𝑙]

𝑧1
[𝑙]

𝑧𝑀
[𝑙−1]

𝑧1
[𝑙−1]



Backpropagation: Layer-Wise
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layer [𝑙 + 1]

layer [𝑙]

layer [𝑙 − 1]

𝐳[𝑙−1]

𝐳[𝑙] 𝛅[𝑙]

𝛅 𝑙−1

෍

𝑗=1

𝑁
𝜕ℒ

𝜕𝑧
𝑗

[𝑙]

𝜕𝑧𝑗
[𝑙]

𝜕𝑧
𝑖

[𝑙−1]

𝛿𝑗
[𝑙]

∈ ℝ1𝑥𝑁 ∈ ℝ𝑁𝑥𝑀∈ ℝ1𝑥𝑀

a) Gradient for a single unit:

b) Gradient for an entire layer:

𝛿𝑖
[𝑙−1]

=
𝜕ℒ

𝜕𝑧
𝑖

[𝑙−1]
=

𝛅
[𝑙−1]

=
𝛿1

[𝑙−1]

⋮

𝛿𝑀
[𝑙−1]

=
𝜕ℒ

𝜕𝒛[𝑙]

𝜕𝐳[𝑙]

𝜕𝐳[𝑙−1]
= ෍

𝑗=1

𝑁

𝛿𝑗
[𝑙]

𝜕𝑧𝑗
[𝑙]

𝜕𝐳
[𝑙−1]

… …

… …

𝐳
[𝑙−1]

∈ ℝ𝑀

𝐳
[𝑙]

∈ ℝ𝑁

layer 𝑙

𝑧𝑗
[𝑙]

𝑧𝑖
[𝑙−1]

𝑧𝑁
[𝑙]

𝑧1
[𝑙]

𝑧𝑀
[𝑙−1]

𝑧1
[𝑙−1]

𝛿1
[𝑙] 𝛿𝑗

[𝑙]
𝛿𝑁

[𝑙]

𝛅
[𝑙−1]

𝛅[𝑙−1]: Gradient that flows from layer 𝑙 to layer 𝑙 − 1
 = the sensitivity of the loss function w.r.t. all inputs to layer 𝑙 
(same as all outputs of layer 𝑙 − 1).

𝛿𝑖
[𝑙−1]

: Gradient w.r.t. 𝑖-th output unit of the [𝑙 − 1]-th layer

𝜹
[𝑙]



Backpropagation: Parameter Update
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layer (𝑙)

𝐳[𝑙−1] 𝛅[𝑙−1]

𝑊[𝑙]

… … 𝑁𝑗

… … 𝑀𝑖 𝐳
[𝑙−1]

∈ ℝ𝑀

𝐳
[𝑙]

∈ ℝ𝑁

layer 𝑙

𝑊[𝑙] ∈ ℝ𝑁×𝑀, 𝐰𝑗 is the j-th row representing the weight vector

that creates the j-th unit, i.e. 𝑧𝑗
[𝑙]

= 𝜎(𝐰𝑗
𝑇𝐳[𝑙−1]) = 𝜎(σ𝑖=1

𝑀 𝑤𝑗𝑖𝑧𝑖
𝑙−1

)

Weight update for the 𝑗-th row

𝜕ℒ

𝜕𝐰𝑗
[𝑙]

=
𝜕ℒ

𝜕𝑧𝑗
[𝑙]

𝜕𝑧𝑗
[𝑙]

𝜕𝐰𝑗
[𝑙]

𝜕𝑧𝑗
[𝑙]

𝜕𝐰𝑗
[𝑙]

=
𝜕𝑧𝑗

𝑙

𝜕𝑤𝑗1
𝑙

, … ,
𝜕𝑧𝑗

𝑙

𝜕𝑤𝑗𝑀
𝑙

= 𝜎𝑗
′ 𝑧1

𝑙−1
, … , 𝑧𝑀

𝑙−1

⇒ 

⇒ 
𝜕ℒ

𝜕𝑤𝑗𝑖
[𝑙]

= 𝛿𝑗
[𝑙]

𝜎𝑗
′𝑧𝑖

[𝑙−1]

𝜕𝐿

𝜕𝑊 𝑙
=

𝛿1
𝑙

𝜎1
′𝑧1

[𝑙−1]
⋯ 𝛿1

𝑙
𝜎1

′𝑧𝑀
[𝑙−1]

⋮

𝛿𝑗
𝑙

𝜎𝑗
′𝑧1

[𝑙−1]
⋯ 𝛿𝑗

𝑙
𝜎𝑗

′𝑧𝑀
[𝑙−1]

⋮

𝛿𝑁
𝑙

𝜎𝑁
′ 𝑧1

[𝑙−1]
⋯ 𝛿𝑁

𝑙
𝜎𝑁

′ 𝑧𝑀
[𝑙−1]



Backpropagation: Parameter Update
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layer (𝑙)

𝐳[𝑙−1] 𝛅[𝑙−1]

𝑊[𝑙]

… … 𝑁𝑗

… … 𝑀𝑖 𝐳
[𝑙−1]

∈ ℝ𝑀

𝐳
[𝑙]

∈ ℝ𝑁

layer 𝑙

𝑊[𝑙] ∈ ℝ𝑁×𝑀, 𝐰𝑗 is the j-th row representing the weight vector

that creates the j-th unit, i.e. 𝑧𝑗
[𝑙]

= 𝜎(𝐰𝑗
𝑇𝐳[𝑙−1]) = 𝜎(σ𝑖=1

𝑀 𝑤𝑗𝑖𝑧𝑖
𝑙−1

)

Weight update revisited:

𝜕ℒ 

𝜕W
[𝑙]

=
𝜕ℒ

𝜕𝐳[𝑙]
⋅

𝜕𝐳[𝑙]

𝜕𝑊[𝑙]

<𝑁 × 1>

<𝑁 × 𝑀>

<𝑁 × 𝑁 × 𝑀><1 × 𝑁>

= ෍

𝑗=1

𝑁
𝜕ℒ

𝜕𝑧𝑗
[𝑙]

𝜕𝑧𝑗
[𝑙]

𝜕𝑊
[𝑙] = 𝛿1

𝑙
⋅

𝜎1
′𝑧1

𝑙−1
𝜎1

′𝑧2
𝑙−1

⋯

0 0 ⋯
0 0 ⋯

𝜎1
′𝑧𝑀

𝑙−1

0
0

+ 𝛿2
𝑙

⋅

0 0 ⋯

𝜎2
′𝑧1

𝑙−1
𝜎2

′𝑧2
𝑙−1

⋯

0 0 ⋯

0

𝜎2
′𝑧𝑀

𝑙−1

0

+ …

𝜕𝐿

𝜕𝑊 𝑙
=

𝛿1
𝑙

𝜎1
′𝑧1

[𝑙−1]
⋯ 𝛿1

𝑙
𝜎1

′𝑧𝑀
[𝑙−1]

⋮

𝛿𝑗
𝑙

𝜎𝑗
′𝑧1

[𝑙−1]
⋯ 𝛿𝑗

𝑙
𝜎𝑗

′𝑧𝑀
[𝑙−1]

⋮

𝛿𝑁
𝑙

𝜎𝑁
′ 𝑧1

[𝑙−1]
⋯ 𝛿𝑁

𝑙
𝜎𝑁

′ 𝑧𝑀
[𝑙−1]

same as on 
previous slide



What types of functions can be approximated by neural networks?
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Perceptron - Block Diagram
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𝐱

𝒘 𝑏

⋅ + 𝝈 𝑦𝐱 =[𝑥0, 𝑥1, 𝑥2, … , 𝑥𝑛]

𝐰 =[𝑤0, 𝑤1, 𝑤2, … , 𝑤𝑛] 

𝐰𝑇𝐱 + 𝑏𝑦 = 𝜎(𝐰𝑇𝐱 + 𝑏)



Perceptron - Block Diagram
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𝐱

𝐰 𝑏

⋅ + 𝝈 𝑦𝐱 =[𝑥0, 𝑥1, 𝑥2, … , 𝑥𝑛]

𝐰 =[𝑤0, 𝑤1, 𝑤2, … , 𝑤𝑛] 

𝐰𝑇𝐱 + 𝑏𝑦 = 𝜎(𝐰𝑇𝐱 + 𝑏)



Multi-Layer Perceptron - Block Diagram

We can combine several layers:

With 𝐱[0] = 𝐱,

∀𝑙 = 1, … , 𝐿,  𝐱[𝑙] = 𝜎 𝐰[𝑙]𝑇
𝐱[𝑙−1] + 𝑏[𝑙]

And 𝑓 𝐱; 𝐰, 𝑏 = 𝐱[𝐿]

27.02.2025 25

𝐱

𝐰 𝑏

⋅ + 𝝈

𝐰 𝑏

⋅ + 𝝈… 𝐲



Linear Activation Functions? 

Assuming that 𝜎 is a linear transform,
∀𝑥 ∈ ℝ𝑛, 𝜎 𝐱 = 𝛼𝐱 + 𝛽

with 𝛼, 𝛽 ∈ ℝ, we get:
∀𝑙 ∈ [1, 𝐿]  𝐱 𝑙 = 𝛼(𝑊 𝑙 𝐱 𝑙−1 + 𝐛 𝑙 ) + 𝛽,

which results in an affine mapping:
𝑓 𝐱 = 𝑉[𝐿]𝐱 + 𝐜[𝐿],

where  𝑉[0] = 𝐼, 𝐜[0] = 𝟎 and 

∀𝑙 ∈ [1, 𝐿] ൝
𝑉[𝑙] = 𝛼𝑊[𝑙]𝑉[𝑙−1]

𝐜[𝑙] = α(𝑊[𝑙]𝐜[𝑙−1] + 𝐛[𝑙]) + 𝛽

27.02.2025 27

Important message: The activation 
function should be non-linear, or the 
resulting MLP is just an affine 
mapping with extra steps!



What Happens With a Non-Linearity?
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Input Learned classifier



What Happens With a Non-Linearity?
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Hidden layer



So far: The non-linearity is critically important

Next: What type of functions can we approximate?
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Universal approximation theorem

Given that 𝜎 ∈ 𝐶∞ (ℝ) is non-linear (e.g., sigmoid), what type of 
functions can we learn? 

27.02.2025 44

∃ 𝑔 𝑥  𝑎𝑠 𝑁𝑁, 

It is an approximation

Given enough hidden units.
One layer is enough in theory. 
In practice deeper is better.

continuous function𝑓(𝑥)

Original proof: Multilayer feedforward networks are universal approximators

𝑔 𝑥 ≈ 𝑓 𝑥 , 𝑎𝑛𝑑 𝑔 𝑥 − 𝑓 𝑥 < 𝜖

http://www.sciencedirect.com/science/article/pii/0893608089900208


Universal approximation theorem

27.02.2025 45[see also: http://neuralnetworksanddeeplearning.com/chap4.html]

𝑔 𝑥 = 𝜎 𝑤𝑥 + 𝑏 =
exp(𝑤𝑥 + 𝑏)

exp(𝑤𝑥 + 𝑏) + 1
Where 𝜎 is the sigmoid function

𝑤 = 16, 𝑏 = −9

𝑥 𝑔(𝑥)

http://neuralnetworksanddeeplearning.com/chap4.html


Universal approximation theorem

27.02.2025 46[see also: http://neuralnetworksanddeeplearning.com/chap4.html]

𝑔 𝑥 = 𝜎 𝑤𝑥 + 𝑏 =
exp(𝑤𝑥 + 𝑏)

exp(𝑤𝑥 + 𝑏) + 1

𝑤 = 16, 𝑏 = −9

𝑤 = 40

𝑤 = 8

𝑤 = 16

http://neuralnetworksanddeeplearning.com/chap4.html


Universal approximation theorem

27.02.2025 47[see also: http://neuralnetworksanddeeplearning.com/chap4.html]

𝑔 𝑥 = 𝜎 𝑤𝑥 + 𝑏 =
exp(𝑤𝑥 + 𝑏)

exp(𝑤𝑥 + 𝑏) + 1
Where 𝜎 is the sigmoid function

𝑤 = 16, 𝑏 = −9

𝑏 = −12

𝑏 = −7
𝑏 = −9

http://neuralnetworksanddeeplearning.com/chap4.html


Universal approximation theorem

27.02.2025 48[see also: http://neuralnetworksanddeeplearning.com/chap4.html]

𝑤 = 100, 𝑏 = −40

Step function

𝑠 = −
𝑏

𝑤
= 0.4Leading edge:

𝑥 𝑔(𝑥)

http://neuralnetworksanddeeplearning.com/chap4.html


Universal approximation theorem

27.02.2025 49[see also: http://neuralnetworksanddeeplearning.com/chap4.html]

𝑥 𝑔(𝑥)

ℎ = 0.5

ℎ = 0.5

𝑠 = 0.4

𝑠 = 0.4

Output layer 
is always assumed 
linear 

http://neuralnetworksanddeeplearning.com/chap4.html


Universal approximation theorem

27.02.2025 50[see also: http://neuralnetworksanddeeplearning.com/chap4.html]

𝑥 𝑔(𝑥)

𝑠1 = 0.2

ℎ2 = 0.5

ℎ1 = 0.5

𝑠2 = 0.4

http://neuralnetworksanddeeplearning.com/chap4.html


Universal approximation theorem

27.02.2025 51[see also: http://neuralnetworksanddeeplearning.com/chap4.html]

“Bump function”

𝑥 𝑔(𝑥)

𝑠1 = 0.2

ℎ2 = −0.5

ℎ1 = 0.5

𝑠2 = 0.4

http://neuralnetworksanddeeplearning.com/chap4.html


Universal approximation theorem

27.02.2025 52[see also: http://neuralnetworksanddeeplearning.com/chap4.html]

𝑥

𝑠1

𝑠2

𝑔(𝑥)

𝑠3

𝑠4

ℎ1

−ℎ1

ℎ2

−ℎ2

http://neuralnetworksanddeeplearning.com/chap4.html


Universal approximation theorem

27.02.2025 53

𝑥 𝑦

• Tells us that feed forward networks can approximate 𝑓 𝑥
• It does not tell us anything about the chances of learning the correct 

parameters



MLPs are universal Boolean machines

MLPs are universal classification functions

MLPs are universal function approximators
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More Precisely …

Let 𝜎: ℝ → ℝ be a non-constant, bounded and continuous
(activation) function

𝐼𝑚 denotes the 𝑚-dimensional unit hypercube 0,1 𝑚 and the space
of real-valued functions on 𝐼𝑚 is denoted with 𝐶 𝐼𝑚 .

Then any function 𝑓 ∈ 𝐶 𝐼𝑚 can be approximated given any 𝜖 > 0, 
integer 𝑁, real constants 𝑣𝑖 , 𝑏𝑖 ∈ ℝ and real vectors 𝐰𝑖 ∈ ℝ𝑚 for
𝑖 = 1, … , 𝑁:

𝑓 𝑥 ≈ 𝑔 𝑥 = ෍

𝑖=1

𝑁

𝑣𝑖𝜎(𝐰𝑖
𝑇𝑥 + 𝑏𝑖)

27.02.2025 55And: 𝑔 𝑥 − 𝑓 𝑥 < 𝜖 , for all 𝑥 ∈ 𝐼𝑚

[Cybenko, G. "Approximations by superpositions 
of sigmoidal functions", Mathematics of Control, 
Signals, and Systems, 1989.]

https://pdfs.semanticscholar.org/05ce/b32839c26c8d2cb38d5529cf7720a68c3fab.pdf
https://pdfs.semanticscholar.org/05ce/b32839c26c8d2cb38d5529cf7720a68c3fab.pdf


However …  

Networks with a single-hidden layer, need to have infinite width.

In practice, deeper networks work better.

Lots of ongoing work to provide theory on what network properties 
lead to which approximation capabilities. 

E.g., [Lu et al. “The Expressive Power of Neural Networks: A View from the Width”. NeurIPS 2017]

27.02.2025 56

http://papers.nips.cc/paper/7203-the-expressive-power-of-neural-networks-a-view-from-the-width


Interesting Empirical Observations 
of Neural Network Performances

27.02.2025 57



Deep Neural Networks

Have way higher parameter count than number of data points.

Still, they generalize well – Why?

Theory suggests that it’s due to regularization.

But …

27.02.2025 58



Randomization Test

27.02.2025 59[based on Zhang et al., Understanding deep learning requires rethinking generalization, ICLR 2017]

𝑓𝜃

Input Model

House

Output

𝑓𝜃 Boat

𝑓𝜃 House



Randomization Test

27.02.2025 60[based on Zhang et al., Understanding deep learning requires rethinking generalization, ICLR 2017]

𝑓𝜃

Input Model

Boat

Output

𝑓𝜃 House

𝑓𝜃 Truck

Surely, training on this data fails – right?



Randomization Test

27.02.2025 61[based on Zhang et al., Understanding deep learning requires rethinking generalization, ICLR 2017]

𝑓𝜃

Input Model

Boat

Output

𝑓𝜃 House

𝑓𝜃 Truck

No, it doesn’t!



Randomization Test

27.02.2025 62[based on Zhang et al., Understanding deep learning requires rethinking generalization, ICLR 2017]

𝑓𝜃

Input Model

Boat

Output

𝑓𝜃 House

𝑓𝜃 Truck

But surely, training on THIS data fails?!



Randomization Test

27.02.2025 63[based on Zhang et al., Understanding deep learning requires rethinking generalization, ICLR 2017]

𝑓𝜃

Input Model

Boat

Output

𝑓𝜃 House

𝑓𝜃 Truck

No, it doesn’t!



Randomization Test

27.02.2025 64[based on Zhang et al., Understanding deep learning requires rethinking generalization, ICLR 2017]

• Easy to have zero training error even with random labelling and random inputs.

• Convergence slowdown is not huge.

• Generalization error goes up (expected), but only as a function of the data – the model’s 
architecture seems to have no influence.



What does this mean?

• NNs don’t really learn how humans learn.

• NNs easily overfit to random labels.

• Further experiments about regularizers:
• They don’t seem to be as important for NNs.

• Mostly they are a means to tune the test performance.

• No regularization doesn’t necessarily mean bad generalization!

• Certain properties of NN are poorly understood - more 
investigation is needed

27.02.2025 65[based on Zhang et al., Understanding deep learning requires rethinking generalization, ICLR 2017]



Classical Statistical Learning Theory

Bias-variance trade-off 
exists, so …

larger models are worse

27.02.2025 66Image: By Bigbossfarin - Own work, CC0, https://commons.wikimedia.org/w/index.php?curid=105307219



Modern Deep Neural Networks

Over-parameterized models tell a different story

larger models are better

What?

27.02.2025 67



The Phenomena of Double Descent

27.02.2025 68

Interpolation threshold:

Where the model starts to be 
perfect on training data.

Outside critical regime:

Bigger models always improve 
test performance

Within critical regime:

Bigger models may or may not 
improve test performance.

[Nakkiran et al., Deep Double Descent: Where Bigger Models and More Data Hurt, ICLR 2020]



The Phenomena of Double Descent – Epoch-Wise

27.02.2025 69

We observe the same phenomenon over the course of training a large model.

Meaning: in a medium size model you would stop early - in a large model this would 
be a mistake.

This often assumes approx. 15% label noise, but not always!

[Nakkiran et al., Deep Double Descent: Where Bigger Models and More Data Hurt, ICLR 2020]



Grokking

27.02.2025 70

Model trained to perform arithmetic.

Almost perfect generalization happens 
way after the interpolation threshold!

Basically, progress happened because 
somebody forgot to turn off their 
computer.

[Power et al., Grokking: Generalization Beyond Overfitting on Small Algorithmic Datasets, arXiv 2022]



How Do We Formalize Double Descent?

Via the Effective Model Complexity (EMC), proposed by Nakkiran et al.

Given training procedure 𝒯, data samples 𝑆 = { 𝑥1, 𝑦1 , … , (𝑥𝑛, 𝑦𝑛)}, and 
outputs 𝒯(𝑆), the EMC is the maximum number of samples 𝑛 on which 𝒯 
achieves on average zero training error.

More formally, with 𝜖 > 0, 𝐷 our data distribution, and Error𝑆(𝑀) the mean 
error of model 𝑀 on our training samples 𝑆: 

27.02.2025 71[Nakkiran et al., Deep Double Descent: Where Bigger Models and More Data Hurt, ICLR 2020]

EMC𝐷,𝜖 𝒯 ≔ max{𝑛 ∣ 𝔼𝑆~𝐷 Error𝑆 𝒯 𝑆 ≤ 𝜖}



Hypotheses - Given 𝒏 Samples for Training

If EMC𝐷,𝜖 𝒯 ≪ 𝑛: we are in the under-parameterized regime – 
increasing 𝒯’s complexity will decrease test error.

If EMC𝐷,𝜖 𝒯 ≫ 𝑛: we are in the over-parameterized regime – 
increasing 𝒯’s complexity will decrease test error.

If EMC𝐷,𝜖 𝒯 ≈ 𝑛: we are in the critical regime – increasing 𝒯’s 
complexity will decrease or increase test error.

27.02.2025 72[Nakkiran et al., Deep Double Descent: Where Bigger Models and More Data Hurt, ICLR 2020]



Sample-Wise Non-Monotonicity

Test error peaks when 
EMC𝐷,𝜖 𝒯 ≈ 𝑛.

Increasing number of data 
samples shifts this peak to 
the right.

So, more data hurts!

27.02.2025 73[Nakkiran et al., Deep Double Descent: Where Bigger Models and More Data Hurt, ICLR 2020]



What Is Going On?

We don’t really know.

Additional Reading Material (optional):
• Zhang et al., Understanding deep learning requires rethinking generalization, ICLR 2017

• Nakkiran et al., Deep Double Descent: Where Bigger Models and More Data Hurt, ICLR 2020

• Power et al., Grokking: Generalization Beyond Overfitting on Small Algorithmic Datasets, arXiv 2022
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https://arxiv.org/abs/1611.03530
https://arxiv.org/pdf/1912.02292
https://arxiv.org/abs/2201.02177


Next week

Convolutional Neural Networks
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