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Exam Date Fixed

The exam will take place on

Monday June 2nd, 10:00 – 13:00 h

Rooms will be in HG – details announced toward end of semester.
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Previously 

• Convolutional NNs

• Fully-Convolutional NNs 
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Agenda

1. RNNs are Dynamical Systems

2. Overview and Motivation

3. Backprop Through Time

4. LSTM and Friends
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A Note on Notations

• For clarity we use the following notation to refer to a vector at 
time step t: 𝐡𝑡 

• In some images you will see  𝐡<𝑡> or 𝐡(𝑡) or variants thereof as 
we borrow them from other resources.

• We try to be consistent with our notation, but it‘s good to get
accustomed to other types of notations to help you understand
external material.
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A Note on Gradient Layouts 

Numerator Layout

Denominator Layout
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𝜕𝑧

𝜕𝐱
= [

𝜕𝑧

𝜕𝑥1
⋯

𝜕𝑧

𝜕𝑥𝑛
]

𝜕𝑧

𝜕𝐱
=

𝜕𝑧

𝜕𝑥1
⋯

𝜕𝑧

𝜕𝑥𝑛

⊤

𝜕𝑊𝐱

𝜕𝐱
= 𝑊

𝜕𝑊𝐱

𝜕𝐱
= 𝑊⊤

𝜕𝐲

𝜕𝐱
∈ ℝ𝑚×𝑛

𝑧 ∈ ℝ, 𝐲 ∈ ℝ𝑚 , 𝐱 ∈ ℝ𝑛

𝜕𝐲

𝜕𝐱
∈ ℝ𝑛×𝑚

𝜕𝑔(𝐲 𝐱 )

𝜕𝐱
=

𝜕𝑔(𝐲)

𝜕𝐲

𝜕𝐲

𝜕𝐱

𝜕𝑔(𝐲 𝐱 )

𝜕𝐱
=

𝜕𝐲

𝜕𝐱

𝜕𝑔(𝐲)

𝜕𝐲

ℝ𝑚×𝑚 ℝ𝑚×𝑛

ℝ𝑚×𝑚ℝ𝑛×𝑚



Today’s Agenda

1. RNNs are Dynamical Systems

2. Overview and Motivation

3. Backprop Through Time

4. LSTM and Friends
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Dynamical System

State at time t depends on function of 𝐬𝑡−1.

For 𝜋 = {1, 2, 3} (finite horizon), the unrolled recurrence is

8

𝐬𝑡 = 𝑓(𝐬𝑡−1; 𝛉) 

𝐬3 = 𝑓 𝐬2; 𝛉 = 𝑓(𝑓 𝐬1; 𝛉 ; 𝛉) 

13.03.2025 [Image Source: Deep Learning Book, Goodfellow et al.]



Non-linear Dynamical Systems Exhibit Chaotic Behavior

YouTube

Population dynamics (logistic map)

𝑥𝑡+1 = 𝑟𝑥𝑡 1 − 𝑥𝑡

𝑟 is the reproduction rate,
𝑥𝑡 ∈ [0, 1] the current population

Chaos Theory: Sensitive dependence on initial conditions.

“When the present determines the future, but the approximate present does 
not approximately determine the future.” (E. Lorenz)

Connection to the Mandelbrot set: YouTube
13.03.2025 9[Image Source: https://geoffboeing.com/2015/03/chaos-theory-logistic-map/]

https://youtu.be/ovJcsL7vyrk?si=P1jmikZ49KJodZb3


Dynamical System with Inputs

State at time t additionally depends on inputs

Let‘s rename state 𝐬 to hidden state 𝐡:
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𝐬𝑡 = 𝑓(𝐬𝑡−1, 𝐱𝑡; 𝛉) 

𝐡𝑡 = 𝑓(𝐡𝑡−1, 𝐱𝑡; 𝛉) 

[Image Source: Deep Learning Book, Goodfellow et al.]



Dynamical System with Inputs

Temporal dynamics can be represented in two ways:

• Option 1: 𝐡𝑡 = 𝑔𝑡(𝐱𝑡−1, … , 𝐱1)
• Leads to functions with different input size at each time step.

• Option 2: 𝐡𝑡 = 𝑓(𝐡𝑡−1, 𝐱𝑡; 𝛉)
• Same transition function 𝑓 for all time steps.

• Same parameters 𝛉 for all time steps.

• Allows to learn one model for all time steps.
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Sequences: Graphical Model 
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Temporal dynamics can be represented in two ways:

• Option 1: 𝐡𝑡 = 𝑔𝑡(𝐱𝑡−1, … , 𝐱1)

• Option 2: 𝐡𝑡 = 𝑓(𝐡𝑡−1, 𝐱𝑡; 𝛉)

[Image Source: Deep Learning Book, Goodfellow et al.]



Today’s Agenda

1. RNNs are Dynamical Systems

2. Overview and Motivation

3. Backprop Through Time

4. LSTM and Friends

13.03.2025 13



(Vanilla) Recurrent Neural Network
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x

RNN

ො𝑦

The state consists of a single “hidden” vector h

𝐡𝑡 = 𝑓(𝐡𝑡−1, 𝐱𝑡 , 𝑊)

𝐡𝑡 = tanh(𝑊ℎℎ𝐡𝑡−1 + 𝑊𝑥ℎ𝐱𝑡)

ො𝑦𝑡 = 𝑊ℎ𝑦𝐡𝑡

[Slides adopted from: Li, Karpathy, Image Source: https://towardsdatascience.com/activation-functions-neural-networks-1cbd9f8d91d6]13.03.2025



(Vanilla) Recurrent Neural Network
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x

RNN

ො𝑦

The state consists of a single “hidden” vector h

𝐡𝑡 = 𝑓(𝐡𝑡−1, 𝐱𝑡 , 𝑊)

𝐡𝑡 = tanh(𝑊ℎℎ𝐡𝑡−1 + 𝑊𝑥ℎ𝐱𝑡)

ො𝑦𝑡 = 𝑊ℎ𝑦𝐡𝑡

[Slides adopted from: Li, Karpathy, Image Source: https://towardsdatascience.com/activation-functions-neural-networks-1cbd9f8d91d6]13.03.2025

How to choose the cell?



RNNs – A More Complete Example
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𝑊ℎ𝑜
𝑊ℎℎ

𝑊𝑥ℎ 𝑊𝑥ℎ 𝑊𝑥ℎ 𝑊𝑥ℎ

𝑊ℎℎ 𝑊ℎℎ 𝑊ℎℎ

𝑊ℎ𝑜 𝑊ℎ𝑜 𝑊ℎ𝑜

[Image Source: Deep Learning Book, Goodfellow et al.]



The Unreasonable Effectiveness of RNNs
http://karpathy.github.io/2015/05/21/rnn-effectiveness/ 

(https://gist.github.com/karpathy
/d4dee566867f8291f086)

min-char-rnn.py gist: 112 lines of Python

x

RNN

y
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http://karpathy.github.io/2015/05/21/rnn-effectiveness/
https://gist.github.com/karpathy/d4dee566867f8291f086
https://gist.github.com/karpathy/d4dee566867f8291f086
https://gist.github.com/karpathy/d4dee566867f8291f086
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train more

train more

train more

at first:

[Slides adopted from: Li, Karpathy]13.03.2025
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Recurrent Networks offer a lot of flexibility
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Vanilla Neural Networks

13.03.2025 [Slides adopted from: Li, Karpathy]



Recurrent Networks offer a lot of flexibility
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e.g. Image Captioning
image -> sequence of words

13.03.2025 [Slides adopted from: Li, Karpathy]



Recurrent Networks offer a lot of flexibility
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e.g. Sentiment Classification
sequence of words -> sentiment

13.03.2025 [Slides adopted from: Li, Karpathy]



Recurrent Networks offer a lot of flexibility
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e.g. Machine Translation
seq of words -> seq of words

13.03.2025 [Slides adopted from: Li, Karpathy]



Recurrent Networks offer a lot of flexibility
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e.g. Video classification on frame level

13.03.2025 [Slides adopted from: Li, Karpathy]



Sequence-To-Sequence Models
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Encoder Decoder

Encoded 
State

Check this out

Schau dir das mal an



Sequence-To-Sequence Models

13.03.2025 27

Encoder

Encoded 
State

Check this out

Schau dir das mal an

Schau dir das malNULL

Decoder



Sequence-To-Sequence Models
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Encoder

Encoded 
State

Decoder

…

…

[Martinez et al., On Human Motion Prediction Using Recurrent Neural Networks, CVPR 2017]



Conv Conv FC LSTM FC

S
o
ftm

a
x

Conv Conv FC LSTM FC

S
o
ftm

a
x

Conv Conv FC LSTM FC

S
o
ftm

a
x

𝑡0

𝑡1

𝑡𝑘

Example: Interacting with Soli

13.03.2025 29[Wang and Song, Interacting with Soli: Exploring fine-grained dynamic gesture recognition in the radio-frequency spectrum, UIST 2016]





Human Pose Estimation

13.03.2025 31[Kocabas et al. VIBE: Video Inference for Human Body Pose and Shape Estimation, CVPR 2020]



Today’s Agenda

1. RNNs are Dynamical Systems

2. Overview and Motivation

3. Backprop Through Time

4. LSTM and Friends
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Backprop Through Time (BPTT)
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𝐡𝑡 = 𝑓(𝐡𝑡−1, 𝐱𝑡; 𝑊)

ො𝑦𝑡 = 𝑊ℎ𝑦𝐡𝑡

𝜕𝐿

𝜕𝑊
= ෍

𝑡=1

𝑆
𝜕𝐿𝑡

𝜕𝑊
𝐡𝑡−1 𝐡𝑡 𝐡𝑡+1

𝐿𝑡−1 𝐿𝑡 𝐿𝑡+1

… …

𝐱𝑡−1 𝐱𝑡 𝐱𝑡+1

𝐿𝑡 = ො𝑦𝑡 − 𝑦𝑡
2

Intuition: treat unrolled recurrent model as multi-layer network 
(with unbounded number of layers) and perform backprop



Exploding and Vanishing Gradients - Intuition

𝐡𝑡 = 𝑊𝐡𝑡−1 ⇒ 𝐡𝑡 = 𝑊𝑡𝐡1

if 𝑊 is diagonalizable

𝑊 = 𝑄 ⋅ diag 𝛌 ⋅ 𝑄⊤ = 𝑄Λ𝑄⊤,  𝑄𝑄⊤ = 𝐼

then

𝐡𝑡 = 𝑄Λ𝑄⊤ 𝑡𝐡1 = QΛ𝑡𝑄⊤ 𝐡1

13.03.2025 34

• Related to power method. 𝐡𝑡 ends up being the dominant eigenvector of 𝑊.
• I.e., any component of 𝐡1that does not align with the dominant eigenvector is irrelevant.
• It turns out that gradients in the BPTT are also scaled with Λ𝑡.  



Backprop Through Time (BPTT)

𝐡𝑡 = 𝑓(𝐡𝑡−1, 𝐱𝑡; 𝑊)  = tanh(𝑊ℎℎ𝐡𝑡−1 + 𝑊𝑥ℎ𝐱𝑡 + 𝐛 )

ො𝑦𝑡 = 𝑊ℎ𝑦𝐡𝑡

Bengio et al, “Learning long-term dependencies with 
gradient descent is difficult”, IEEE Transactions on 

Neural Networks, 1994

Pascanu et al, “On the difficulty of training recurrent 

neural networks”, ICML 2013

𝐿𝑡 = ො𝑦𝑡 − 𝑦𝑡
2

Widely used parameterization:
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Backprop Through Time (BPTT)

ො𝑦𝑡 = 𝑊ℎ𝑦𝐡𝑡

Bengio et al, “Learning long-term dependencies with 
gradient descent is difficult”, IEEE Transactions on 

Neural Networks, 1994

Pascanu et al, “On the difficulty of training recurrent 

neural networks”, ICML 2013

𝐿𝑡 = ො𝑦𝑡 − 𝑦𝑡
2

Equivalent parameterization used for convenience:

𝐡𝑡 = 𝑊ℎℎ𝑓 𝐡𝑡−1 + 𝑊𝑥ℎ𝐱𝑡 + 𝐛

ℎ𝑡−1 ℎ𝑡 ℎ𝑡+1

𝐿𝑡−1 𝐿𝑡+1

… …

𝐱𝑡−1 𝐱𝑡 𝐱𝑡+1

𝐿𝑡

𝜕𝐿

𝜕W
= ෍

𝑡=1

𝑆
𝜕𝐿𝑡

𝜕𝑊

𝜕𝐿𝑡

𝜕𝑊
= ?

13.03.2025 36



Backprop Through Time (BPTT)

ො𝑦𝑡 = 𝑊ℎ𝑦𝐡𝑡

Bengio et al, “Learning long-term dependencies with 
gradient descent is difficult”, IEEE Transactions on 

Neural Networks, 1994

Pascanu et al, “On the difficulty of training recurrent 

neural networks”, ICML 2013

𝐿𝑡 = ො𝑦𝑡 − 𝑦𝑡
2

𝐡𝑡 = 𝑊ℎℎ𝑓 𝐡𝑡−1 + 𝑊𝑥ℎ𝐱𝑡 + 𝐛

𝜕𝐿𝑡

𝜕W
=

𝜕𝐿𝑡

𝜕 ො𝑦𝑡

𝜕 ො𝑦𝑡

𝜕𝐡𝑡

𝜕𝐡𝑡

𝜕𝑊

𝜕𝐡𝑡

𝜕𝑊
= ? Q: 𝐡𝑡  depends on 𝑊 directly, but it also depends on 𝐡𝑡−1 which again

depends on 𝑊… How do we deal with this?

A: We just apply to chain rule to quantify the immediate effect of 𝑊 and

the effect through the recurrence.
13.03.2025 37

ℎ𝑡−1 ℎ𝑡 ℎ𝑡+1

𝐿𝑡−1 𝐿𝑡+1

… …

𝐱𝑡−1 𝐱𝑡 𝐱𝑡+1

𝐿𝑡



Backprop Through Time (BPTT)

ො𝑦𝑡 = 𝑊ℎ𝑦𝐡𝑡

Bengio et al, “Learning long-term dependencies with 
gradient descent is difficult”, IEEE Transactions on 

Neural Networks, 1994

Pascanu et al, “On the difficulty of training recurrent 

neural networks”, ICML 2013

𝐿𝑡 = ො𝑦𝑡 − 𝑦𝑡
2

𝐡𝑡 = 𝑊ℎℎ𝑓 𝐡𝑡−1 + 𝑊𝑥ℎ𝐱𝑡 + 𝐛

𝜕𝐡𝑡

𝜕𝑊
=

𝜕

𝜕𝑊
𝐡𝑡 𝑊, 𝐡𝑡−1 𝑊 =

𝜕

𝜕𝑊
𝐡𝑡 𝜌(𝑊), 𝐡𝑡−1 𝑊

13.03.2025 38

𝜕𝐡𝑡

𝜕𝑊
=

𝜕𝐡𝑡

𝜕𝜌

𝜕𝜌

𝜕𝑊
+

𝜕𝐡𝑡

𝜕𝐡𝑡−1

𝜕𝐡𝑡−1

𝜕𝑊
=

𝜕+𝐡𝑡

𝜕𝑊
+

𝜕𝐡𝑡

𝜕𝐡𝑡−1

𝜕𝐡𝑡−1

𝜕𝑊

𝜕+ is called the immediate derivative because it looks 
at the immediate effect that 𝑊 has on the hidden 
state, disregarding the effect caused by the recursion. 

c Effect due to 𝐡𝑡−1 depending on 𝑊

𝑑𝑓(𝑥 𝑡 , 𝑦 𝑡 )

𝑑𝑡
=

𝜕𝑓

𝜕𝑥

𝑑𝑥

𝑑𝑡
+

𝜕𝑓

𝜕𝑦

𝑑𝑦

𝑑𝑡

𝜌 is the identity function 
(syntactic sugar).

This is the identity, 
it vanishes.𝜌 𝑊 = 𝑊, so we take 

the derivative w.r.t. 𝑊 and 
keep everything else 
constant!



Backprop Through Time (BPTT)

ො𝑦𝑡 = 𝑊ℎ𝑦𝐡𝑡

Bengio et al, “Learning long-term dependencies with 
gradient descent is difficult”, IEEE Transactions on 

Neural Networks, 1994

Pascanu et al, “On the difficulty of training recurrent 

neural networks”, ICML 2013

𝐿𝑡 = ො𝑦𝑡 − 𝑦𝑡
2

𝐡𝑡 = 𝑊ℎℎ𝑓 𝐡𝑡−1 + 𝑊𝑥ℎ𝐱𝑡 + 𝐛

𝜕𝐡𝑡

𝜕𝑊
=

𝜕

𝜕𝑊
𝐡𝑡 𝑊, 𝐡𝑡−1 𝐡𝑡−2 … 𝐡1 𝑊
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𝜕𝐡𝑡

𝜕𝑊
=

𝜕+𝐡𝑡

𝜕𝑊
+

𝜕𝐡𝑡

𝜕𝐡𝑡−1

𝜕+𝐡𝑡−1

𝜕𝑊
+

𝜕𝐡𝑡−1

𝜕𝐡𝑡−2

𝜕𝐡𝑡−2

𝜕𝑊

𝜕𝐡𝑡

𝜕𝑊
=

𝜕+𝐡𝑡

𝜕𝑊
+

𝜕𝐡𝑡

𝜕𝐡𝑡−1

𝜕+𝐡𝑡−1

𝜕𝑊
+

𝜕𝐡𝑡−1

𝜕𝐡𝑡−2

𝜕+𝐡𝑡−2

𝜕𝑊
+

𝜕𝐡𝑡−2

𝜕𝐡𝑡−3

𝜕𝐡𝑡−3

𝜕𝑊

For simplicity let’s just look at 3 
time steps until 𝑡 − 3.

c
𝜕𝐡𝑡−1

𝜕𝑊

𝜕𝐡𝑡−2

𝜕𝑊
c



Backprop Through Time (BPTT)

ො𝑦𝑡 = 𝑊ℎ𝑦𝐡𝑡

Bengio et al, “Learning long-term dependencies with 
gradient descent is difficult”, IEEE Transactions on 

Neural Networks, 1994

Pascanu et al, “On the difficulty of training recurrent 

neural networks”, ICML 2013

𝐿𝑡 = ො𝑦𝑡 − 𝑦𝑡
2

𝐡𝑡 = 𝑊ℎℎ𝑓 𝐡𝑡−1 + 𝑊𝑥ℎ𝐱𝑡 + 𝐛

𝜕𝐡𝑡

𝜕𝑊
=

𝜕

𝜕𝑊
𝐡𝑡 𝜎(𝑊), 𝐡𝑡−1 𝑊 , 𝐡𝑡−2 𝑊 , … , 𝐡1 𝑊
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𝜕𝐡𝑡

𝜕𝑊
=

𝜕+𝐡𝑡

𝜕𝑊
+

𝜕𝐡𝑡

𝜕𝐡𝑡−1

𝜕+𝐡𝑡−1

𝜕𝑊
+

𝜕𝐡𝑡−1

𝜕𝐡𝑡−2

𝜕+𝐡𝑡−2

𝜕𝑊
+

𝜕𝐡𝑡−1

𝜕𝐡𝑡−2

𝜕𝐡𝑡−2

𝜕𝐡𝑡−3

𝜕𝐡𝑡−3

𝜕𝑊

𝜕𝐡𝑡

𝜕𝑊
=

𝜕+𝐡𝑡

𝜕𝑊
+

𝜕𝐡𝑡

𝜕𝐡𝑡−1

𝜕+𝐡𝑡−1

𝜕𝑊
+

𝜕𝐡𝑡

𝜕𝐡𝑡−1

𝜕𝐡𝑡−1

𝜕𝐡𝑡−2

𝜕+𝐡𝑡−2

𝜕𝑊
+

𝜕𝐡𝑡

𝜕𝐡𝑡−1

𝜕𝐡𝑡−1

𝜕𝐡𝑡−2

𝜕𝐡𝑡−2

𝜕𝐡𝑡−3

𝜕𝐡𝑡−3

𝜕𝑊

𝜕𝐡𝑡

𝜕𝑊
=

𝜕+𝐡𝑡

𝜕𝑊
+

𝜕𝐡𝑡

𝜕𝐡𝑡−1

𝜕+𝐡𝑡−1

𝜕𝑊
+

𝜕𝐡𝑡

𝜕𝐡𝑡−2

𝜕+𝐡𝑡−2

𝜕𝑊
+

𝜕𝐡𝑡

𝜕𝐡𝑡−3

𝜕𝐡𝑡−3

𝜕𝑊
= ⋯ = ෍

𝑘=1

𝑡
𝜕𝐡𝑡

𝜕𝐡𝑘

𝜕+𝐡𝑘

𝜕𝑊

c cc

c c c



Backprop Through Time (BPTT)

ො𝑦𝑡 = 𝑊ℎ𝑦𝐡𝑡

Bengio et al, “Learning long-term dependencies with 
gradient descent is difficult”, IEEE Transactions on 

Neural Networks, 1994

Pascanu et al, “On the difficulty of training recurrent 

neural networks”, ICML 2013

𝐿𝑡 = ො𝑦𝑡 − 𝑦𝑡
2

𝐡𝑡 = 𝑊ℎℎ𝑓 𝐡𝑡−1 + 𝑊𝑥ℎ𝐱𝑡 + 𝐛

𝜕𝐡𝑡

𝜕𝑊
=

𝜕

𝜕𝑊
𝐡𝑡 𝜎(𝑊), 𝐡𝑡−1 𝑊 , 𝐡𝑡−2 𝑊 , … , 𝐡1 𝑊
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𝜕𝐡𝑡

𝜕𝑊
=

𝜕+𝐡𝑡

𝜕𝑊
+

𝜕𝐡𝑡

𝜕𝐡𝑡−1

𝜕+𝐡𝑡−1

𝜕𝑊
+

𝜕𝐡𝑡

𝜕𝐡𝑡−2

𝜕+𝐡𝑡−2

𝜕𝑊
+

𝜕𝐡𝑡

𝜕𝐡𝑡−3

𝜕𝐡𝑡−3

𝜕𝑊
= ⋯ = ෍

𝑘=1

𝑡
𝜕𝐡𝑡

𝜕𝐡𝑘

𝜕+𝐡𝑘

𝜕𝑊

𝜕𝐿𝑡

𝜕W
=

𝜕𝐿𝑡

𝜕 ො𝑦𝑡

𝜕 ො𝑦𝑡

𝜕𝐡𝑡

𝜕𝐡𝑡

𝜕𝑊
=

𝜕𝐿𝑡

𝜕 ො𝑦𝑡

𝜕 ො𝑦𝑡

𝜕𝐡𝑡
෍

𝑘=1

𝑡
𝜕𝐡𝑡

𝜕𝐡𝑘

𝜕+𝐡𝑘

𝑊
= ෍

𝑘=1

𝑡
𝜕𝐿𝑡

𝜕 ො𝑦𝑡

𝜕 ො𝑦𝑡

𝜕𝐡𝑡

𝜕𝐡𝑡

𝜕𝐡𝑘

𝜕+𝐡𝑘

𝑊
Gradient for 
loss at time t



Backprop Through Time (BPTT)

ො𝑦𝑡 = 𝑊ℎ𝑦𝐡𝑡

Bengio et al, “Learning long-term dependencies with 
gradient descent is difficult”, IEEE Transactions on 

Neural Networks, 1994

Pascanu et al, “On the difficulty of training recurrent 

neural networks”, ICML 2013

𝐿𝑡 = ො𝑦𝑡 − 𝑦𝑡
2

𝐡𝑡 = 𝑊ℎℎ𝑓 𝐡𝑡−1 + 𝑊𝑥ℎ𝐱𝑡 + 𝐛

𝜕𝐡𝑡

𝜕𝑊
= ෍

𝑘=1

𝑡
𝜕𝐡𝑡

𝜕𝐡𝑘

𝜕+𝐡𝑘

𝑊

ℎ𝑡−1 ℎ𝑡 ℎ𝑡+1

𝐿𝑡−1 𝐿𝑡+1

𝜕𝐿𝑡+1

𝜕𝐡𝑡+1

𝜕𝐿𝑡

𝜕𝐡𝑡

𝜕𝐿𝑡−1

𝜕𝐡𝑡−1

… …

𝐱𝑡−1 𝐱𝑡 𝐱𝑡+1

𝜕𝐡𝑡+2

𝜕𝐡𝑡+1

𝜕𝐡𝑡+1

𝜕𝐡𝑡

𝜕𝐡𝑡

𝜕𝐡𝑡−1

𝜕𝐡𝑡−1

𝜕𝐡𝑡−2

𝐿𝑡

𝜕𝐿𝑡

𝜕W
=

𝜕𝐿𝑡

𝜕 ො𝑦𝑡

𝜕 ො𝑦𝑡

𝜕𝐡𝑡

𝜕𝐡𝑡

𝜕𝑊
=

𝜕𝐿𝑡

𝜕 ො𝑦𝑡

𝜕 ො𝑦𝑡

𝜕𝐡𝑡
෍

𝑘=1

𝑡
𝜕𝐡𝑡

𝜕𝐡𝑘

𝜕+𝐡𝑘

𝑊
= ෍

𝑘=1

𝑡
𝜕𝐿𝑡

𝜕 ො𝑦𝑡

𝜕 ො𝑦𝑡

𝜕𝐡𝑡

𝜕𝐡𝑡

𝜕𝐡𝑘

𝜕+𝐡𝑘

𝑊
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𝜕𝐡𝑡

𝜕𝑊
= ෍

𝑘=1

𝑡

ෑ

𝑖=1

𝑡−𝑘
𝜕𝐡𝑡+1−𝑖

𝜕𝐡𝑡−𝑖

𝜕+𝐡𝑘

𝜕𝑊



Vanishing / Exploding Gradient (BPTT)
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𝜕𝐡𝑡

𝜕𝐡𝑘
= ෑ

𝑖=1

𝑡−𝑘
𝜕𝐡𝑡+1−𝑖

𝜕𝐡𝑡−𝑖
= ෑ

𝑖=1

𝑡−𝑘

𝑊ℎℎdiag[𝑓′(𝐡𝑡+1−𝑖)]

𝜕𝐿𝑡

𝜕W
= ෍

𝑘=1

𝑡
𝜕𝐿𝑡

𝜕 ො𝑦𝑡

𝜕 ො𝑦𝑡

𝜕𝐡𝑡

𝜕𝐡𝑡

𝜕𝐡𝑘

𝜕+𝐡𝑘

𝜕𝑊

Bengio et al, “Learning long-term dependencies with 
gradient descent is difficult”, IEEE Transactions on 

Neural Networks, 1994

Pascanu et al, “On the difficulty of training recurrent 

neural networks”, ICML 2013

That’s a lot of multiplications if 
𝑘 ≪ 𝑡! This leads to the scaling 

issue with diag 𝛌
𝑡−𝑘

.



Proof

Let 𝜆1 be the largest singular value of 𝑊ℎℎ ; 

and 𝑓(𝐡𝑖−1) is bounded, 

such that diag(𝑓′ 𝐡𝑖−1 ) < 𝛾, where 𝛾 ∈ ℝ.

Case 1: It is sufficient for 𝜆1 <
1

𝛾
for gradients to vanish

44

∀𝑖 ,
𝜕𝐡𝑖

𝜕𝐡𝑖−1
≤ 𝑊ℎℎ

⊤ diag 𝑓′ 𝐡𝑖−1 <

ෑ

𝑖=1

𝑡−𝑘
𝜕𝐡𝑡+1−𝑖

𝜕𝐡𝑡−𝑖
≤ 𝜂𝑡−𝑘

Let 𝜂 ∈ ℝ be such that ∀𝑖 ,
𝜕𝐡𝑖

𝜕𝐡𝑖−1
≤ 𝜂 < 1.

By induction over 𝑖:

[here ⋅  is the spectral norm]𝛾
1

𝛾
< 1

𝜕𝐡𝑡

𝜕𝐡𝑘
= ෑ

𝑖=1

𝑡−𝑘
𝜕𝐡𝑡+1−𝑖

𝜕𝐡𝑡−𝑖
= ෑ

𝑖=1

𝑡−𝑘

𝑊ℎℎdiag[𝑓′(𝐡𝑡+1−𝑖)]



Proof (continued)

𝜆1 is largest singular value of 𝑊ℎℎ; diag(𝑓′ 𝐡𝑡+1−𝑖 ) < 𝛾, where 𝛾 ∈ ℝ.

Case 2: inverted case 1

Therefore:

If 𝜆1 <
1

𝛾
then long-term components will vanish as 𝑡 → ∞ (sufficient condition)

If 𝜆1 >
1

𝛾
then long-term components will explode as 𝑡 → ∞ (necessary condition)
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𝜕𝐡𝑡

𝜕𝐡𝑘
= ෑ

𝑖=1

𝑡−𝑘
𝜕𝐡𝑡+1−𝑖

𝜕𝐡𝑡−𝑖
= ෑ

𝑖=1

𝑡−𝑘

𝑊ℎℎdiag[𝑓′(𝐡𝑡+1−𝑖)]



Why Do We Care?
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𝜕𝐿𝑡

𝜕W
= ෍

𝑘=1

𝑡
𝜕𝐿𝑡

𝜕 ො𝑦𝑡

𝜕 ො𝑦𝑡

𝜕𝐡𝑡

𝜕𝐡𝑡

𝜕𝐡𝑘

𝜕+𝐡𝑘

𝜕𝑊

⇒
𝜕𝐿𝑡

𝜕𝐡𝑡

𝜕𝐡𝑡

𝜕𝐡𝑘
≤ 𝜂𝑡−𝑘

𝜕𝐿𝑡

𝜕𝐡𝑡

0

• The error signals are scaled by 𝜂𝑡−𝑘, which approaches 0 if 𝑡 ≫ 𝑘.
• Thus, long-term contributions vanish.
• Vanilla RNNs are too sensitive to recent distractions. [Hochreiter et al. 1997]



Truncated BPTT

Simple solution: Just don’t multiply that often, i.e., truncate the 
gradients after 𝜅 steps.
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𝜕𝐿𝑡

𝜕W
≈ ෍

𝑘=𝑡−𝜅

𝑡
𝜕𝐿𝑡

𝜕 ො𝑦𝑡

𝜕 ො𝑦𝑡

𝜕𝐡𝑡

𝜕𝐡𝑡

𝜕𝐡𝑘

𝜕+𝐡𝑘

𝜕𝑊



Gradient Clipping for Exploding Gradients

[Pascanu et al.  2013]
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[Goodfellow et al. 2016]



Today’s Agenda

1. RNNs are Dynamical Systems

2. Overview and Motivation

3. Backprop Through Time

4. LSTM and Friends
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Intuition

• We want to have constant error flow.

• So, let’s create connections through time that will avoid 
exploding/vanishing gradients.

• Leaky Unit to access past information more directly.
 𝐡𝑡 = 𝛼𝐡𝑡−1 + 1 − 𝛼  𝐡′𝑡
 𝐡𝑡

′ = tanh(𝑊ℎℎ𝐡𝑡−1 + 𝑊ℎ𝑥𝐱𝑡)

• The LSTM cell takes this idea further:
• It keeps a separate memory cell (state).

• Access to which is carefully protected through gates.

• In contrast to leaky units, it can forget.

• All of this is learned.13.03.2025 50



LSTM [Hochreiter et al. 1997]

Input Gate: Which values to update (write)

Forget Gate: What to forget (reset)

Output Gate: Which values to output (read)

Gate: Candidate values to write to state 𝐜
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LSTM [Hochreiter et al. 1997]

𝐜

Forget Gate

𝐡𝑡−1 𝐱𝑡

𝐟𝑡 ∈ 0, 1 𝑛

13.03.2025 52

Input Gate: Which values to update (write)

Forget Gate: What to forget (reset)

Output Gate: Which values to output (read)

Gate: Candidate values to write to state



LSTM [Hochreiter et al. 1997]

Input Gate

𝐡𝑡−1 𝐱𝑡

𝐢𝑡 ∈ 0, 1 𝑛

𝐜
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Forget Gate

𝐡𝑡−1 𝐱𝑡

𝐟𝑡 ∈ 0, 1 𝑛

Input Gate: Which values to update (write)

Forget Gate: What to forget (reset)

Output Gate: Which values to output (read)

Gate: Candidate values to write to state



LSTM [Hochreiter et al. 1997]

𝐜

Input Gate

Forget Gate

𝐡𝑡−1 𝐱𝑡

𝐡𝑡−1 𝐱𝑡

𝐡𝑡−1

𝐱𝑡

𝐢𝑡 ∈ 0, 1 𝑛

𝐟𝑡 ∈ 0, 1 𝑛
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Input Gate: Which values to update (write)

Forget Gate: What to forget (reset)

Output Gate: Which values to output (read)

Gate: Candidate values to write to state



LSTM [Hochreiter et al. 1997]

x 𝐜

Input Gate

Forget Gate

𝐡𝑡−1 𝐱𝑡

𝐡𝑡−1 𝐱𝑡

𝐡𝑡−1

𝐱𝑡

𝐢𝑡 ⊙ 𝐠𝑡

𝐢𝑡 ∈ 0, 1 𝑛

𝐟𝑡 ∈ 0, 1 𝑛
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Input Gate: Which values to update (write)

Forget Gate: What to forget (reset)

Output Gate: Which values to output (read)

Gate: Candidate values to write to state



LSTM [Hochreiter et al. 1997]

x

x

+ 𝐜

Input Gate

Forget Gate

𝐡𝑡−1 𝐱𝑡

𝐡𝑡−1 𝐱𝑡

𝐡𝑡−1

𝐱𝑡

𝐢𝑡 ⊙ 𝐠𝑡

𝐢𝑡 ∈ 0, 1 𝑛

𝐟𝑡 ∈ 0, 1 𝑛

𝐜𝑡−1

𝐟𝑡 ⊙ 𝐜𝑡−1
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Input Gate: Which values to update (write)

Forget Gate: What to forget (reset)

Output Gate: Which values to output (read)

Gate: Candidate values to write to state



LSTM [Hochreiter et al. 1997]

𝐜

Input Gate

Forget Gate

Output Gate

𝐡𝑡−1 𝐱𝑡 𝐡𝑡−1 𝐱𝑡

𝐡𝑡−1 𝐱𝑡

𝐢𝑡 ∈ 0, 1 𝑛

𝐟𝑡 ∈ 0, 1 𝑛

𝐨𝑡 ∈ 0, 1 𝑛

13.03.2025 57

x +
𝐡𝑡−1

𝐱𝑡

𝐢𝑡 ⊙ 𝐠𝑡
𝐜𝑡−1

x
𝐟𝑡 ⊙ 𝐜𝑡−1

Input Gate: Which values to update (write)

Forget Gate: What to forget (reset)

Output Gate: Which values to output (read)

Gate: Candidate values to write to state



LSTM [Hochreiter et al. 1997]

x x

x

+ 𝐜

Input Gate

Forget Gate

Output Gate

𝐡𝑡

𝐡𝑡−1 𝐱𝑡 𝐡𝑡−1 𝐱𝑡

𝐡𝑡−1 𝐱𝑡

𝐡𝑡−1

𝐱𝑡

𝐢𝑡 ⊙ 𝐠𝑡

𝐢𝑡 ∈ 0, 1 𝑛

𝐟𝑡 ∈ 0, 1 𝑛

𝐨𝑡 ∈ 0, 1 𝑛

𝐨𝑡 ⊙ tanh 𝐜𝑡𝐜𝑡−1

𝐟𝑡 ⊙ 𝐜𝑡−1
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Input Gate: Which values to update (write)

Forget Gate: What to forget (reset)

Output Gate: Which values to output (read)

Gate: Candidate values to write to state
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time
d

ep
th

RNN:

LSTM:

[Slides adopted from: Li, Karpathy]

𝐡 ∈ ℝ𝑛 𝑊[𝑙] [𝑛 × 2n]

𝑊[𝑙] [4𝑛 × 2n]

𝐱𝑡

Layer: 𝑙



LSTM: Another Block Diagram
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x

h

vector from 
before (h)

W

i

f

o

g

vector from 
below (x)

sigmoid

sigmoid

tanh

sigmoid

4m x 2n 4m 4m

[Slides adopted from: Li, Karpathy]
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LSTM: Another Block Diagram
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cell
state c

f

x

[Slides adopted from: Li, Karpathy]
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LSTM: Another Block Diagram
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cell
state c

f

x

i g

x

+

[Slides adopted from: Li, Karpathy]
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LSTM: Another Block Diagram
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cell
state c

f

x +

tanh

o x

h

c

i g

x

[Slides adopted from: Li, Karpathy]
13.03.2025



LSTM: Another Block Diagram
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cell
state c

f

x +

tanh

o x

h

c

i g

x

higher layer, or 
prediction

[Slides adopted from: Li, Karpathy]
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cell
state c

f

x

i g

x

+

tanh

o

x
f

x

i g

x

+

tanh

o

x

one timestep one timestep

h hh
x x

[Slides adopted from: Li, Karpathy]
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f f fRNN

state

f

+

f

+

f

+LSTM
(ignoring 
forget gates)

[Slides adopted from: Li, Karpathy]



LSTM And Friends

67

[LSTM: A Search Space Odyssey, 
Greff et al., 2015]

[An Empirical Exploration of 
Recurrent Network Architectures, 
Jozefowicz et al., 2015]

GRU [Learning phrase representations 
using rnn encoder-decoder for statistical 
machine translation, Cho et al. 2014]

[deeplearningbook.org]
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Summary

1. We often encounter sequential data of variable length in ML 
tasks.

2. RNNs are dynamical systems.

3. Backprop through time is treating unrolled RNN as a multi-layer 
network.

4. Vanilla RNNs suffer from exploding or vanishing gradients.

5. LSTM and friends or gradient clipping are coping mechanisms to 
stabilize training of RNNs. 

13.03.2025 68



Outlook

Week 5: VAEs (Marcel Bühler)

Week 6: Autoregressive Models (Marcel Bühler)

Week 7: GANs (Hsuan-I Ho)

Week 8: Normalizing Flow, Invertible NNs (Marcel Bühler)

Week 9: Diffusion Models, Foundation Models (Manuel Kaufmann)

Week 10: Easter Break

Week 11: Open Day in our Volumetric Capture Lab Facility (30.04.)
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