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Last Weeks

Convolutional Neural Networks (CNN) 

Fully Convolutional Neural Networks (FCNN)

Recurrent Neural Network (RNN)
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colah.github.io/posts/2015-08-Understanding-LSTMs/



Next Weeks 

Discriminative Models        →    Generative Models

Step I: Variational Autoencoders (VAEs)
Step II: Autoregressive Models
Step III: Generative Neural Networks (GANs)
Step IV: Normalizing Flows and Invertible Neural Networks
Step V: Diffusion Models
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Supervised Learning

Data: (𝒙, 𝒚)

𝒙 is data, 𝒚 is label

Goal: Learn a function 𝒇 that maps 𝒙 → 𝒚

Examples: Classification, regression, object 
detection, segmentation

Supervised vs Unsupervised learning
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Classification

Cat



Supervised vs Unsupervised learning

Supervised Learning

Data: (𝒙, 𝒚)

𝒙 is data, 𝒚 is label

Goal: Learn a function 𝒇 that maps 𝒙 → 𝒚

Examples: Classification, regression, object 
detection, segmentation
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Object Detection



Supervised vs Unsupervised learning

Supervised Learning

Data: (𝒙, 𝒚)

𝒙 is data, 𝒚 is label

Goal: Learn a function 𝒇 that maps 𝒙 → 𝒚

Examples: Classification, regression, object 
detection, segmentation
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Segmentation



Supervised Learning

Data: (𝒙, 𝒚)

𝒙 is data, 𝒚 is label

Goal: Learn a function 𝒇 that maps 𝒙 → 𝒚

Examples: Classification, regression, object 
detection, segmentation

Supervised vs Unsupervised learning

Issues:

o Overfitting 

o Weak Generalization

o Data Hungry

o Distribution Shifts
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Supervised vs Unsupervised learning

Unsupervised Learning

Data: 𝒙
𝒙 are data points, no labels!

Goal: Learn underlying hidden 
structure of the data

Examples: clustering, feature learning,
dimensionality reduction, density 
estimation, etc. 
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This image is CC0 public domain 

K-Means Clustering



Supervised vs Unsupervised learning

Unsupervised Learning

Data: 𝒙
𝒙 are data points, no labels!

Goal: Learn underlying hidden 
structure of the data

Examples: clustering, feature learning,
dimensionality reduction, density 
estimation, etc. 
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Principal Component Analysis (PCA)
e.g., for dimensionality reduction

2D → 1D



Supervised vs Unsupervised learning

Unsupervised Learning

Data: 𝒙
𝒙 are data points, no labels!

Goal: Learn underlying hidden 
structure of the data

Examples: clustering, feature learning,
dimensionality reduction, density 
estimation, etc. 
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images (left and right) CC0 public domain

Density Estimation
e.g., fit multi-model Gaussian

https://commons.wikimedia.org/wiki/File:Bivariate_example.png
https://www.flickr.com/photos/omegatron/8533520357
https://creativecommons.org/publicdomain/zero/1.0/deed.en


Supervised vs Unsupervised learning

Unsupervised Learning

Data: 𝒙
𝒙 are data points, no labels!

Goal: Learn underlying hidden 
structure of the data

Examples: clustering, feature learning,
dimensionality reduction, density 
estimation, etc. 
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Issues:

o Low explainability

o Difficult to evaluate



Supervised vs Unsupervised learning

Unsupervised Learning

Data: 𝒙

𝒙 are data points, no labels!

Goal: Learn underlying hidden 

structure of the data

Examples: clustering, feature 
learning, dimensionality 
reduction, density estimation, etc. 
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Supervised Learning

Data: (𝒙, 𝒚)

𝒙 is data, 𝒚 is label

Goal: Function 𝒇 with learnable 
parameters θ such that:

𝒚 = 𝒇(𝒙; θ)

Examples: classification, regression, 
object detection, segmentation



Generative Modelling

Given training data 𝒙, generate new samples,

drawn from the “same” distribution 𝑝𝑑𝑎𝑡𝑎

 𝑝𝑚𝑜𝑑𝑒𝑙(𝑥)

Goal:   Learn  𝑝𝑚𝑜𝑑𝑒𝑙(𝑥) that is similar to 𝑝𝑑𝑎𝑡𝑎 𝑥

   then generate new samples from 𝑝𝑚𝑜𝑑𝑒𝑙 𝑥
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Training samples ~ 𝑝𝑑𝑎𝑡𝑎(𝑥) Generated samples ~ 𝑝𝑚𝑜𝑑𝑒𝑙(𝑥)

learning sampling

Explicitly define 𝑝𝑚𝑜𝑑𝑒𝑙  and sample from it Implicitly sample 𝑝𝑚𝑜𝑑𝑒𝑙  without defining it



Generative Modelling - Motivation

AIApplications

Scientific discovery
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Planning
“Curiosity”

Model-based RL

Drug discovery
Astronomy

High-energy physics
[SiTH. Ho et al. CVPR ‘24]

[Celeste. Regier et al. MLR ‘15]

[Gómez-Bombarelli, et al. ACS ’16]

[Ha et al. NeurIPS ‘18]

[Dream-In-4D. Zheng et al. 
CVPR ’24]

"Prompt: A corgi vlogging itself
in tropical Maui.horse”

https://openai.com/sora

[gDNA. Chen et al. CVPR ‘22]

Super-resolution
Compression
Text-to-speech
3D human generation



GAN-based Image Synthesis



Diffusion-based Image Synthesis



Taxonomy of Generative Models
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• Autoregressive Models

• PixelRNN/CNN
• WaveNet/TCN
• LLM

• Normalizing Flows

M
ar

ko
v 

C
h

ai
n

Va
ri

at
io

n
al • Variational Autoencoders (VAE)

• Diffusion Models*

• Boltzmann Machine

[adapted from Ian Goodfellow]

• Generative Adversarial Networks 

𝑝(𝑥(1)|𝜃)

𝑝(𝑥(2)|𝜃)

𝑝(𝑥(3)|𝜃)

𝑝(𝑥(4)|𝜃)



Auto-encoders
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Latent Space

Find “meaningful degrees of freedom”, efficient data representation

→ describe high-dimensional image with low-dimensional code.
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Random sample 

Image Source: Tom White NIPS’16



Latent Space

Desirable:

Well structured latent space.

- Continuity

- Interpolation

3/18/2025 21Image Source: Tom White NIPS’16

“smile vector”



Autoencoders
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Original space X

Latent space Z

An autoencoder consists of an encoder and a decoder.



Autoencoders

3/18/2025 23

Original space X

Latent space Z

f

An autoencoder consists of an encoder and a decoder.

The encoder f projects the original input space X into a latent space Z.



Autoencoders
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Original space X

Latent space Z

f

An autoencoder consists of an encoder and a decoder.

The encoder f projects the original input space X into a latent space Z.

The decoder g maps samples from Z back to input space X.

g



Autoencoders

3/18/2025 25

Original space X

Latent space Z

f

An autoencoder consists of an encoder and a decoder.

The encoder f projects the original input space X into a latent space Z.

The decoder g maps samples from Z back to input space X.

g

[g ∘ f] approximates the identity function on the data.



Linear Autoencoder

Principal Component Analysis finds linear embedding / code / latent-space. 
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Autoencoders
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X Z

f g

Given two parametrized mappings f ∙ ; θ𝑓  and g ∙ ; θ𝑔  training consists of minimizing

෠θ𝑓, ෠θ𝑔 = argmin
𝜃𝑓,𝜃𝑔

෍
𝑛

𝑁

xn − ොxn
2

෠θ𝑓, ෠θ𝑔 = argmin
𝜃𝑓,𝜃𝑔

෍
𝑛

𝑁

xn − 𝑔(𝑓(xn)) 2

෡𝐗



Autoencoders
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X Z ෡𝐗

f g

A simple example of such an auto-encoder would be with both f and g linear,
in which case the optimal solution is given by PCA.
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d = 1024 d = 1024

Autoencoders    –    CNN vs PCA
embedding dimension d



Autoencoders

Feedforward NN trained to reconstruct its inputs
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X

f

g

Z

෡𝐗

Encoder:
𝑧 = 𝑓(𝑎 𝑥) = 𝜎(𝑏 + 𝑊𝑥)

Decoder:
ො𝑥 = 𝑔( ො𝑎 𝑥 ) = 𝜎(𝑐 + 𝑊∗𝑧)

𝑊∗ = 𝑊𝑇

(tied weights)



Autoencoders – Dimensionality of hidden layer

Undercomplete hidden representation
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X

f

g

Z

෡𝐗

• Hidden layer is called undercomplete if dim(z) < dim(x):

• Hidden layer “compresses” the input

• Will compress well for training samples

• Hidden units will:

• Provide good features for training samples

• But bad for out-of-distribution samples



Autoencoders – Dimensionality of hidden layer

Overcomplete hidden representation
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X

f

g

Z

෡𝐗

• Hidden layer is called overcomplete if dim(z) > dim(x):

• No compression

• Each unit could “copy” different input components

• Hidden units may not extract meaningful structure

Q: How could this still be useful?



Denoising Autoencoders
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X

f

g

Z

෡𝐗

• Idea: learned representation should be robust to noise:

• Randomly set parts of input to 0, with prob 𝑣

• Gaussian additive noise

• Reconstruction ො𝑥 computed from corrupted input ෤𝑥

• Loss compares ො𝑥 with original input 𝑥

Noise process 𝑝( ෤𝑥|𝑥)
Noisy 

Input



Inpainting Autoencoders

3/18/2025 35

X

f

g

Z

෡𝐗

Noise process 𝑝( ෤𝑥|𝑥)

Original              + Occlusion         Reconstruction



Example:
3D Human Motion Modelling

[Partha Ghosh et al. 3DV 2017]



Problem

Time

Groundtruth

Prediction



Qualitative comparison – Two baselines
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Learning human motion models for long-term predictions
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Baseline: “noisy” prediction

Proposed approach: “denoise” prediction



The auto-encoder’s role
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Qualitative comparison
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Goal: Generate New Samples
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Given training data 𝒙, generate new samples,
drawn from the “same” distribution 𝑝𝑑𝑎𝑡𝑎

Goal:   Learn  𝑝𝑚𝑜𝑑𝑒𝑙(𝑥) that is similar to 𝑝𝑑𝑎𝑡𝑎 𝑥
   then generate new samples from 𝑝𝑑𝑎𝑡𝑎 𝑥

Training samples ~ 𝑝𝑑𝑎𝑡𝑎(𝑥) Generated samples ~ 𝑝𝑚𝑜𝑑𝑒𝑙(𝑥)

learning sampling



Autoencoders
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Autoencoders
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The decoder is not able to generate 
good quality samples.



Autoencoder Limitations
Visualizing 2D MNIST Embedding

3/18/2025 45

Im
ag

e
 s

o
u

rc
e

:
h

tt
p

s:
//

to
w

ar
d

sd
at

as
ci

en
ce

.c
o

m
/i

n
tu

it
iv

el
y-

un
de

rs
ta

nd
in

g
-v

ar
ia

ti
o

n
al

-a
ut

oe
n

co
de

rs
-1

bf
e6

7e
b5

d
af

https://towardsdatascience.com/intuitively-understanding-variational-autoencoders-1bfe67eb5daf


Autoencoder Limitations
Visualizing 2D MNIST Embedding
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Not “well-structured”
(no continuity, no interpolation)

→ Good for reconstruction, but 
not for generating new samples!

https://towardsdatascience.com/intuitively-understanding-variational-autoencoders-1bfe67eb5daf


Variational Autoencoders
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[Kingma and Welling, “Auto-Encoding Variational Bayes”, ICLR 2014]

Autoencoder



Variational Autoencoders
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By introducing a simple density model (Gaussian) over the latent space Z the decoder, 
g can be used to generate new data (e.g., images): 

𝑓 𝑥 ~𝑁 Ƹ𝜇, ො𝜎𝐼 ,

where ො𝜇 and ො𝜎 are mean and standard deviation estimated on training data.  

[Kingma and Welling, “Auto-Encoding Variational Bayes”, ICLR 2014]

Autoencoder

Variational Autoencoder

Normal distribution over the 
latent space.



Recap

Supervised vs. unsupervised learning vs. generative modeling

Why generative models

Taxonomy of generative models

Auto-encoders
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Quiz Time!

www.eduapp-app1.ethz.ch
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Taxonomy of Generative Models
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• Autoregressive Models

• PixelRNN/CNN
• WaveNet/TCN
• LLM

• Normalizing Flows
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• Diffusion Models*

• Boltzmann Machine

[adapted from Ian Goodfellow]

• Generative Adversarial Networks 



Tomorrow

Deep Generative Modelling continued:

Variational Autoencoders (VAEs)
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