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Last week

Intro to generative modelling 

Autoencoders

Variational autoencoders
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Recap: Regular vs. Variational Autoencoders
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Regular autoencoders predict 
an individual point in the latent 
space. 

Variational autoencoders 
predict a latent distribution and 
sample from it during training.



Recap: Regular vs. Variational Autoencoders
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AE (z-dim 50, TSNE) VAE (z-dim 50, TSNE)

Well separated clusters.
Good for reconstruction,

not so much for interpolation.

Gaussian latent space. Good for 
generating new samples, but style and 
digit are entangled within one cluster.



Recap: From ELBO to the Loss Function
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log 𝑝𝜃(𝒙 𝑖 ) ≥ 𝔼
𝒛∼𝑞𝜙 𝒛 𝒙 𝑖 log 𝑝𝜃 𝒙 𝑖 𝒛 − 𝐷𝐾𝐿(𝑞𝜙 𝒛 𝒙 𝑖 ||𝑝𝜃 𝒛 ),

The goal is to maximize the Evidence Lower Bound (ELBO)

by minimizing the loss, defined as the negation of the ELBO

ℒ𝑉𝐴𝐸 𝒙 𝑖 , 𝜃, 𝜙 =  −𝔼
𝒛∼𝑞𝜙 𝒛 𝒙 𝑖 log 𝑝𝜃 𝒙 𝑖 𝒛 + 𝐷𝐾𝐿(𝑞𝜙 𝒛 𝒙 𝑖 ||𝑝𝜃 𝒛 )

Reconstruction quality Regularization term,
closed-form solution for Gaussians.

ELBO

𝜃∗, 𝜙∗ = argmin𝜃,𝜙 Σ𝑖=1
𝑁 ℒ𝑉𝐴𝐸 𝒙 𝑖 , 𝜃, 𝜙 .

over N training samples



This Week: Autoregressive Modeling

From VAEs…

…to autoregressive models
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𝑝 𝒙 = ෑ

1

𝑛

𝑝 𝑥𝑖|𝑥1, … , 𝑥𝑖−1 = ෑ

1

𝑛

𝑝(𝑥𝑖|𝐱<𝑖)

𝑝(𝒙) = න
𝑧

𝑝 𝒙 𝒛 𝑝 𝒛 𝑑𝑧



Taxonomy of Generative Models
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• FVSBN / NADE / MADE
• PixelRNN/CNN
• WaveNet
• Autoregressive Transformers
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• Diffusion Models* 

• Boltzmann Machine

[adapted from Ian Goodfellow]

THIS WEEK
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Autoregressive Property

Autoregressive means using data from the same input variable at 
previous time steps.
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𝑥(1) 𝑥(2) 𝑥(4)𝑥(3) 𝑥(5) 𝑥(… )

In general:

𝑝 𝒙 = ෑ

1

𝑛

𝑝(𝑥𝑖|𝐱<𝑖)

For probabilistic generative 
models:



Autoregressive property

For example, we can predict the value for the current time step 
(t) given the observations at the last two time steps (t-1 and t-2):

𝑥𝑡 = 𝑏0 + 𝑏1𝑥𝑡−1 + 𝑏2𝑥𝑡−2
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Sequence Models Can Be Generative Models

A generative model models the distribution 𝑃(𝑋) in the unsupervised setting (density 
estimation).

A sequence model deals with sequential data:

• mapping sequences to tokens (e.g., language models)

• mapping seq. to seq. (e.g., machine translation models)

Sequence models can be generative:

• Given seed 𝑥1, 𝑥2, … , 𝑥𝑘 predict 𝑥𝑘+1. 

• Then use 𝑥2, 𝑥3, … , 𝑥𝑘+1 to predict 𝑥𝑘+2 

• Repeat
Assigned high probability 
to bad sample by mistake.

Correspondingly, good 
sample gets less mass.
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𝑋: observation 



Learning the distribution of natural data

A toy example:

• Predict the probability of a pixel being white or black

• Suppose 𝑋1 … 𝑋𝑛 are binary random variables (Bernoulli distr.)

s.t. Val 𝑋𝑖 = 0,1 = {Black,White}

• How many possible states?
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2𝑛



Learning the distribution of natural data

A toy example:

• Predict the probability of a pixel being white or black

• Suppose 𝑋1 … 𝑋𝑛 are binary random variables (Bernoulli distr.)

s.t. Val 𝑋𝑖 = 0,1 = {Black,White}

• How many possible states? 2𝑛

• Nr. parameters to specify the joint distribution 𝑝 𝑥1, … , 𝑥𝑛  over n 
binary pixels?  
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Attempt 1: Autoregressive models – tabular approach

Via the chain rule of probabilities we can factorize the joint 
distribution over the 𝑛 dimensions (i.e., pixels):

𝑝 𝐱 = ෑ

1

𝑛

𝑝 𝑥𝑖|𝑥1, … , 𝑥𝑖−1 = ෑ

1

𝑛

𝑝(𝑥𝑖|𝐱<𝑖)
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How many parameters are required?



Attempt 1: Autoregressive models – tabular approach

Via the chain rule of probabilities we can factorize the joint 
distribution over the 𝑛 dimensions (i.e., pixels):

𝑝 𝐱 = ෑ

1

𝑛

𝑝 𝑥𝑖|𝑥1, … , 𝑥𝑖−1 = ෑ

1

𝑛

𝑝(𝑥𝑖|𝐱<𝑖)
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To specify 𝑝 𝑥𝑖 𝐱<𝑖) we need to know all possible states of
𝑥1, 𝑥2, … , 𝑥𝑖−1, i.e., 2𝑖−1many configurations. Because probabilites
sum up to one we thus need 2𝑖−1 − 1 many parameters for the 𝑖-th
pixel alone.



Aside: What if we assume independence? 

• If we assume 𝑋1 … 𝑋𝑛 to be independent:
𝑝 𝑥1, … , 𝑥𝑛 = 𝑝 𝑥1 𝑝 𝑥2 … 𝑝 𝑥𝑛

• How many possible states? A: 2𝑛

• Nr. parameters to specify the joint distribution 𝑝 𝑥1, … , 𝑥𝑛 ?
• Nr. parameters for marginal 𝑝(𝑥1): 1

• 2𝑛 states can be described by just n parameters (if |Val(𝑋𝑖)| = 2)

• But independence assumption likely too strong 
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Attempt 2: Autoregressive generative models

Specify conditionals with fixed number of parameters:

Assume 𝑝(𝑥𝑖|𝐱<𝑖) to correspond to Bernoulli random variable and 
learn to map previous inputs to its single input parameter:

𝑝𝛉𝑖
(𝑥𝑖|𝐱<𝑖) = Bern(𝑓𝑖 𝑥1, . . 𝑥𝑖−1 )

𝑓𝑖 : 0, 1 𝑖−1 → 0, 1     governed by 𝛉𝑖

Total number of parameters: σ𝑖=1
𝑛 |𝛉𝑖|
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Fully Visible Sigmoid Belief Networks

ො𝑥𝑖 = 𝑝 𝑥𝑖 = 1 𝐱<𝑖

Modelled via logistic regression:

𝑓𝑖 𝑥1, 𝑥2, … , 𝑥𝑖−1 =
 𝜎 𝛼0

𝑖 + 𝛼1
𝑖 𝑥1 + ⋯ + 𝛼𝑖−1

𝑖 𝑥𝑖−1

𝛉𝑖 =  {𝛼0
𝑖 , 𝛼1

𝑖 , … , 𝛼𝑖−1
𝑖 }

Nr. of parameters = σ𝑖=1
𝑛 |𝛉𝑖| = σ𝑖=1

𝑛 𝑖 =
𝑛2+𝑛

2

𝑝𝛉𝑖
(𝑥𝑖|𝐱<𝑖) = Bern(𝑓𝑖 𝑥1, . . 𝑥𝑖−1 )
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Expressive enough?



Neural Autoregressive Density Estimator (NADE)

autoencoder-like neural network to learn 
binary predictions 𝑝(𝑥𝑖 = 1|𝐱<𝑖):

𝐡𝑖 = 𝜎 𝐛 + 𝑊. ,<𝑖 𝐱<𝑖

ො𝑥𝑖 = 𝜎 𝑐𝑖 + 𝐕𝑖,.𝐡𝑖

each conditional is modeled by the same 
neural network 

We can leverage the fact that:
𝐛 + 𝑊. ,<𝑖+1 𝐱<𝑖+1 − 𝐛 + 𝑊. ,<𝑖 𝐱<𝑖 = 𝑊. ,𝑖+1 𝐱𝑖+1

[Larochelle, Murray. AISTATS 2011]

𝑾

𝑽

18𝑥1 𝑥2 𝑥3 𝑥4

First 𝑖 − 1 columns

𝑖 -th row 

ො𝑥1 ො𝑥2 ො𝑥3 ො𝑥4

𝑝 𝐱 = [                               ]



NADE – Training

training by maximizing the average log-likelihood:

1

𝑇
෍

𝑡=1

𝑇

log 𝑝 𝐱<𝑡> =
1

𝑇
෍

𝑡=1

𝑇

෍

𝑖=1

𝑁

𝑙𝑜𝑔 𝑝 𝑥𝑖
<𝑡> 𝐱<𝑖

<𝑡>

Advantages 
• efficient: computations are in O(TD) 
• could make use of second-order optimizers 
• easily extendable to other types of observations (reals, multinomials) 

Paper explores different orderings of inputs 
• random order works fine!

[Larochelle, Murray. AISTATS 2011] 20



NADE – Generation (MNIST)

23

Samples Probabilities Features (W)



Autoregressive Autoencoder

26

How to design an autoregressive autoencoder
such that

𝑝 𝐱 = ς1
𝑛 𝑝(𝑥𝑖|𝐱<𝑖) ?

Autoencoder



Masked Autoencoder Distribution Estimator 

MADE [Germain et al. 2015]

Constrain Autoencoder such that output can be used as conditionals 𝑝(𝑥𝑖|𝐱<𝑖)
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Masked Autoencoder Distribution Estimator 

MADE [Germain et al. 2015]

Constrain Autoencoder such that output can be used as conditionals 𝑝(𝑥𝑖|𝐱<𝑖)

To fulfill autoregressive property: 

• No computational path between output unit 𝑥𝑑  and any of the input units 
𝑥𝑑 , . . . , 𝑥𝐷 must exist (relative to some ordering)
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Masked Autoencoder Distribution Estimator 

MADE [Germain et al. 2015]

Constrain Autoencoder such that output can be used as conditionals 𝑝(𝑥𝑖|𝐱<𝑖)
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Masked Autoencoder Distribution Estimator 

MADE [Germain et al. 2015]

Constrain Autoencoder such that output can be used as conditionals 𝑝(𝑥𝑖|𝐱<𝑖)

𝑀𝑑,𝑖
𝑉 = 1𝑑>𝑚𝐿(𝑖)

𝑀𝑖′,𝑖
𝑊𝑙

= 1𝑚𝑙 𝑖′ ≥𝑚𝑙−1(𝑖)
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Masked Autoencoder Distribution Estimator 

MADE [Germain et al. 2015]

Constrain Autoencoder such that output can be used as conditionals 𝑝(𝑥𝑖|𝐱<𝑖)

• Training has the same complexity as regular autoencoders

• Criterion is Negative Log Likelihood for binary 𝒙

• Computing 𝑝(𝐱) is just a matter of performing a forward pass

• Sampling however requires 𝐷 forward passes 

• In practice, very large hidden layers necessary (not all hidden units can contribute to each 
conditional)
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Masked Autoencoder Distribution Estimator 

MADE [Germain et al. "MADE: Masked Autoencoder for Distribution Estimation." ICML. 2015]
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Generative Models of Natural Images

Explicit density model

Use chain rule to decompose likelihood of an image 𝑥 into product of 1D 
distributions:

𝑝 𝐱 = ෑ

1

𝑛

𝑝 𝑥𝑖|𝑥1, … , 𝑥𝑖−1

Then maximize likelihood of training data

33

Likelihood of image 𝑥 Likelihood of i-th 
pixel, given all the 
previous pixels 

Issue 1: will need to 
define ordering of pixels

Issue 2: complex 
distribution => 
parametrize via NN



PixelRNN [van den Oord et al. 2016]

Generate image pixels starting 
from corner

Dependency on previous pixels 
modeled using an RNN (LSTM)
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PixelRNN [van den Oord et al. 2016]

Generate image pixels starting 
from corner

Dependency on previous pixels 
modeled using an RNN (LSTM)
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PixelRNN [van den Oord et al. 2016]

Generate image pixels starting 
from corner

Dependency on previous pixels 
modeled using an RNN (LSTM)
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PixelRNN [van den Oord et al. 2016]

Generate image pixels starting 
from corner

Dependency on previous pixels 
modeled using an RNN (LSTM)
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Issue: Sequential generation is slow – due to explicit 
pixel dependencies



PixelRNN Results [van den Oord et al. 2016]

Sampling

Image

Completion
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Summary

Auto-regressive property

Sequence models can be generative models

Autoregressive models with binary & categorical random variables

Examples: FVSBN, NADE, MADE, PixelRNN
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𝑝 𝐱 = ෑ

1

𝑛

𝑝 𝑥𝑖|𝑥1, … , 𝑥𝑖−1 = ෑ

1

𝑛

𝑝(𝑥𝑖|𝐱<𝑖)



Tomorrow
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• Autoregressive models for images and audio:
PixelCNN, WaveNet

• Perceptive field

• Attention and GPT

• Visual tokenization



Quiz Time!

www.eduapp-app1.ethz.ch
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