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Yesterday

Autoregressive Models

Examples: FVSBN, NADE, MADE, pixelRNN.
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Today

• Autoregressive models for images and audio:
PixelRNN, PixelCNN, WaveNet

• Receptive field

• Attention and GPT

• Visual tokenization

3



Taxonomy of Generative Models
G

en
er

at
iv

e 
m

o
d

el
s

Ex
p

lic
it

 d
en

si
ty

Im
p

lic
it

 d
en

si
ty

D
ir

ec
t • Generative Adversarial Networks 

M
ar

ko
v 

C
h

ai
n

Tr
ac

ta
b

le
A

p
p

ro
xi

m
a

te
• Autoregressive Models

• PixelRNN/CNN
• WaveNet/TCN
• FVSBN / NADE / MADE
• GPT

M
ar

ko
v 

C
h

ai
n

Va
ri

at
io

n
al ✓ Variational Autoencoders

• Diffusion Models* 

• Boltzmann Machine

[adapted from Ian Goodfellow]

THIS WEEK
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Autoregressive models

Via the chain rule of probabilities we can factorize the joint 
distribution over the n dimensions:

𝑝 𝑥 = ෑ

1

𝑛

𝑝 𝑥𝑖|𝑥1, … , 𝑥𝑖−1 = ෑ

1

𝑛

𝑝(𝑥𝑖|𝐱<𝑖)
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Data Modalities for Autoregressive Models

Typical modalities for autoregressive are sequential in nature, e.g., 
audio, language, motion.

However, other creative formulations are possible:

• Image patches (Aäron van den Oord 2016, El-Nouby, Alaaeldin, et al 2024)

• Resolution pyramids (Mahajan and Roth 2021, Tian et al. 2024)

2023-03-30 6

https://proceedings.neurips.cc/paper_files/paper/2016/file/b1301141feffabac455e1f90a7de2054-Paper.pdf
https://openaccess.thecvf.com/content/ICCV2021/papers/Mahajan_PixelPyramids_Exact_Inference_Models_From_Lossless_Image_Pyramids_ICCV_2021_paper.pdf
file:///Visual%20Autoregressive%20Modeling/%20Scalable%20Image%20Generation%20via%20Next-Scale%20Prediction


PixelRNN [van den Oord et al. 2016]

Generate image pixels starting 
from corner

Dependency on previous pixels 
modeled using an RNN (LSTM)
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Issue: Sequential generation is slow – due to explicit 
pixel dependencies



PixelCNN [van den Oord et al. 2016b]

Still generate image pixels starting from corner

Dependency on previous pixels now modeled 
using a CNN over context region
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[image source: van den Oord et al.]

Current Pixel



PixelCNN [van den Oord et al. 2016b]

Still generate image pixels starting from corner

Dependency on previous pixels now modeled 
using a CNN over context region

Training maximizes likelihood of training 
images

𝑝 𝐱 = ෑ

1

𝑛

𝑝 𝑥𝑖|𝑥1, … , 𝑥𝑖−1
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[image source: van den Oord et al.]

Softmax loss over pixel values

Context



PixelCNN [van den Oord et al. 2016b]

Still generate image pixels starting from corner

Dependency on previous pixels now modeled 
using a CNN over context region
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[image source: van den Oord et al.]

Training is faster than PixelRNN
(can parallelize convolutions since context region 
values known from training images)

Generation must still proceed sequentially
=> still slow



Results
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[source: Hugo Larochelle]21



[source: Hugo Larochelle]22



Results

Nice property of autoregressive models:

Because we train via NLL, we also have a direct metric to compare 
performance:
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Summary

24

Pros:

• explicit likelihood 𝑝(𝐱)

• likelihood of training data 
gives good evaluation metric

• Good samples

Con:

• Sequential generation => slow

Lots of tricks to improve PixelCNN:
• Gated convolutional layers
• Short-cut connections
• Discretized logistic loss
• Multi-scale
• Training tricks
• Etc…

See
• Van den Oord et al. NeurIPS 2016
• Salimans et al. 2017 (PixelCNN++)



TCNs - WaveNet

25

Idea: Adapt PixelCNN to work with Audio data

Problem: much larger dimensionality than images (at least 16,000 samples per second)

[van den Oord et al. 2016c]

Leverage temporal convolutions to model large-scale dependencies: temporal causal networks (TCNs)



Detour: Importance of context
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Detour: Dilated Convolutions
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Convolution Dilated Convolution

Dilation 1 Dilation 2

[Yu and Koltun, Multi-Scale Context Aggregation by Dilated Convolutions, ICLR 2016]



Receptive Field Size

Red:

Shaded:

Darker:

Footprint of one dilated convolution

Receptive field of convolution

Receptive field overlap between footprints

[Yu and Koltun, Multi-Scale Context Aggregation by Dilated Convolutions, ICLR 2016]
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Receptive Field Size

Receptive field size can increase exponentially with dilated layers

Red:

Shaded:

Darker:

Footprint of one dilated convolution

Receptive field of convolution

Receptive field overlap between footprints

Layer 1 Layer 2 Layer 3

[Yu and Koltun, Multi-Scale Context Aggregation by Dilated Convolutions, ICLR 2016]
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Strided versus Dilated Convolution
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Strided convolution 

no padding

Dilated convolution

Animation source: https://github.com/vdumoulin/conv_arithmetic

https://github.com/vdumoulin/conv_arithmetic


Temporal Convolutional Networks - WaveNet

31

WaveNet animation. Source: Google DeepMind

[van den Oord et al. 2016c]

https://deepmind.com/blog/wavenet-generative-model-raw-audio/


WaveNet: Large scale temporal dependencies

Note: strided Convs cannot be used due to the need to preserve resolution

32[van den Oord et al. 2016c]

Receptive Field

Receptive Field



Summary: Autoregressive Generative Models

A Family of autoregressive models

Explicit density model

Use chain rule to decompose likelihood of an image 𝐱 into products of 1D 
distributions:

𝑝 𝐱 = ෑ

1

𝑛

𝑝 𝑥𝑖|𝑥1, … , 𝑥𝑖−1

Then maximize likelihood of the training data

• examples: masked autoencoder distribution estimator (MADE), pixelCNN, neural 
autoregressive distribution estimator (NADE), spatial LSTM, pixelRNN

• Pros: 𝑝(𝐱) is tractable, so easy to train, easy to sample (though slower)
• Cons: No natural latent variable representation (but doable see C-VRNN, STCN)

35



Summary: Auto Regressive Generative Models

Explicit density model:

𝑝 𝐱 = ෑ

1

𝑛

𝑝 𝑥𝑖|𝑥1, … , 𝑥𝑖−1

Then maximize likelihood of the training data.

What architectures to use for modeling each 𝑝 𝑥𝑖|𝑥1, … , 𝑥𝑖−1  in practice?
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RNNs in Practice

𝐡𝑡−1 = 𝑔(𝐱𝑡−1, 𝐡𝑡−2)

𝐱𝑡−1𝐱1
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RNNs in Practice

𝐡𝑡−1 = 𝑔(𝐱𝑡−1, 𝐡𝑡−2)

𝐱𝑡−1𝐱1

Transition function 
(i.e., hidden state)
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RNNs in Practice

Transition function 
(i.e., hidden state)

𝐱𝑡 = 𝑓(𝐱𝑡−1, 𝐡𝑡−1)

𝐡𝑡−1 = 𝑔(𝐱𝑡−1, 𝐡𝑡−2)

𝐱𝑡−1𝐱1
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RNNs in Practice

The model has to maintain the long-term temporal relations. 

Learns to encode the relevant information for the next and the 
subsequent future steps.

𝐱𝑡 = 𝑓(𝐱𝑡−1, 𝐡𝑡−1)

𝐡𝑡−1 = 𝑔(𝐱𝑡−1, 𝐡𝑡−2)

𝐱𝑡−1𝐱1

Time passed, potentially a lot!
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Convolutions in Practice
Stacked 

Convolutions

𝐱𝑡−1𝐱1

𝐱𝑡 = 𝑓(𝐱𝑡−1, 𝐱𝑡−2, … , 𝐱𝑡−𝑘)

41



Convolutions in Practice

Access to the past steps. 

# of time-steps in the context are 
determined by the receptive field size.

Stacked 
Convolutions

Learns to aggregate the past information for the next step. 

𝐱𝑡−1𝐱1

𝐱𝑡 = 𝑓(𝐱𝑡−1, 𝐱𝑡−2, … , 𝐱𝑡−𝑘)
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Self-attention and Transformers

Learns to identify/select the relevant past information for the next step. 

𝐱𝑡 is a convex combination of the past steps.

Attention 
Operation

Direct access to past steps. 

𝐱𝑡−1𝐱1

𝐱𝑡 = 𝑓(𝐱𝑡−1, 𝐱𝑡−2, … , 𝐱𝒕−𝒌)
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Self-attention via Key, Value and Query

A linear mapping transforms from the input embeddings 
to Key, Value and Query embeddings.

*Keys and Values can be of different dimensionality.
*D is the representation size. 

𝐱1 𝐱𝑇

𝑊𝐾 , 𝑊𝑉 , 𝑊𝑄 ∈  ℝ𝐷×𝐷 *

𝐱 ∈ ℝ𝐷 for all steps 𝑋 ∈ ℝ𝑇×𝐷

Key 𝐾 = 𝑋𝑊𝐾

Query 𝑄 = 𝑋𝑊𝑄

Learnable weights

44

Value 𝑉 = 𝑋𝑊𝑉



Attention weights 𝜶 = softmax
𝑄𝐾𝑇

𝐷
 with 𝜶 ∈ ℝ1×𝑇

 

Self-attention via Key, Value and Query

Check pairwise similarity between the query and the keys via dot-product.

We have a (normalized) relevance score for every past step.

𝐱𝑇

𝑊𝑄

𝐱1 𝐱𝑇

𝑊𝐾

Key 𝐾 ∈  ℝ𝑇×𝐷 Query 𝑄 ∈  ℝ1×𝐷 (for a single entry)

𝛼

𝑎

𝑏

𝑎 ⋅ 𝑏 = 𝑎 𝑏 cos 𝛼

Intuition: dot-product as similarity measure
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Self-attention via Key, Value and Query

Weighted combination of the values 𝑉.

𝐱1 𝐱𝑇

𝑊𝑉

Value 𝑉 ∈  ℝ𝑇×𝐷 𝐱𝑇 = 𝜶𝑉 Updated representation for 𝐱𝑇

𝜶
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Self-attention via Key, Value and Query

𝐾 ∈  ℝ𝑇×𝐷 𝑄 ∈  ℝ1×𝐷 𝑉 ∈  ℝ𝑇×𝐷 𝐱𝑇 = 𝜶𝑉

𝜶

𝑋 = softmax
𝑋𝑊𝑄 𝑋𝑊𝐾

𝑇

𝐷
+ 𝑀 (𝑋𝑊𝑉)

𝐱1 𝐱𝑇 𝐱𝑇 𝐱1 𝐱𝑇

𝑊𝐾 𝑊𝑄 𝑊𝑉

𝑄 𝐾 𝑉

𝜶
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Self-attention via Key, Value and Query

𝐾 ∈  ℝ𝑇×𝐷 𝑄 ∈  ℝ1×𝐷 𝑉 ∈  ℝ𝑇×𝐷 𝐱𝑇 = 𝜶𝑉

𝜶

𝑋 = softmax
𝑋𝑊𝑄 𝑋𝑊𝐾

𝑇

𝐷
+ 𝑀 (𝑋𝑊𝑉)

𝐱1 𝐱𝑇 𝐱𝑇 𝐱1 𝐱𝑇

𝑊𝐾 𝑊𝑄 𝑊𝑉

M is to prevent the model from accessing future steps.
48



Seq2Seq Transformer Encoder & Decoder

Attention is All You Need (Vaswani et al. 2017)(conditions) (predictions so far)

(new prediction)

𝑃𝐸(𝑖, 𝑡) = ቊ
sin 𝜔𝑘 ∙ 𝑡 ,  if 𝑖 = 2𝑘

cos 𝜔𝑘 ∙ 𝑡 ,  if 𝑖 = 2𝑘 + 1

where 𝜔𝑘 =
1

10000
2𝑘
𝑑

𝐾, 𝑉
𝑄 Positional Encoding (PE): 

Inject sinusoidal encodings 
unique to input indices to 
preserve input ordering.

Multi-head Attention: split 
attention into multiple heads such 
that each head calculates a chunk 
of the representation.
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Positional Encoding - Visualization
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Transformer Encoder as an auto-regressive model

(predictions so far)

new prediction by using either

• the previous step’s representation or

• average representation of all steps

Key, Query and Value are calculated by 
using the same inputs.
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Transformer Encoder as an auto-regressive model

(predictions so far)

new prediction by using either

• the previous step’s representation or

• average representation of all steps

expressive and powerful architectures.

computationally complex: quadratic* nature of 
the attention operation.

Self-attention and transformers are

*Multiplicative self-attention only: 𝒪(𝑇2 ⋅ 𝐷)  
52



Large Language Models and GPT

2023-03-30 53

https://cdn.openai.com/research-covers/language-unsupervised/language_understanding_paper.pdf


Large Language Models (LLM)

2023-03-30 54



What Is a Large Language Model (LLM)?

Large language models predict the next token given a sequence of 
input tokens.

Input: “A generative model is…”
Output: ”[…] a type of machine learning algorithm to [….]”

→ Next token prediction is autoregressive modeling.

2023-03-30 55



What is a Generative Pretrained Transformer (GPT)?

GPT is a family of large language models based on transformers (Vaswani et al. 2017).

2023-03-30 56

GPT-1
(2018)

0.117 B. params

GPT-2
(2019)

1.5 B params

GPT-3
(2020)

175 B params

GPT-4
(2023)

>1,000 B params*

*Parameter count unknown

https://arxiv.org/pdf/1706.03762


Why GPT?

• Self-attention can handle long-range dependencies and perform 
better at context modeling.

• Scalability: Transformers are parallelizable and can be scaled to 
Billions of parameters and large datasets.

• Performance: GPT is the state-of-the-art in LLMs.

2023-03-30 57



GPT: Approach

1. Unsupervised pretraining by next token prediction: 
L1(X) =  Σ𝑖 log 𝑃 𝑥𝑖 𝑥𝑖−1, 𝑥𝑖−2, … , 𝑥𝑖−𝑘) 

2. Supervised finetuning on a particular task
𝐿2(X, Y) =  Σ(𝑥,𝑦) log 𝑃 𝑦 𝑥𝑚, … , 𝑥𝑚) 

Combined optimization objective to maximize:

      𝐿3 = 𝐿2(𝑋, 𝑌) + 𝜆 ∗ 𝐿1 𝑋

2023-03-30 58

Radford et al. 2018

https://cdn.openai.com/research-covers/language-unsupervised/language_understanding_paper.pdf


Tokenization

• First step in language modeling is converting the input text into a 
series of tokens.

• Each token can be considered as the simplest unit in the language

• It can be a character, a sub-word, or a word

• The set of all tokens (e.g., all characters) is referred to as the 
vocabulary

2023-03-30 59



Tokenization

Example: “Hello, world!” -> [“Hello”, “,”, “world”, “!”]

Tokenization in 3 steps:
1. Convert the text input into the corresponding tokens

2. Give each token a unique integer number

3. Replace the integers with learned embeddings using a look-up table 
for the input of the model

2023-03-30 60



Tokenization

2023-03-30 61

Source: https://medium.com/@shashankag14/tokenization-in-large-language-models-llms-0ba0aea6b1d6



GPT Architecture

2023-03-30 62

Radford et al. 2018

https://cdn.openai.com/research-covers/language-unsupervised/language_understanding_paper.pdf


Autoregressive Image and Video 
Generation

2023-03-30 63



AR models for image/video generation

Autoregressive models directly predict the distribution of xi given previous 
values p(xi|x<i)

For images, we predict the value of each pixel given the previous pixels

Two main issues with AR models for images:

1. Image quality: the naive approach lags behind current state-of-the-art 
approaches.

2. Computational requirements: Images have very high dimensions 
(1024x1024x3 =  3,145,728 pixels). This is generally intractable for the 
naive method.
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Solution: Vector Quantization

The solution to overcome the previous challenges is using an autoencoder 
that first coverts the images into a series of “tokens”.

This method is called Vector-quantized VAE or VQ-VAE.

Idea: bringing image representations closer to natural languages

Each language consists of a series of “tokens” (e.g., characters or words) from 
a given vocabulary

Question: What is the equivalent of token for images?
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Visual tokenization or VQVAE

• A way to map images into discrete tokens via quantization

66

Source: Neural Discrete Representation Learning

[van den Oord et al., arXiv , 2017]https://arxiv.org/abs/1711.00937

https://arxiv.org/abs/1711.00937


Visual tokenization or VQVAE

• Train an autoencoder that maps an image 𝐼 ∈ ℝ𝐻×𝑊×𝐶 to a series of tokens 1,2,3, … , 𝐾 ∈ ℝ𝐻′×𝑊′

67

Source: Neural Discrete Representation Learning

[van den Oord et al., arXiv , 2017]https://arxiv.org/abs/1711.00937

https://arxiv.org/abs/1711.00937


Visual tokenization or VQVAE

• Each token is a vector from a vocabulary (“codebook”) that is learned with the autoencoder

68

Source: Neural Discrete Representation Learning

[van den Oord et al., arXiv , 2017]https://arxiv.org/abs/1711.00937

https://arxiv.org/abs/1711.00937


Visual tokenization or VQVAE

• Typical codebook dimensions: K = 512
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Source: Neural Discrete Representation Learning

[van den Oord et al., arXiv , 2017]https://arxiv.org/abs/1711.00937

https://arxiv.org/abs/1711.00937


Benefits of tokenization

• The dimensionality of the latent space is usually significantly lower than 
the image space (e.g., an 8x times downsampling is equivalent to 64x 
spatial reduction).

• The tokens in the latent space are semantically more meaningful than 
individual pixel values.

• Quantized autoregressive models can reach state-of-the-art generation 
quality.

• Allows us to use best practices from LLMs in the visual domain.
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Examples

71

Images generated by VQGAN



Examples

72

Images generated by Parti



Examples
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Videos generated by VideoPoet



Summary

• Autoregressive models for images and audio:
PixelRNN, PixelCNN, WaveNet

• Perceptive field

• Attention and GPT

• Visual tokenization
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Taxonomy of Generative Models
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Quiz Time!

www.eduapp-app1.ethz.ch
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