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A small change this year

• Step I: Variational Autoencoders (VAEs) 
• Step II: Autoregressive Models 
• Step III: Generative Adversarial Networks (GANs)  This week!
• Step IV: Normalizing Flows and Invertible Neural Networks 
• Step V: Diffusion Models + Vision Foundation Models (New!)
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Generative Adversarial Networks (GANs) – The History
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Yann LeCun’s Comment

https://www.quora.com/What-are-some-recent-and-potentially-upcoming-breakthroughs-in-deep-learning
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Advanced GANs
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Advanced GANs – Image translation
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Advanced GANs – 3D GANs
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Agenda

02.04.25

Today:
 Motivation and Working Mechanism

Tomorrow: 
 Theoretical Analysis, Training in Practice, and Applications
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Generative Modelling

Given training data, generate new samples, drawn from “same” 
distribution

We want 𝑝𝑚𝑜𝑑𝑒𝑙(𝑥) to be similar to 𝑝𝑑𝑎𝑡𝑎(𝑥)
       then generate new samples from 𝑝𝑑𝑎𝑡𝑎 𝑥
02.04.25

Training samples ~𝑝𝑑𝑎𝑡𝑎(𝑥) Generated samples ~𝑝𝑚𝑜𝑑𝑒𝑙(𝑥)

learning sampling
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Taxonomy of Generative Models
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• Variational Autoencoders
• Diffusion Models 

• Boltzmann Machine
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Recap:

So far, we have seen:
• Variational Autoencoder: 𝑝𝑚𝑜𝑑𝑒𝑙 𝐱 = ׬ 𝑝𝑚𝑜𝑑𝑒𝑙 𝐱, 𝐳 𝑑𝒛

• Autoregressive Models: 𝑝𝑚𝑜𝑑𝑒𝑙 𝐱 = ς𝑖=1
𝑛 𝑝𝑚𝑜𝑑𝑒𝑙(𝑥𝑖|𝒙<𝑖)

All of the above maximize likelihoods (or approximations)

Is the likelihood a good indicator of the quality of samples generated 
by the model?

Training samples ~𝑝𝑑𝑎𝑡𝑎(𝑥)
𝑃𝑚𝑜𝑑𝑒𝑙

𝑑(𝑃𝑑𝑎𝑡𝑎, 𝑃𝑚𝑜𝑑𝑒𝑙)

02.04.25 11



Towards likelihood free learning

• Case 1: Great log-likelihood and poor samples

• Assume 𝑝, 𝑞 are density of models for 32 × 32 dim 
• 𝑝 perfectly capture true data likelihood and 𝑞 is just random noises. 
• Consider the mixture model:

0.01𝑝 x + 0.99𝑞(x)
(samples will be noise 99% of the time)

• Log-likelihood per pixel largely independent of sample quality:
log[0.01𝑝(x)  +  0.99𝑞(x)]  ≥  log[0.01𝑝(x)]  =  log 𝑝(x)  −  log 100

02.04.25 [https://arxiv.org/abs/1511.01844] > 1000 ≈ 4.6 
12

https://arxiv.org/abs/1511.01844


Towards likelihood free learning

• Case 2: Poor log-likelihood and great samples:
• Great samples easily achieved by memorizing training data!
• Look-up table will produce samples (actually) from the training data. 

→ Best image quality is achieved by copying the images
• The model will have poor log-likelihood on unseen test data

• Maybe it make sense to consider objectives that do not depend 
directly on a likelihood function

02.04.25 [https://arxiv.org/abs/1511.01844] 13

https://arxiv.org/abs/1511.01844


𝐺(𝜀)
Low-dim

Latent Noises

GAN / Implicit Model / Likelihood-free Model

• No need to define density function 

• Highly expressive (flexible) model classes

02.04.25

𝐺∗ = 𝑎𝑟𝑔 min
𝐺

𝐷𝑖𝑣(𝑝𝑑𝑎𝑡𝑎, 𝑝𝑚𝑜𝑑𝑒𝑙)

Minimize divergence
= Maximize likelihood

We don’t compute it

High-dim
Data

Any function
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Examples:

02.04.25 https://arxiv.org/pdf/1607.07539

Images sampled from VAE

Images sampled from GAN
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GANs are plugins but not replacements

• Maximum likelehood is still the most important concept in state-
of-the-art generative models

• GANs offer a plug-and-play solution to improve perceptual quality
• VAE+GAN https://arxiv.org/pdf/1512.09300

• Flow+GAN https://arxiv.org/pdf/1705.08868

• Diffusion+GAN https://arxiv.org/abs/2206.02262

• Similar idea also appears in LLMs training: RLHF

02.04.25 16
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Generative Adversarial Nets: Intuition

Want: Ability to sample high-dimensional 
data points (e.g., images) from true data 
distribution (inaccessible).

Issue: No direct way of achieving this

Solution: Draw from simple distribution 
(i.e., random noise) and use neural 
network to learn transformation into 
realistic image

02.04.25

𝒛

Generator NN

Output:
Sample from 
training 
distribution

Input:
Random noise

[Ian Goodfellow et al., “Generative Adversarial Nets”, NIPS 2014]
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Training GANs: Intuition

General idea is to have two networks play a two-player game
Generator: try to fool the discriminator by generating real-looking images
Discriminator: try to distinguish between real and fake images

02.04.25
𝒛

Generator

Input:
Random noise

[Ian Goodfellow et al., “Generative Adversarial Nets”, NIPS 2014]

Discriminator

Real or fake

Generated samples Training samplesො𝑥
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GANs: Definitions

Let 𝑥 ∈ ℝ𝑄 be an observation and 𝑝(𝑧) a prior over latent variable z ∈ ℝ𝐿.
Generator:

𝐺: ℝ𝐿 ⟶ ℝ𝑄, 𝑧 ↦ 𝑥
is trained to [ideally] map random normal-distributed inputs, drawn from 𝑍, to 
a sample following the data distribution as output.
Discriminator:

𝐷: ℝ𝑄 ⟶ 0,1
is trained to output a probability.

02.04.25

0=Fake
1=Real

Q >> L
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GANs: Training

02.04.25

𝑧~𝒩(𝟎, 𝑰)
𝐺

𝒛 ෝ𝒙
𝐷

𝐷(ෝ𝒙)

𝑥~𝑝𝑑𝑎𝑡𝑎 𝒙
𝐷

𝐷(𝒙)

V G, D = log 𝐷 𝒙 + log(1 − 𝐷(ෝ𝒙))

𝐺∗, 𝐷∗ = argmin
𝐺

argmax
𝐷

𝑉(𝐺, 𝐷)

𝐷 = 0 ⟺ ෝ𝒙~𝑝𝑚𝑜𝑑𝑒𝑙

𝐷 = 1 ⟺ 𝒙~𝑝𝑑𝑎𝑡 𝑎

Discriminator NN

Discriminator NN

Generator NN

≡

• Generator 𝐺 and Discriminator 𝐷 can be implemented with arbitrary architectures, MLPs, CNNs, RNNs, …
• Once training succeeded, the discriminator is not needed anymore and 

the generator is used to represent 𝑝𝑚𝑜𝑑𝑒𝑙  from which we want to draw samples
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GANs: Training (Theory vs. Practice) 

• Theoretical analysis shows that this minimax game recovers 𝑝𝑚𝑜𝑑𝑒𝑙 =
𝑝𝑑𝑎𝑡𝑎 if 𝐺 and 𝐷 are given enough capacity and assuming that 𝐺∗, 𝐷∗ 
can be reached.

• In practice we must use numerical optimization. Optimizing D in the 
inner-loop to optimum is computationally expensive.

• If 𝐷 too weak (non-optimum) or too strong (overfitting), there will be 
no informative gradient for 𝐺

• Hence, we resort to alternating optimization:
• 𝑘 steps of optimizing 𝐷 (typically 𝑘 ∈  {1, … , 5})
• 1 step of optimizing 𝐺 (with small learning rate)

• Aim is to keep 𝐷 near optimum and 𝐺 changes only slowly

02.04.25 22



Training Algorithm

While not converged do
1. Freeze G, For k steps do

i. Draw 𝑁 training samples {𝑥(1), … , 𝑥(𝑁)} from 𝑝𝑑𝑎𝑡𝑎(𝑥)
ii. Draw 𝑁 noise samples 𝑧(1), … , 𝑧(𝑁)  from 𝑝(𝑧)
iii. Update the discriminator 𝐷 by ascending its stochastic gradient: 

∇Θ𝐷

1
𝑁

෍
𝑖=1

𝑁

log D x i + log 1 − D G z(i)

2. Freeze D, Draw 𝑁 noise samples 𝑧(1), … , 𝑧(𝑁)  from 𝑝(𝑧)
3. Update the generator G by descending its stochastic gradient:

∇Θ𝐺

1
𝑁

෍
𝑖=1

𝑁

log 1 − D G z(i)
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GAN Quiz

What’s the accuracy of 𝐷 at global optimum for GANs?
a) 0

1
2

log(2)
c)  0.5
d) 1
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GANs: 1D Training Example 

A simple (not yet very expressive example):

𝑥~𝒩 𝜇, 𝜎

𝑧~𝒩 0,1

𝐺 𝑧 = 𝑔0 + 𝑔1𝑧

𝐷 𝑥 = 𝑠𝑖𝑔𝑚𝑜𝑖𝑑(𝑑0 + 𝑑1𝑥 + 𝑑2𝑥2)

• Here prior and data distributions are two Gaussians 
• We initialize with 𝐺(𝑧) = 𝑧 and 𝐷(𝑥) = 𝑠𝑖𝑔𝑚𝑜𝑖𝑑(𝑥), i.e., 𝑝𝑚𝑜𝑑𝑒𝑙(𝑥) = 𝒩 𝑥; 0,1
• The goal is to find 𝑔 and 𝑑 such that 𝑝𝑚𝑜𝑑𝑒𝑙 = 𝑝𝑑𝑎𝑡𝑎 = 𝒩 𝑥; 𝜇, 𝜎
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GANs: 1D Training Example 
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GANs: 1D Training Example 
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GANs: 1D Training Example 
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GANs: 1D Training Example 
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GANs: 1D Training Example 
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GANs: 1D Training Example 
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Generative Adversarial Networks

• GANs do not explicitly model the density/likelihood
• Instead, they leverage an adversarial process in which two players 

(parametrized by NNs) play a game in which they are trained 
simultaneously: 

• A generator 𝐺 attempts to mimic the data distribution 𝑝𝑑𝑎𝑡𝑎
• A discriminator 𝐷 classifies if a sample came from 𝑝𝑑𝑎𝑡𝑎

• Theoretical results exist (optimality, convergence) but they require 
strong assumptions

• In practice, both players are optimized in an alternating manner with 
backpropagation

• Nowadays, similar ideas are used in training LLMs (RLHF)
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Next week

TODO:
 Derive GAN objective
 Analyze behavior at optimum
 Show that GANs optimize the JS-divergence
 Applications of advanced GANs
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