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Overview: Generative Models

Latent variable models (VAE)

Auto-regressive generative models (PixelCNN, -RNN,...)
Generative Adversarial Networks

Normalizing Flows

Diffusion Models
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Taxonomy of Generative Models
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[adapted from lan Goodfellow]




The generative story

Given training data, generate new samples, drawn from “same”
distribution

Training samples ~Paatq (X) Generated samples ~Pimoder (X)

We want P, 0de1(X) to be similar to pggeq (X).



Recap:

Training samples ~ paqara(x)
* So far, we have seen: ata 0 €M

Variational Autoencoder: pg(x) = [ pg(x,z)dz
Autoregressive Models:  pg(x) = [Ii2; po(xilx<i)

* Variational autoencoders can learn features/representations via learned
latent variable z

But have intractable marginal likelihoods

* Autoregressive models have tractable likelihoods
But no latent space concept and hence no direct feature learning
mechanism

* Question: Can we design a latent variable model with tractable likelihoods?



Desired properties of any model distribution

* Analytic model density and easy to sample.

E.g., uniform distribution or Gaussian distribution.

* The distribution should represent for complex data, such as images or videos.

However, a representative distribution is usually multi-modal, complex, and highly non-
trivial to sample from it.

* We would like to have a model which can satisfy both properties.

* Fortunately, the “change of variables” technique, allows us to create a complex
distribution from a simple distribution and a mapping between them.



Recap: Change of Variables (1D) and its interpretation

(u-)Substitution in 1D: For

| rea= [ reegwa



Change of Variables Example in 1D

Let z be a uniform random variable in [0,1] with density p,.
pz(l) =1

Let x = 2z, and let p,. be its density.
Whatis p,(2)?

0>

pz(z)



Change of Variables Example in 1D

Let z be a uniform random variable in [0,1] with density p,.

p,(1)=1

Let x = 2z, and let p,. be its density.
Whatis p,(2)?
Px(z) = p(x =2) = p(ZZ =2) = p(Z =1) =17 05

Is this the correct p,(x)?



Change of Variables Example in 1D

Let z be a uniform random variable in [0,1] with density p,. —= 05
pz(l) =1 Pez)

Let x = 2z, and let p,. be its density.
Whatis p,(2)?

0.5

X

(No)

Clearly, x is uniform in [0,2], so p,(2) = 1/2 0 05 1 15



Change of Variables Example in 1D (Cont’d)

1

Example 1
Let z~U(0,1), i.e., p,(z) = 1,Vz € |0,1]. 05
2(2)
Let f:x = 2z, and hencef‘1:2=§ ’
=p,(f @) - |f T )]
X 1
— Pz (E) ‘ 5‘ i
2\ 1 1 1 [ V
p(3) 5=13=3 I




Preservation of area / probabilistic mass

dx>0 dx<0
dz dz

x + dx x + dx

/ )/ £ R > RY

z z4+dz z+dz z




Change of Variables in 1D

if x = f(z) and f(*) is monotone, differentiable and its inverse is:
z=f"(x)

then P, (x) = p,(f () If 7 ()]
=p,(z)  IfT ()]

During change of variable, the probabilistic mass must be preserved.



Change of Variables Example in 1D

Example 2
Let z~N(0,1), i.e., p,(z) = \/—_e @’ ,Vz € R.
let f :x = kz + b, and hence f~1 xkb

P (x) = p,(F71(0) - |[F~Y ()]
1
—_n (x—Db) .|Z
pZ( k > k - k=1' 05
— e 2k? > 13 7 5o
|k|V2m
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Recap: Change of Variables (2D) and its interpretation

(u-)Substitution in 1D: For

| rea= [ reegwa

(u-)Substitution in 2D: For

|| reamy axay = [ fotumne ) Jaww) dud

R G Jacobian Determinant



Recap: Change of Variables (2D)




Recap: Change of Variables (2D)

uzx_y; v=y
=>X=u+v, yZU
dx Ox
_ou ov| _ |1 1| _
Jwv) =13y ay| = o 1‘ =1
du Jdv

g f(e,y)dydx = jff(g(u, v), h(u, v)) 1dudv
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Change of Variables Example in 2D

Let z be a 2D random vector and x = Az, where A is a square invertible matrix.

Then we have z = A" 1x and hence, D,(x) = p,(A71x) |det(4™1)]

Explanation:

f Px(x)dx = f p;(z)dz

— pr(A_lx) d(A_lx) // substitute z

— pr(A_l.X') |det(A_1)| dx // chain rule, following measure theories



Change of Variables Example in 2D

How do we Interpret the determinant?
Change in volume Is given by the determinant of the linear transformation.

= o)

{0, 1) (1, 1)

a+c b+d)

det(4) = ad — bc

m -:'1_1| i1, 0) 0, 0

Indz = |det(A™1)|dx , dx and dz denote infinitesimally small 2D areas.
With the transform A, any small area in the domain X is deformed by |det(4™1)].



Change of Variables Example in General

For linear transformations specified via A, change in volume is given by the determinant of A.

In general, for a transformation f, the change of volume is given by the determinant of the Jacobian.

If we have x = f(z), in which f is invertible and continuously differentiable, then we have

det <6f (Z)) dz

dx =

0z

Note;

The Jacobian matrix is invertible. For
invertible matrix A: det(4A™1) = det(4) 1

0 —1
Then px(x) — pz(f_l(x)) det( fax(x)>

-1
f: R - R%,

=p,(f~'(x)) [det (a];gz)>



Normalizing Flows: Model

Direct application of change of variables.

Consider directed, latent variable model over observed variables X and latent
variables Z.

In normalizing flows, the mapping between Z and X, given by deterministic and
invertible function

fo: R > R4, st., X = fy(Z)and Z = f5 1(X)

A e s



https://engineering.papercup.com/posts/normalizing-flows-part-1/

Normalizing Flows: Model

Consider directed, latent variable model over observed variables X and
latent variables Z

fo®
N

0

Ofy *(x)
det ( Iy )

Marginal likelihood:
px(x;0) = pz (f5 (%))



https://engineering.papercup.com/posts/normalizing-flows-part-1/

Parameterize the Transformation f with NN

We can parameterize the transformation f with a neural network.
However, an arbitrary NN does not work here.

From a theoretical perspective, the neural network must
* be differentiable
* be invertible
* preserve the dimensionality

From a computational perspective,
 the Jacobian determinant must be computed efficiently



Parameterize the Transformation f with NN

df (z)
det( py )

Jacobian determinant

—1

px(x) — pz(f_l(x))

it normally takes O(d?) takes 0(d) takes O(d)
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Coupling Layer

Here is an example, in which h() is an element-wise function (e.g., addition) and f is an arbitrarily
complex function (e.g., an MLP, CNN, etc.).

A A B
(y — (h(x ’ ,B(X ))) Forward pass
B B
x4 ho o yA Yy X
el
B A h=1(vA4 B
xB 4 _ | B (iB) — (y y’Bﬁ (y )) Inverse pass
/ I DI
(h h 'B ) Jacobian matrix
Modified from [Dinh et al., ICLR Workshop, 2015] O 1
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A Flow of Transformations

A single nonlinear transtorm is normally not powerful enough.
More complex transformations can be attained via composition.
Now we have a flow of transformations, each transform can be a NN.

x=f(z)=frofx-1°f20°f1(2)



A Flow of Transformations

A single nonlinear transtorm is normally not powerful enough.
More complex transformations can be attained via composition.
Now we have a flow of transformations, each transform can be a NN.

x=f(2) = frofrk-1° f2° f1(2)

Based on the generic change of variables, we have

de t( fk (x))
0x

Note: determinant of product = product of determinant

p(X) = p,(f~ 1<x>>]_[




A Flow of Transformations: Training

det <0fk_1 (x))

ox

pe(0) =, | |
k

We can train the model via maximizing the exactlog likelihood over the dataset D.
of  (x
det( fi* ( )) )

0x
We assume that the samples are independently and identically distributed (1.1.d.).

logp, (D) = Z (log p,(f1(x)) + Z log
k

X€D



A Flow of Transformations: Inference

det <0fk_1 (x))

ox

pe(0) =, | |
k

At test time

* To generate a sample x , we can draw a sample from zZ ~ p, and
transform it via f:x = f(2).

* To evaluate the probablility of an observation x, we leverage the
inverse transform z = f~1(x) calculate its probability at p,(2).



A Flow of Transformations

* Normalizing flows are generative models.

* We choose the latent variable z to be from a simple distribution
(e.g., standard Gaussian or uniform in [0,1]).

* Through a series of /invertible, differentiable, and deterministic
transformations, we can attain the observation x,
complicated distribution. g
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https://engineering.papercup.com/posts/normalizing-flows-part-1/

Initial sample from N(0, 1)

After layer 1

After layer 2
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https://engineering.papercup.com/posts/normalizing-flows-part-1/

Continuous Normalizing Flow

fi (Zo) fi(zi—l) fi+1(zi)
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zo ~ po(zo) z; ~ p;i(2;) zg ~ Pk (ZK)

With larger numbers of transformations (i.e. the K here), we can model more
complex distribution.

A continuous normalizing flow can potentially model infinite number of
transformations with proper temporal discretization.

Another advantage of continuous NF is its capability to reduce the
computational cost.



Neural Ordinary Differential EQuations (neurips.cc)

Neural ODEs

Residual Network ODE Network
5 5
1 !
=3
o
()
o, {
1
g 0 5 =5
Input/Hidden/Output Input/Hidden/Output
dx(t)
Xer1 = Xe + fo (x¢) I fo(x(t),t)

[Chen et al., NeurlPS, 2018].


https://proceedings.neurips.cc/paper/2018/file/69386f6bb1dfed68692a24c8686939b9-Paper.pdf

Continuous Normalizing Flows

p(z(t))

1

W
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[Grathwohl and Chen et al., ICLR 2019].

https://imgur.com/a/Rtr3Mbqg
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https://imgur.com/a/Rtr3Mbq
https://www.youtube.com/watch?v=8XufsgG066A&t=0s

Continuous Normalizing Flow
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[Grathwohl and Chen et al., ICLR 2019].

Graphics: https://imgur.com/a/Rtr3Mbq 37
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Target shape

Continuous Normalizing Flow

Target Density Samples

[Grathwohl and Chen et al., ICLR 2019].

Code: https://github.com/rtgichen/ffjord 38



Summary

Normalizing flow (NF) is a type of generative model.
— the goal is to learn the data distribution p(X).
NFs have a latent space and allow computing explicit densities.

[D. Kingma and P. Dhariwal, NeurlPS, 2018]
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Normalizing Flows Advantages

e (Can evaluate the likelihood of a new observation x.

 The latter case is not possible for VAEs and GANs but is straightforward
for NFs.

* The key advantages of NF:

* |Invertibility
* Bijective mapping between an observation x and its latent representation z

 Tractable exact log-likelihood



summary

e Change of variablesin 1D, 2D, and in the general case
e Parameterize the transformation with neural networks

* Criteria:
invertibility, efficient computation of Jacobian determinant
« Coupling layer
* Training
« Inference

e Continuous normalizing flow

41



Quiz Time!

www.eduapp-appl.ethz.ch




More Information

CVPR 2021 Tutorial on Normalizing Flows

Lil’Log
RealNVP

NICE

GLOW
NeuralODE
FFJORD
GitHub nflows
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https://www.youtube.com/watch?v=8XufsgG066A&t=0s
https://lilianweng.github.io/posts/2018-10-13-flow-models/
https://arxiv.org/pdf/1605.08803.pdf
https://arxiv.org/abs/1410.8516
https://arxiv.org/pdf/1807.03039.pdf
https://papers.nips.cc/paper/2018/file/69386f6bb1dfed68692a24c8686939b9-Paper.pdf
https://arxiv.org/pdf/1810.01367
https://github.com/bayesiains/nflows
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