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Motivation

Normalizing flows (NFs) are a type of generative model.

Like GANs and VAEs, the goal is to learn the data distribution p(𝒙).

Unlike GANs and VAEs, NFs admit an explicit density.

Unlike autoregressive models, NF have a latent space.

[D. Kingma and P. Dhariwal, NeurIPS, 2018] 2



Normalizing Flows: Model

Consider directed, latent variable model over observed variables 𝑋 and 
latent variables 𝑍.

Marginal likelihood:

𝑝𝑋 𝑥; 𝜃 = 𝑝𝑍 𝑓𝜃
−1 𝑥 det

𝜕𝑓𝜃
−1 𝑥

𝜕𝑥
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𝑧 𝑥

𝑓𝜃

𝑓𝜃
−1



Parameterize the Transformation 𝑓 with NN

From a theoretical perspective, the neural network must 
• be differentiable

• be invertible

• preserve the dimensionality

From a computational perspective, 
• the Jacobian determinant must be computed efficiently
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𝑝𝑋 𝑥; 𝜃 = 𝑝𝑍 𝑓𝜃
−1 𝑥 det

𝜕𝑓𝜃
−1 𝑥

𝜕𝑥



𝑝𝒙 𝒙 = 𝑝𝒛 𝑓
−1(𝒙) det

𝜕𝑓 (𝒛)

𝜕𝒛

−1

Jacobian determinant

it normally takes 𝒪(𝑑3) takes 𝒪(𝑑) takes 𝒪(𝑑)
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Parameterize the Transformation 𝑓 with NN

𝜕𝑓 (𝒛)

𝜕𝒛



Here is an example, in which h() is an element-wise function (e.g., addition) and 𝛽 is an arbitrarily 
complex function (e.g., an MLP, CNN, etc.).

Modified from [Dinh et al., ICLR Workshop,  2015]

𝑦𝐴

𝑦𝐵
=

ℎ(𝑥𝐴, 𝛽 𝑥𝐵 )

𝑥𝐵

𝑥𝐴

𝑥𝐵
=

ℎ−1(𝑦𝐴, 𝛽 𝑦𝐵 ))

𝑦𝐵

Forward pass

Inverse pass

ℎ′ ℎ′𝛽′

0 1
Jacobian matrix
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Coupling Layer
𝛽 does not have to be 

invertible!

𝑥𝐴

𝑥𝐵

ℎ

β

=

𝑦𝐴

𝑦𝐵



A Flow of Transformations: Training

We can train the model via maximizing the exact log likelihood over the dataset D.

𝑝𝒙 𝒙 = 𝑝𝒛 𝑓
−1(𝒙) ෑ

𝑘

det
𝜕𝑓𝑘

−1 (𝒙)

𝜕𝒙

log 𝑝𝒙 𝑫 = ෍

𝑥∈𝐷

log 𝑝𝒛 𝑓
−1(𝒙) +෍

𝑘

log det
𝜕𝑓𝑘

−1 (𝒙)

𝜕𝒙
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We assume that the samples are independently and identically distributed ( i.i.d.).



Today - Lecture Overview
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(Dinh et al. 2017)
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How to Construct an Expressive Transform?
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https://engineering.papercup.com/posts/normalizing-flows-part-1/

https://engineering.papercup.com/posts/normalizing-flows-part-1/


Multi-scale Architecture

𝐿 Levels and 𝐾 steps per level (“depth”).

The “squeeze” operation reduces spatial 
dimensions.

For computational efficiency, only half of the 
features are passed on (“split”).
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(Dinh et al. 2017)

See also: https://arxiv.org/abs/1908.09257

https://arxiv.org/abs/1908.09257


Squeeze
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(Dinh et al. 2017)Example: 
Reshape from 4x4x1 to 2x2x4. Preserves dimensionality!



Typical Elements of a Flow Step

1. Activation norm (actnorm)

2. Invertible 1x1 convolution

3. (Conditional) coupling layer

12
(Kingma and Dhariwal 2018)



Activation Norm (ActNorm)

Similar to batch normalization

Data-dependent initialization

Trainable (per-channel) scale 𝒔 and bias 𝒃

Forward: ∀𝑖, 𝑗: 𝒚𝑖, 𝑗 = 𝒔⊙ 𝒙𝑖, 𝑗 + 𝒃

Reverse: ∀𝑖, 𝑗: 𝒙𝑖, 𝑗 = (𝒚𝑖, 𝑗 − 𝒃)/ 𝒔

Log-determinant: H ⋅ 𝑊 ⋅ 𝑠𝑢𝑚 𝑙𝑜𝑔 𝒔
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(Kingma and Dhariwal 2018)



1x1 Convolution

Generalization of a permutation in the channel dimension.

Let 𝐡 be a tensor with shape H ×𝑊 × 𝐶.

Initialize 𝑾 as a random orthogonal matrix with 𝑑𝑒𝑡 𝑾 = 1.

𝑾 has shape (𝐶 × 𝐶).

Compute Log-determinant in O(𝐶3):

log det
𝑑

𝑑𝒉
𝑐𝑜𝑛𝑣 𝒉; 𝑾 = 𝐻 ⋅ 𝑊 ⋅ 𝑙𝑜𝑔|𝑑𝑒𝑡(𝑾)|
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(Kingma and Dhariwal 2018)

𝐡𝐻

𝑊
𝐶



𝑝𝒙 𝒙 = 𝑝𝒛 𝑓
−1(𝒙) det

𝜕𝑓 (𝒛)

𝜕𝒛

−1

Jacobian determinant

it normally takes 𝒪(𝑑3) takes 𝒪(𝑑) takes 𝒪(𝑑)

15

Recap: Efficient Jacobian Computation



1x1 Convolution

Parameterize 𝑾 = 𝐏 𝐋 (𝐔 + diag 𝐬 )
• 𝐏: Permutation matrix (not trainable)

• 𝐋: Lower triangular with 1s on diagonal

• 𝐔: Upper triangular with 0s on diagonal

• 𝐬: Vector

Compute log-determinant in O(𝐶):

𝑙𝑜𝑔 𝑑𝑒𝑡 𝑾 = 𝑠𝑢𝑚(𝑙𝑜𝑔 𝒔 )
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(Kingma and Dhariwal 2018)

𝐡𝐻

𝑊
𝐶

Note:
Dim of 𝑾: 𝐶 × 𝐶
=> 𝑾 is a regular matrix, 
admits 𝑳𝑼 decomposition



Modified from [Dinh et al., ICLR Workshop,  2015]

𝑦𝐴

𝑦𝐵
=

ℎ(𝑥𝐴, 𝛽 𝑥𝐵 )

𝑥𝐵

𝑥𝐴

𝑥𝐵
=

ℎ−1(𝑦𝐴, 𝛽 𝑦𝐵 ))

𝑦𝐵

Forward pass

Inverse pass

ℎ′ ℎ′𝛽′

0 1
Jacobian matrix
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Recap: Coupling Layers

𝑥𝐴

𝑥𝐵

ℎ

β

=

𝑦𝐴

𝑦𝐵



Modified from [Dinh et al., ICLR Workshop,  2015]

𝑦𝐴

𝑦𝐵
=

ℎ(𝑥𝐴, 𝛽 𝑥𝐵; 𝒘 )

𝑥𝐵

𝑥𝐴

𝑥𝐵
=

ℎ−1(𝑦𝐴, 𝛽 𝑦𝐵; 𝒘 ))

𝑦𝐵

Forward pass

Inverse pass

ℎ′ ℎ′𝛽′

0 1
Jacobian matrix
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Conditional Coupling Layers

𝑥𝐴

𝑥𝐵

ℎ

β

=

𝑦𝐴

𝑦𝐵

𝒘



Summary: NF Architectures

(Kingma and Dhariwal 2018)

(Dinh et al. 2017)



Overview: Early Normalizing Flow Papers

Method Coupling layer Split / concatenation Multi-scale

NICE
(Dinh et al. 2015)

Additive Swapping 

RealNVP
(Dinh et al. 2017)

Affine Checkboard pattern ✓

GLOW
(Kingma and 
Dhariwal 2018)

Affine Invertible 1x1 convolutions ✓
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Quiz Time!

www.eduapp-app1.ethz.ch
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Applications in Computer Vision

Super-resolution Disentanglement

Multimodal modeling 3D shape modeling
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Super-resolution

Goal: Upscale a low-resolution image to a higher resolution.

Most methods learn a 1:1 mapping from low- to high-resolution.

Normalizing flow learns a distribution of HR variants.

(Lugmayr et al. 2020)



(Lugmayr et al. 2020)



SRFlow: Conditioning on a low-resolution image

(Lugmayr et al. 2020)

https://arxiv.org/pdf/2006.14200.pdf


Conditioning on Low-resolution Images

A pretrained CNN encodes a low-resolution image: 𝒖 = 𝑔𝜽(𝒙).

The activation map 𝒉𝑛 is modulated with spatial features maps 𝒖.

This affects all channels and spatial locations.

- Forward: 𝒉𝑛+1 = 𝑒𝑥𝑝 𝛽𝑛𝜽, 𝑠 𝒖 ⋅ 𝒉𝑛 + 𝛽𝜽, 𝑏 𝒖

- Inverse: 𝒉𝑛 = 𝑒𝑥𝑝 −𝛽𝑛𝜽, 𝑠 𝒖 ⋅ (𝒉𝑛+1 − 𝛽𝑛𝜽, 𝑏 𝒖 )

- Log determinant: ∑𝑖𝑗𝑘 𝛽𝑛𝜽, 𝑠 𝒖 𝑖𝑗𝑘

(Lugmayr et al. 2020)
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StyleFlow: Normalizing Flow for Disentanglement

(Abdal et al. 2021)



Recap: StyleGAN

- 𝒛 ∈ 𝒵; 𝐳 ∼ 𝒩(0, 𝑰)

- Mapping network: 𝒵 → 𝒲

(Karras et al. 2019)



StyleFlow

- Replace mapping network with a 

continuous normalizing flow

- Condition on image attributes
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StyleFlow: Overview

(Abdal et al. 2021)



Conditioning on Attributes

(Abdal et al. 2021)
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StyleFlow Results

(Abdal et al. 2021)

[https://rameenabdal.github.io/StyleFlow/]

https://rameenabdal.github.io/StyleFlow/


Editing of Real Images

(Abdal et al. 2021)



Conditional Flows

● SRFlow conditions on feature tensors (an encoded image).

● StyleFlow conditions on attribute tensors.

● We can also condition on other normalizing flows.

● This allows for multimodal normalizing flows

(e.g., mapping images to point clouds)



C-Flow for Multimodal Data Modeling
Use two flows

One flow is conditioned on the other flow

This enables 
- (multimodal) image-to-image mapping

- style transfer

- image manipulation

- 3D point cloud reconstruction from images
(Pumarola et al. 2020)



C-Flow Conditioning Scheme

Based on coupling layers

Flow A (conditioning): Standard affine coupling layer

Flow B (to be conditioned): Compute transformation parameters conditioned on 

Flow A

(Pumarola et al. 2020)



C-Flow Architecture
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C-Flow Results

3D reconstruction

(Pumarola et al. 2020)



C-Flow Results

Image-to-image translation

(Pumarola et al. 2020)



C-Flow Results

Image manipulation

(Pumarola et al. 2020)



C-Flow: Practical Considerations

- Training takes 10 days on 4 P-100 GPUs

- Still low-resolution (64x64x3)



Further applications



Probabilistic Modeling for Human Mesh Recovery

(Kolotouros et al. 2021)



Probabilistic Modeling for Human Mesh Recovery

(Kolotouros et al. 2021)



Probabilistic Modeling for Human Mesh Recovery

(Kolotouros et al. 2021)



PointFlow: 3D Point Cloud Generation with 
Continuous Normalizing Flows

(Yang et al. 2019)



Normalizing Flows Summary

Normalizing flows are generative models (sampling from p𝒙).

Can evaluate the likelihood of a new observation 𝒙. 

The latter case is not possible for VAEs and GANs but is straightforward for NFs.

The key advantages of NF:

○ NF is invertible.

○ NF provides a bijective mapping between an observation 𝑥 and its latent representation 𝑧.

○ NF has a tractable exact log-likelihood.

51



Summary: NF in Computer Vision

NF shows promising results for CV applications.

Conditional flows:
○ Attributes (StyleFlow)

○ Images (SRFlow, C-Flow)

○ Multimodal (C-Flow)

Modeling very high-dimensional data (like images) is expensive.

Photorealism still lacks behind GANs and diffusion models.



Quiz Time!

www.eduapp-app1.ethz.ch
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Next Week

Diffusion Models

Foundation Models



More Information

CVPR 2021 Tutorial on Normalizing Flows

RealNVP

NICE

GLOW

NeuralODE

FFJORD

SRFlow

StyleFlow (video)

C-Flow (video)
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https://www.youtube.com/watch?v=8XufsgG066A&t=0s
https://arxiv.org/pdf/1605.08803.pdf
https://arxiv.org/abs/1410.8516
https://arxiv.org/pdf/1807.03039.pdf
https://papers.nips.cc/paper/2018/file/69386f6bb1dfed68692a24c8686939b9-Paper.pdf
https://arxiv.org/pdf/1810.01367
http://de.arxiv.org/pdf/2006.14200
https://arxiv.org/abs/2008.02401
https://youtu.be/LRAUJUn3EqQw
http://arxiv.org/abs/1912.07009
https://www.youtube.com/watch?v=GkH-Msrhif0

	Slide 1: Deep Generative Models III Normalizing Flows – Part II
	Slide 2: Motivation
	Slide 3: Normalizing Flows: Model
	Slide 4: Parameterize the Transformation f with NN
	Slide 5: Parameterize the Transformation f with NN
	Slide 6: Coupling Layer
	Slide 7: A Flow of Transformations: Training
	Slide 8: Today - Lecture Overview
	Slide 9: How to Construct an Expressive Transform?
	Slide 10: Multi-scale Architecture
	Slide 11: Squeeze
	Slide 12: Typical Elements of a Flow Step
	Slide 13: Activation Norm (ActNorm)
	Slide 14: 1x1 Convolution
	Slide 15: Recap: Efficient Jacobian Computation
	Slide 16: 1x1 Convolution
	Slide 17: Recap: Coupling Layers
	Slide 18: Conditional Coupling Layers
	Slide 19: Summary: NF Architectures
	Slide 20: Overview: Early Normalizing Flow Papers
	Slide 21: Quiz Time!
	Slide 22: Applications in Computer Vision
	Slide 23: Super-resolution
	Slide 24
	Slide 25: SRFlow: Conditioning on a low-resolution image
	Slide 26: Conditioning on Low-resolution Images
	Slide 27
	Slide 28
	Slide 29: StyleFlow: Normalizing Flow for Disentanglement
	Slide 30: Recap: StyleGAN
	Slide 31: StyleFlow
	Slide 32: StyleFlow: Overview
	Slide 33: Conditioning on Attributes
	Slide 34
	Slide 35: StyleFlow Results
	Slide 36: Editing of Real Images
	Slide 37: Conditional Flows
	Slide 39: C-Flow for Multimodal Data Modeling
	Slide 40: C-Flow Conditioning Scheme
	Slide 41: C-Flow Architecture
	Slide 42: C-Flow Results
	Slide 43: C-Flow Results
	Slide 44: C-Flow Results
	Slide 45: C-Flow: Practical Considerations
	Slide 46: Further applications
	Slide 47: Probabilistic Modeling for Human Mesh Recovery
	Slide 48: Probabilistic Modeling for Human Mesh Recovery
	Slide 49: Probabilistic Modeling for Human Mesh Recovery
	Slide 50: PointFlow: 3D Point Cloud Generation with Continuous Normalizing Flows
	Slide 51: Normalizing Flows Summary
	Slide 52: Summary: NF in Computer Vision
	Slide 53: Quiz Time!
	Slide 54: Next Week 
	Slide 55: More Information

