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Learning Objectives

Students will learn about fundamental aspects of modern deep learning approaches for perception
and generation. Students will learn to implement, train and debug their own neural networks and
gain a detailed understanding of cutting-edge research in learning-based computer vision, robotics,
and shape modeling. The optional final project assignment will involve training a complex neural
network architecture and applying it to a real-world dataset.

The core competency acquired through this course is a solid foundation in deep-learning algorithms
to process and interpret human-centric signals. In particular, students should be able to develop
systems that deal with the problem of recognizing people in images, detecting and describing body
parts, inferring their spatial configuration, performing action/gesture recognition from still images
or image sequences, and also considering multi-modal data, among others.

We will focus on teaching: how to set up the problem of machine perception, the learning algorithms,
network architectures, and advanced deep learning concepts in particular probabilistic deep learning
models.

The course covers the following main areas:

1. Foundations of deep learning.
2. Advanced topics like probabilistic generative modeling of data (latent variable models,

generative adversarial networks, auto-regressive models, invertible neural networks).
3. Deep learning in computer vision, human-computer interaction, and robotics.





Summary of Notation

This chapter provides a concise reference describing the notation used throughout the lecture notes.
If you are unfamiliar with any of the corresponding mathematical concepts, we suggest reading
chapters 2, 3 and 4 of Deep Learning (LeCun, Bengio, and Hinton).

Numbers and Arrays

a A scalar
a A vector
A A matrix
In Identity matrix with n rows and n columns
I Identity matrix with dimensionality implied by context
diag(a) A square, diagonal matrix with diagonal entries given by the vector a

Sets

A A set
N The set of natural numbers f1; 2; : : : g
N0 The set of natural numbers, including 0, N [ f0g
R The set of real numbers
[m] The set of natural numbers from 1 to m, f1; 2; : : : ;m� 1;mg
i : j The subset of natural numbers between i and j, fi; i+ 1; : : : ; j � 1; jg
(a; b] The real interval between a and b including b but not including a
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Indexing

Aij The element in position (i; j) (where i is the row and j is the column) of a matrix A
Ai;: Row i of a matrix A
A:;j Column j of a matrix A

In addition to the notation described above, when indexing is specified, we would like to use the
following notation so that an indexed scalar or vector is still represented with the right notation
(respectively a and a).

ai Indexed scalar (in a vector a)
aij Indexed scalar (in a matrix A)
ai Indexed vector (in a matrix A)

Linear Algebra Operations

A> transpose of matrix A
A�1 inverse of invertible matrix A
det(A) determinant of A
tr(A) trace of A

Calculus

dy
dx Derivative of y w.r.t. x
@y
@x Partial derivative of y w.r.t. x
rxy Gradient of y w.r.t. x
rXy Gradient of y w.r.t. X

Probability


 Sample space
A Event space
P(X = x) Probability of a random variable X taking on the value x
X � P Random variable X follows the distribution P
x � P Value x is sampled according to distribution P
x j y Value x is sampled according to (implicit) conditional distribution p(� j y)
PX Cumulative distribution function of a random variable X
�A Set of all probability distributions over the set A
X ? Y Random variable X is independent of random variable Y
E[X] Expected value of random variable X
Ex�X [f(x)] Expected value of the random variable f(X), E[f(X)]
Var[X] Variance of random variable X
Cov[X;Y ] Covariance of random variable X and random variable Y
� Covariance matrix
Xn Sample mean of random variable X with n samples
DKL(pkq) KL-divergence of distribution p with respect to distribution q
N (�;�) Normal distribution with parameters � and �
Unif(S) Uniform distribution on the set S
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Bern(p) Bernoulli distribution with parameter p
Bin(n; p) Binomial distribution with parameters n and p

Functions

f : A! B Function f from elements of set A to elements of set B
(�)+ maxf0; �g
log Logarithm with base e
1fpredicateg Indicator function (1fpredicateg :

= 1 if the predicate is true, else 0)

Deep Learning Notations

x(i) The i-th example (input) from a dataset
y(i) or y(i) The target associated with x(i) for supervised learning
x[i] or x[i] The value associated with layer i
xfig or xfig The value associated with epoch i
xt or xt The value associated with time t in LSTM and RNN
K(i; j), I(i; j) Element in position (i; j) in kernel or image matrix in CNNs
� The set of parameters on which a model depends on





Acronyms

iff if and only if
s.t. such that
w.r.t. with respect to
w.l.o.g. without loss of generality
i.i.d. independent and identically distributed
BCE Binary Cross Entropy
DNN Deep Neural Network
DL Deep Learning
ELBO Evidence Lower Bound
KL Kullback-Leibler
MAP Maximum A Posteriori
MC Monte Carlo
ML Machine Learning
MLE Maximum Likelihood Estimate
MLP Multi Layer Perceptron
MSE Mean Squared Error
NLL Negative Log Likelihood
ReLU REctified Linear Unit
RL Reinforcement Learning
tanh Hyperbolic TANgent
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1. Neural Network Basics

This chapter serves as a review of the basics of Neural Network Theory. In Section 1.1 we introduce
the biological motivations behind the development of arti�cial neural networks. In Section 1.2 we
then move to the presentation of the Perceptron model and its learning algorithm. In Section 1.3
we then extend these concepts to understand modern Deep Neural Networks. In Section 1.4 we
introduce the concept of supervised learning, which will be the focus of the �rst part of the course.
In Section 1.5 we explain how we can use MLE to derive a loss function for our models and in
Section 1.6 we show how this function can be used to optimize the network. Finally, in Section 1.7,
we analyze which types of functions can be approximated using a DNN.

1.1 Biological motivations

Arti�cial neural networks have traditionally taken inspiration from the working of the nervous
system, which consists of basic computational units called neurons. In this regard, we will describe
the structure of a neuron and use it as an inspiration to derive the �rst building block of arti�cial
networks.

At a high level, each neuron receives signals from other neurons, processes them, and propagates the
new signal to other neurons. The detailed process can be described as follows. First, thedentrites
collect the chemical signals (in the form of neurotransmitters) arriving from other neurons. All these
signals are then integrated in thesoma and the obtained value is compared to a given threshold. If
the resulting signal, calledaxon potential , surpasses the threshold, it is transmitted to the next
part of the neuron, the axon . At this point, the axon potential travels down the axon, reaching the
axon terminals . Here the signal can cause the release ofneurotrasmittors which are received
by the dendrites of the next neurons and make the process restart.

For the purposes of this course, it is important to keep in mind that a neuron combines multiple
inputs and only forwards them if they surpass the threshold. This introduces a non-linearity in the
propagation of the signal.
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Figure 1.1: A representation of signal processing in a biological neuron.

1.2 Perceptron

The earliest predecessors of modern deep learning are simple linear models. As brain neurons collect
multiple inputs from other neurons and combine them into a single one in the soma, these models
are designed to take a set ofm input values x and associate them with a single outputy 2 f 0; 1g.
In order to perform this task, these models employ am-dimensional set of weightsw (one for each
input value) and a bias scalar valueb. These values,w and b are called theparameters 1 of the
model. Given these parameters, the output of the model is then computed as a function (which can
be thought as the neurons' threshold) of the linear combination of the inputs, parameterized by the
weights w and the bias valueb.

Among these early models, we can �nd thePerceptron [40], whose output ŷ is de�ned as follows.

ŷ = f (x ; w) =

(
1 if w > x + b > 0
0 otherwise

;

where w > x is the dot product
P m

i =1 wi x i .

Figure 1.2: A visualization of the Perceptron.

1Throughout the class we are going to denote the set of model's parameters as� .
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1.2.1 Perceptron Learning Algorithm

In 1958, the Perceptron became the �rst linear model able to learn the weights de�ning the mapping
between the input examples and their categories. Before introducing the learning algorithm, we
will de�ne some terms:

ˆ D = (( x (1) ; y(1) ); : : : ; (x (n ) ; y(n ) )) is the training set of n data samples, where:
� x ( i ) is the i th m-dimensional input vector
� y( i ) is desired output value of the perceptron relative to thei th input

ˆ w f kg represents the weights at the iterationk
ˆ � is the learning rate. It determines the size of the parameter updates at each iteration

toward minimizing the loss function
ˆ ŷ = 1 f w f kg>

x ( i ) > 0g is the prediction of the output given w f kg, the weights of the model
at the kth iteration

ˆ (y( i ) � ŷ( i ) ) is the residual error of the i th training sample

For simplicity, we also prepend a1 to each input vector x and incorporate the bias term b into the
weight vector w (see Figure 1.3). This way, bothw and x now havem + 1 dimensions.

Figure 1.3: The perceptron learning algorithm framework

The perceptron learning algorithm does the following.

Algorithm 1 Perceptron Learning Algorithm

k  0; w f 0g  0;
while 9 a sample (x (i ) ; y(i ) ) s.t. ŷ(i ) 6= y(i ) do

w f k+1 g>
= w f kg>

+ � (y(i ) � ŷ(i ) )x (i )

where ŷ(i ) = 1 f w f kg>
x (i ) > 0g;

k  k + 1;
end while

Here are some observations about the algorithm:

1. By de�nition of y( i ) and ŷ( i ) , the residual (y( i ) � ŷ( i ) ) can be either � 1; 0 or 1 as shown in
the table below. You can �nd a visualization of how the weights are adjusted in the2D case
in the given jupyter notebook.

2. If the training set is linearly separable the perceptron learning algorithm is guaranteed to
converge and to eventually �nd the set of weightsw which correctly separate the two classes
of the training set. Conversely, it will never get to the state where all the input vectors are
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y ŷ (y � ŷ)
0 0 0
1 0 � 1
0 1 1
1 1 0

Table 1.1: Possible values ofy � ŷ

classi�ed correctly if the training set D is not linearly separable.
3. Unlike SVM (Support Vector Machines), this algorithm does not �nd an optimal separation in

terms of margin distance, but just stops once it �nds a solution for the separability problem.
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1.3 The ingredients of a Neural Network

Neural Networks are, in general, an extension of the Perceptron model where:

1. The indicator threshold function is replaced by a non-linearity, called activation function
(we will talk about this in detail later)

2. Rather than a single neuron, a neural network consists of multiple layers (anetwork ) of
stacked neurons organized in two dimensions, where the outputs of one layer serve as the
inputs to the next layer

3. The �nal output is then used to compute a loss function L(�) which is a function of the
parameters � of the whole architecture

Figure 1.4: Neural Network Principal Ingredients

In this chapter, we use the sigmoid as an activation function. However, in the next chapter, we will
also explore and compare other activation functions that improve the performance and �exibility of
neural networks.

1.3.1 Sigmoid

The sigmoid function � (x) is de�ned as

sigm(x) := � (x) =
1

1 + e� x =
ex

ex + 1

The sigmoid has many desirable properties for use in neural networks, in particular:

ˆ It is di�erentiable across its entire domain, which is necessary for training the network using
gradient-based optimization algorithms

ˆ It outputs values in the (0; 1) interval, which can be interpreted as probabilities. This
allows the sigmoid to be used as a natural choice for the output layer of the neural network
performing binary classi�cation tasks, where the output represents the (predicted) probability
of belonging to a certain class.

Activation functions are an essential component of neural networks as they introduce nonlinearity,
allowing the network to learn complex relationships and patterns in the data. Speci�cally, the
activation functions transform the input signal of a neuron to produce its output. This transformation
is critical as it helps to project instances that are not linearly separable into a space where a
separating hyperplane exists, thus enabling the network to learn to correctly classify them.
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1.4 Supervised Learning

At the beginning of this course, we will focus on the framework of supervised learning. This is a
type of machine learning technique where an algorithm learns to make predictions or classi�cations
by training on a labeled dataset with known input-output pairs. In other words, we provide the
algorithm with a dataset containing input-output pairs, and the algorithm learns to generalize from
this dataset to make predictions or classi�cations on new, unseen data.

Figure 1.5: Supervised Learning framework

In particular, supervised learning consists of two stages:

ˆ Learning : the estimation of the parameters� of the function f � from the training data D
ˆ Inference : keeping the learned� �xed, the model makes predictions ŷ = f � (x) for unseen

inputs

The main di�erence between learning and traditional optimization is that in learning we test our
model on unseen data.

1.4.1 Classi�cation

An example of a supervised learning task is classi�cation.

Suppose we want to classify images depending on whether they represent a house or a boat.

Figure 1.6: Classi�cation Example

In this case, our model takes a vectorized image as input and it outputs0 if the image represents a
house, or1 if it represents a boat. In this case, our model will be a mapping

f � : RW � H � 3 7! f House,Boatg

In order to learn this mapping, we need to de�ne a loss function to be optimized.
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1.5 De�ning a loss function: Maximum Likelihood Estimation

The �rst technique we are going to use to de�ne a suitable loss function is Maximum Likelihood
Estimation.

Suppose we are given:

ˆ A dataset D = f (x ( i ) ; y( i ) )gN
i =1 with inputs x ( i ) and corresponding outputs y( i ) , where i

indexes the samples. The dataset is assumed to be drawn from an underlying probability
distribution pdata , which is inaccessible to us except through the samples inD, which we
assume to be i.i.d..

ˆ A parametric family of probability distributions pmodel (yjX ; �) over the output space, indexed
by �

When de�ning the loss function, we will always follow these three main steps:

1. Write down the parametric probability distribution of the model pmodel (y jX ; �)
2. Decompose that probability distribution into per sample probability pmodel (y( i ) jx ( i ) ; �)
3. Convert everything to log-scale and minimize the Negative Log Likelihood (NLL)

More formally, the conditional maximum likelihood estimator for � is given by

� �
MLE = arg max

�
pmodel (y jX ; �)

iid= arg max
�

NY

i =1

pmodel (y( i ) jx ( i ) ; �)

= arg max
�

NX

i =1

logpmodel (y( i ) jx ( i ) ; �)

| {z }
log-likelihood

logarithm is strictly increasing

The NLL is the loss function that we will use to optimize our networks.

We will now see some examples for di�erent types ofpmodel .

Case 1: pmodel is Gaussian (generative)

Let X � N (�; � 2). Then, our model is a1-dimensional Gaussian distribution, and we can model
our system using a Gaussian probability density function with � and � as parameters.

In order to minimize the negative log-likelihood (NLL), we can adjust the values of our estimations
of � and � such that the Gaussian curve places more probability mass on areas where we (expect
to) see data and less probability mass on areas where we do not (expect to) see data. A visual
representation of that is given in �g. 1.7.

Case 2: pmodel is a Bernoulli. Derivation of Cross Entropy as an MLE estimator

Suppose we are given a datasetD = f (x ( i ) ; y( i ) )gN
i =1 with y( i ) 2 f 0; 1g, i.e. we are performing binary

classi�cation.

Now a Gaussian would not be a validpmodel anymore. Instead, we will model the output variable
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Figure 1.7: Modeling a Gaussian with NLL

y( i ) using a Bernoulli distribution

y( i ) � Bern(� (� > x ( i ) ))

The parameter of this Bernoulli distribution ( � (� > x ( i ) )) is derived from the model used for binary
classi�cation, illustrated in �g. 1.8.

Figure 1.8: Binary classi�cation model

R The sigmoid can be interpreted as a probability distribution over two classes as its
output always lies on the interval (0,1).

As we discussed before, in order to compute the optimal parameters of this model,� �
MLE , w.r.t.

the likelihood function, we minimize the NLL.

In particular, we do the following steps:

1. We compute the likelihood assuming the instances are independent and identically distributed
(i.i.d.):

pmodel (y jX; � ) =
NY

i =1

p(y( i ) jx ( i ) ; � )

=
NY

i =1

�
1

1 + e� �

�

| {z }
ŷ ( i )

y ( i ) �
1 �

1
1 + e� �

�

| {z }
1� ŷ ( i )

1� y ( i )

� = � > x ( i )

We can decompose the likelihood in this way sincey( i ) can only take on the values of 0 or 1,
so only one of the two terms in the product will be active in practice.

2. We compute the negative log-likelihood (NLL) and use it as a loss functionL (� ), which is a
function of the model parameters� . NLL loss under Bernoulli distribution is also known as
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Binary Cross Entropy (BCE) and is given by:

L (� ) = NLL = � logpmodel (y jX; � )

= �
1
N

NX

i =1

(y( i ) ) log(ŷ( i ) ) + (1 � y( i ) ) log(1 � ŷ( i ) )

�g. 1.9 shows a visualization of the values assumed by the BCE as a function ofy( i ) and ŷ( i ) .

Figure 1.9: Cross Entropy visualization

The blue curve in the loss function plot corresponds to the case where the true label is1, and only
the �rst term of the loss function is active. The red curve represents the case where the true label
is 0, and only the second term of the loss function is active.

The loss is minimized when the model predicts a high probability for the true label and a low
probability for the other one. By minimizing this loss function, we can train a model to accurately
predict the class labels for new instances.

Multiclass classi�cation and softmax function

In multiclass classi�cation, the number of possible class labels is greater than two. To support
multiclass classi�cation, we need to modify the output layer of the neural network.

Instead of a single neuron, we need to havek stacked neurons, wherek is the number of classes in
the dataset. The output of these neurons represents the probability of an input instance belonging
to a corresponding class.

To obtain a probability distribution over classes, we apply the softmax function to the k-dimensional
output vector of the stacked neurons. The softmax function maps the output of each neuron
to a probability between 0 and 1, such that the sum of probabilities over all classes is equal to
1.

De�nition 1.5.1 — Softmax. The softmax of a k-dimensional vector x is a k-dimensional
vector, whosei th element is de�ned as

sof tmax (x) i
:=

ex i

P k
j =1 ex j

Same as the sigmoid, the softmax satis�es all the properties required to be a probability distribution
over classes. In particular:
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1. Its outputs always belong to (0; 1) (due to the normalization factor at the denominator
P k

j =1 ex j and the fact that the exponential is always positive)
2. The sum of all the outputs is 1.

kX

i =1

sof tmax (x) i =
P k

i =1 ex i

P k
j =1 ex j

= 1

R The sigmoid function is identical to a 2-class softmax.

1.5.1 Final considerations on MLE

We have seen that a choice of Bernoulli distribution forpmodel (y jX; � ) yields a binary cross-entropy
estimator.

However, there are also other variations:

1. If we choosepmodel (y jx ; � ) = N (yj� > x; � ) to be Gaussian, we end up with the least squares
(MSE) estimator: � �

MLE = arg min �




 � > x � y




 2

2
2. Choosingpmodel (y jx ; � ) to be a Laplacian distribution, yields an estimator that minimizes

the l1 norm of residual errors: � �
MLE = arg min �




 � > x � y






1
3. Assuming a Gaussian distribution over � and performing maximum a-posteriori (MAP)

estimation yields Ridge regression
4. Assuming a Laplace distribution over � and performing maximum a-posteriori (MAP)

estimation yields LASSO regression

There are many nice theoretical properties making MLE an appealing framework. Among them:

ˆ Consistency : as the number of training samples grows (N ! 1 ), � �
MLE converges in

probability to the true parameter �
ˆ (Asymptotic) E�ciency : � �

MLE is unbiased and has the lowest variance among all other
unbiased estimators asN ! 1
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1.6 Optimizing the network: Gradient Descent

So far we have learned how to de�ne a loss function and how to express the output for binary and
multiclass classi�cation tasks.

In this section, our attention shifts toward optimizing the parameters of the network. Since most
loss functions, such as Binary Cross-Entropy (BCE), are non-convex and do not have a closed-form
solution, the typical approach in Deep Learning is to utilize iterative gradient descent.

1.6.1 Optimization procedure

The optimization procedure using Gradient Descent (GD) is as follows:

1. Choose a learning rate� and a tolerance�
2. Initialize � f 0g with small random values
3. Repeat until the norm of the gradient (kvk) is small enough, i.e.kvk < � :

(a) Compute the gradient using the entire dataset

v = r � L (ŷ ; y ) =
NX

i =1

r � L (ŷ( i ) ; y( i ) )

(b) Update the parameters using the GD update rule

� f t +1 g = � f t g � � v

This procedure converges to parameters that correspond to a local minimum of the cost function.

In practice, we use Stochastic Gradient Descent (SGD) instead of GD. SGD computes the gradient
using only a single sample from the entire dataset, making it more computationally e�cient. As a
result, rather than computing the true gradient, at each step, we compute a gradient estimate.

It's worth noting that the update rule for SGD is similar to what we previously saw in the perceptron
algorithm (see section 1.2.1).

1.6.2 Ef�cient Computation of Gradients

Now that we have seen how gradients are used to optimize the network parameters, let's see how
we can e�ciently compute them.

In general, there are at least two methods to compute gradients:

ˆ Method 1: symbolic di�erentiation
ˆ Method 2: automatic di�erentiation (also called backpropagation )

Symbolic differentiation

Consider the following scalar function

f = exp
�

exp(x) + exp(x)2
�

+ sin
�

exp(x) + exp(x)2
�

Symbolic di�erentiation gives us

df
dx

= exp
�

exp(x) + exp(x)2
� �

exp(x) + 2 exp(x)2
�

+ cos
�

exp(x) + exp(x)2
� �

exp(x) + 2 exp(x)2
�
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Automatic differentiation

The symbolic di�erentiation is in practice slow and ine�cient for a machine.

Instead, in Deep Learning we use a technique called backpropagation. It is a form ofautomatic
di�erentiation .

To illustrate how backpropagation works, let's consider the same scalar function as before:

f = exp
�

exp(x) + exp(x)2
�

+ sin
�

exp(x) + exp(x)2
�

To begin, we de�ne and compute intermediate variables as follows:

a = exp(x)
b = a2

c = a + b
d = exp(c)

e = sin(c)
f = d + e

We can represent this function as a graph, known as a computational graph, composed of inputs,
single functions, and intermediate variables.

Figure 1.10: Computational graph

This graph enables us to compute gradients mechanically in a top-down manner, reusing previously
computed values according to the chain rule. Speci�cally:

Figure 1.11: Gradients computation



1.6 Optimizing the network: Gradient Descent 33

1.6.3 Backpropagation in Neural Networks

Case 1: Single Unit

Next, we apply the automatic di�erentiation method to compute the gradients of a simple Neural
Network composed of a single unit. We will use the Mean Squared Error (MSE) as the loss function.
The architecture of the single unit is shown below as a computational graph:

Figure 1.12: Single Unit architecture

Our ultimate goal is to obtain the gradient of the loss function, L (w), with respect to w. To do
this, we will analyze how to compute the gradients ofL (w) with respect to z[3] , z[2] , z[1] , and w [1]

respectively.

@L
@z[3]

=
@z[3]

@z[3]
= 1

@L
@z[2]

=
@z[3]

@z[2]
� 1

@L
@z[1]

=
@z[2]

@z[1]
�

@z[3]

@z[2]
� 1

@L
@w [1]

=
@z[1]

@w [1]
�

@z[2]

@z[1]
�

@z[3]

@z[2]
� 1 = x � �

�
z[1]

� �
1 � �

�
z[1]

��
� 2

�
z[2] � y

�

Where in order to compute the last value we use the fact that

@z[3]

@z[2]
= 2z[2] � 2y

@z[2]

@z[1]
= �

�
z[1]

� �
1 � �

�
z[1]

��

@z[1]

@w [1]
= x
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Case 2: Layer-wise

We will now analyze how to combine the gradients in a multi-layer architecture, bearing in mind
that in a neural network, the input of each layer is the output of the layer below it.

Figure 1.13: Outputs and gradients �ow through layers

Let us make some observations about the �gures above:

1. While the outputs are propagated in the forward direction, the gradients are propagated in
the backward direction.

2. Di�erent layers can have di�erent numbers of units (the layer l has N units while the layer
l � 1 has M units).

3. Typically each unit i in the l � 1 layer is connected to allN units in the layer above. Thus,
each unit of a layer receives inputs from all units of the layer below.

During the course, we will use the following notation:

ˆ � [l � 1]
i : gradient w.r.t. i th unit in the (l � 1)th layer

ˆ � [l � 1] : gradient that �ows from layer l to layer l � 1

To compute the gradients we go through two substeps.

First, we compute the gradient for a single unit. In particular, we are interested in the gradient of
the j th unit of the layer l w.r.t. the i th unit of the layer l � 1.

� [l � 1]
i =

@L

@z[l � 1]
i

=
NX

j =1

@L

@z[l ]j| {z }
� [ l ]

j

@z[l ]j

@z[l � 1]
i

(1.1)

Then, for an entire layer, we obtain

� [l � 1] =
NX

j =1

@L

@z[l ]j

@z[l ]j

@z[l � 1]
=

@L
@z[l ]
| {z }

2 R1 � N

@z[l ]

@z[l � 1]
| {z }
2 RN � M

Next, we compute the weight update. To do this, we need to take the derivative ofL with respect
to the weights W [l ].

@L
@W[l ]

=
NX

j =1

� [l ]
j

@z[l ]j

@W[l ]
=

@L
@z[l ]

@z[l ]

@W[l ]

Here, as seen in Equation (1.1), we de�ne� [l ]
j = @L

@z[ l ]
j

.
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1.7 Approximation capabilities of Neural Networks

A Multi-Layer Perceptron (MLP) that solely relies on linear activation functions is mathematically
equivalent to a single unit network with a linear activation, which is insu�cient for e�ectively
learning numerous types of non-linear functions. Therefore, the inclusion of non-linear activation
functions between layers is crucial to enable the network to perform e�ectively.

In particular, the approximation capabilities of an MLP with a non-linear activation function are
given by the following theorem.

Theorem 1.7.1 — Universal approximation theorem. Let � : R ! R be a non-constant,
bounded and continuous activation function. Let I m denote the m-dimensional unit hypercube
[0; 1]m and the space of real-valued functions onI m is denoted by C(I m ).
Then a function f 2 C(I m ) can be approximated given any� > 0, integer N , real constants
vi ; bi 2 R and real vectorsw i 2 Rm for i = 1 ; : : : ; N :

f (x) � g(x) =
NX

i =1

vi � (w >
i x + bi )

and jg(x) � f (x)j < � , 8x 2 I m .

In a nutshell, the theorem says that:
A feed-forward neural network with a single hidden layer and continuous non-linear activation
function can approximate any continuous function with arbitrary precision.





2. Training

In this chapter, we introduce some concepts which we believe are useful to understand the training
process of a neural network. In Section 2.1, we start by introducing the concept ofregularization .
Then in Section 2.2, we analyze all the possible activation functions used to train neural networks.
In Section 2.3, we move to the description of someoptimization algorithms. We conclude this
chapter, in Section 2.4, with some practical suggestions useful for implementing the training process.

2.1 Regularization

The goal of Machine Learning is to design algorithms that perform well not only on the training
data but especially on new inputs. For this reason, many strategies used in ML are explicitly
designed to reducetest error, possibly at the expense of increasedtraining error . These strategies
are collectively known asregularization .

De�nition 2.1.1 Regularization is any modi�cation we make to a learning algorithm that is
intended to reduce its generalization error but not its training error.

In an ideal scenario , the model family we use in training includes thetrue generating process,
as well as many other ones. In this scenario, regularization pushes or restricts the solution space
toward the true generating process (Figure 2.1). However, the majority of the DL algorithms are
indeed applied to extremely complicated domains such as images, audio sequences, or text, for
which to understand the true generation process we will need to essentially simulate the entire
universe. Thus, in a realistic scenario the model family we use in training may not include the
true generating process. The role of regularization techniques is thus to �nd the model within this
family that best explains the true generating process (Figure 2.2). In general, we say that training
an ML model is more like "trying to �t a square peg into a round hole".

In this section, we are going to explore the most used regularization methods in the context of deep
learning.
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Figure 2.1: Ideal scenario

Figure 2.2: Realistic scenario

2.1.1 Parameter Norm Penalties

Many regularization approaches aim tolimit the model's capacity by expanding the loss function
with a norm penalty parameter 
(�) . We denote the regularized objective function by~L , de�ned
in the following way:

~L(�; X; y ) = L(�; X; y ) + � 
(�) :

Here � 2 [0; 1 ) is a hyperparameter that weights the relative contribution of the norm penalty term.
Setting � = 0 gives no regularization, while larger values of� correspond to more regularization.

As a consequence, by minimizing the regularized loss function~L , our training algorithm will decrease
both the original loss L over the training data and some measure of the scale of the parameters�
(or some subset of them).

Mainly, there are two ways of regularizing the parameter norm, depending on the type of norm we
use:

ˆ L1 regularization (also calledLasso Regularization): 
(�) = k� k1 =
P

i j� i j.
ˆ L2 regularization (also calledRidge Regularization): 
(�) = 1

2 k� k2
2.

L2 parameters regularization (Ridge regression)

L2 regularization, also known asweight decay , is one of the simplest and most commonly used
penalties. This strategy drives the weights closer to the origin by adding a term1

2 k� k2
2 to the

objective function.

The e�ect of this regularization on the training procedure can be better understood by analyzing
the gradient of ~L and, subsequently, the update rule for the weights given by GD.

The gradient of the loss function w.r.t. the model's weights can be written as:

r � ~L(�; X; y ) = r � L(�; X; y ) + � �
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Then, the update rule for the weights given by GD is:

�  � � � r � ~L(�; X; y )

= � � � r � (L (�; X; y ) + � �)

= � � � (r � L(�; X; y ) + � �)

= (1 � �� )�
| {z }
weight decay

� � r � L(�; X; y )
| {z }
parameters update

We can see that the addition of the weight decay term has modi�ed the learning rule to multiplica-
tively shrink the weight vector by a constant factor. This is done on each step, just before the usual
gradient update.

L1 regularization (Lasso)

While L2 weight decay is the most common form of regularization, there exist other ways to penalize
the scale of the model parameters. For example, L1 regularization.

L1 regularization expands the loss with the termk� k =
P

i j� i j. In practice, this term is computed
as the sum of parameters' absolute values. In this case, we can write the loss function as

~L(�; X; y ) = L(�; X; y ) + � k� k

With the same reasoning as before, we will now compute its gradient to understand how L1
regularization a�ects the weight updates.

r � ~L(�; X; y ) = r � L(�; X; y ) + �sign (�)

We can now notice how the two regularization techniques are di�erent. In particular, with L1
regularization, its contribution to the gradient no longer scales linearly with each � i ; instead, it is
a constant factor (� ) with a sign equal to sign(� i ).

In contrast to L2 regularization, L1 regularization (with a su�ciently large � ) results in a more
sparse1 solution. In this context, sparsity refers to the fact that some parameters have an optimal
value of zero, so the model is encouraged to ignore the corresponding input features. For this reason,
L1 regularization is often used in practice as afeature selection mechanism 2.

Conclusive notes on parameters regularization

These forms of regularization can be interpreted in two ways.

On one side, from aMAP perspective , they are equivalent to specifying a prior distribution on
the weights' values. In particular, the L2 regularization corresponds to a Gaussian prior on the
weights, while the L1 regularization corresponds to a Laplace prior.

On the other side, they can be regarded as a form ofconstrained optimization . In particular, if

 is the L2 norm, then the weights are constrained to lie in an L2 ball. If 
 is the L1 norm, then
the weights are constrained to lie in a region limited by the L1 norm (multi-dimensional rhombus).

This concept is explained visually in �g. 2.3.

1 In mathematics, a sparse solution refers to a solution where most of the coe�cients or variables are
zeros.

2Feature selection in machine learning refers to the process of selecting a subset of relevant features
from a larger set of variables to improve model accuracy and e�ciency.
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Figure 2.3: Position of the optimal solutions (w � ) using L1 (left) and L2 (right) regulariza-
tion, considering a 2-dimensional parameters vectorw. Here, the ellipses represent curves of
losses (with zero loss in the centers) in the parameter space, while the grey areas represent
the constraints. w � represents the optimal set of parameters (the one we usually denote as
� � ) in the two cases. We can notice that, due to their resulting sharp shape, the constraints
of L1 regularization are more likely to be satis�ed in the corners, where some coordinates
of � (in the �gure called w) are zeros.

2.1.2 Ensemble Methods

The idea behind ensemble methods is to use a �nite amount of di�erent machine learning models
to obtain better performance than any one of them alone. The reason that ensemble techniques
work is that di�erent models would usually make di�erent mistakes on the test set, with some of
them canceling each other out.

There are two main approaches to ensembling:

1. Train di�erent model classes (Linear Regression, Decision Tree, Neural Network) on the same
data and then aggregate the predictions

2. Train the same model class on di�erent data (sampled from the original dataset) and aggregate
the predictions

In this section, we explore two ensemble methods: bagging and dropout.

2.1.3 Bagging

Bagging [5] (short for bootstrap aggregating) is a technique for reducing generalization error by
combining several models.

The procedure, as shown in Figure 2.4 is the following:

1. We createk bootstraps by sampling from the training set with replacement
2. For each bootstrap we train a classi�er, to obtain k di�erent classi�ers
3. Our �nal prediction is a combination of the predictions of the di�erent classi�ers



2.1 Regularization 41

Figure 2.4: Bagging porocedure

2.1.4 Dropout

Dropout [41] is a computationally inexpensive technique to regularize a broad family of models.
In practice, it consists of ignoring a subset of neurons (chosen at random) during each training
iteration. It is regarded as an ensemble technique because it is equivalent to creating an ensemble
of all sub-networks that can be formed by removing non-output units from an underlying base
network, as shown in �g. 2.5.

Figure 2.5: Dropout as an ensemble

We now analyze the modi�cations that the use of dropout introduces in both the training and test
stages.

Training Stage

Let y[l ] be the input to the (l + 1) th layer in the network, f an activation function, and � [l ] and b[l ]

be respectively the weights and bias parameters at that layer.

As we have already seen, in thestandard feed-forward con�guration we have

z[l +1] = � [l +1] y[l ] + b[l +1]

y[l +1] = f (z[l +1] )

By introducing dropout , we ignore a subset of neurons (chosen at random) during each training
iteration.

More formally, to train with dropout, we follow this procedure.
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First, each time we load an example into a mini-batch, we randomly sample each component of the
mask r [l ] (which is the mask that decides which neurons should be kept at layerl for that speci�c
mini-batch) from a Bernoulli distribution with parameter p (the probability of keeping a neuron
active during training time). Using this mask we compute ~y[l ].

r [l ] � Bern(p)

~y[l ] = r [l ] � y[l ]

Then we compute the input of the next layer as in the standard con�guration, but this time using
~y[l ] instead of y[l ].

z[l +1] = � [l +1] ~y[l ] + b[l +1]

y[l +1] = f (z[l +1] )

Test Stage

At test stage we have mainly two solutions to include the dropout.

The �rst solution is to approximate with sampling . Here, we �rst do a limited number of
forward passes of the network with dropout behaving the same as in training. Then, we average
the obtained results. However, as one can imagine, this solution is computationally expensive, thus,
a better one needs to be found.

An alternative solution, which is generally preferred, is theweight scaling inference rule . The
idea behind this solution is to make the expected total input to any unit at test time equivalent
to the expected total input at training time. To do that, as we know by the hypothesis that
r [l ] � Bern(p), we can de�ne and use new parameters~� de�ned as

~� = E[r [l ] �] =
X

r [ l ] 2 [0;1]

p(r [l ])r [l ] � = p� + (1 � p)0 = p�

As a consequence, in practice, we scale byp the weights of each neuron in the testing phase.

For many classes of models that do not have nonlinear hidden units, the weight scaling inference
rule is exact. In case the model contains nonlinearities this rule is no longer exact, but it still
provides a good approximation of the true geometric mean of the ensemble.

Figure 2.6: Test error for di�erent architectures with and without dropout

Dropout and bagging

We conclude this section by comparing the two ensembling methods we have just seen.
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Dropout Bagging
Models share parameters Models are independent

Trains (partially) only a small percentage of the models Trains all models until convergence

Table 2.1: Dropout vs bagging

2.1.5 Data Normalization

Another regularization technique is data normalization .

Di�erences in scale, of both input data and target values, may have a signi�cant e�ect on the
resulting model.

In particular, in the input large input values could result in large weight values thus making the
predictions unstable.

On the other side, atarget variable with large variance can make thetraining process unstable.
Hence, it is often useful to normalize the data before training a model. We will now analyze how
this should be done.

Let X be our input data, and x i a particular data point.
Then the mean and the standard deviation of the data are:

� =
1
n

nX

i =1

x i

� =

vu
u
t 1

n � 1

nX

i =1

(x i � � )2

Thus, we normalize X (per feature, per channel, etc.) in the following way to obtain X N

(N=normalized)

X N =
X � �

�

Important : during testing, we must use the same mean and standard deviation as in training,
not a new one. This allows the model to be evaluated on a single example, without needing to use
de�nitions of �; � that depend on an entire minibatch.

2.1.6 Batch Normalization

In the case of a very deep network, however, normalizing only the input and output values is not
su�cient. Only normalizing the input may help in learning the �rst layer's parameters, but after
that, data is likely to not be normalized again.

Batch normalization [17] has been proposed to tackle this problem. The idea behind this technique
is to also normalize the activations computed at each intermediate layer.
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Figure 2.7: Batch normalization

Training phase

At training time , for each mini-batch of intermediate activations z1; : : : ; zm , we compute their
mean and the standard deviation:

� =
1
n

nX

i =1

zi

� 2 =
1

n � 1

nX

i =1

(zi � � )2

Thus, we do the batch normalization in the following way

znorm
i =

zi � �
p

� + � 2

~zi = 
z norm
i + �

where � is a small value added for numerical stability and
; � are learnable parameters that adjust
the mean and the variance at that layer.

Test phase

At test time , �; � might be replaced by running averages that were collected at training. As said
before, this allows us to evaluate the model on a single example, without estimating�; � over an
entire mini-batch.

Here are some observations on batch normalization:

ˆ The bias term in a linear layer (or a convolutional layer) is redundant if you use batch
normalization after it

ˆ Batch normalization makes weights in deeper layers more robust to changes than weights in
the shallower layers of the network

ˆ Each mini-batch is scaled by the mean/variance computed on just that mini-batch. This
adds some inherent noise within that mini-batch (similar to dropout). Therefore it has a
slight regularization e�ect.
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2.1.7 Data Augmentation

The best way to make a machine learning model generalize better is to train it on more data.
However, acquiring training data is expensive.

One way to get around this problem is to create new fake data byaugmentating the real one. This
technique is calleddata augmentation .

For some machine learning tasks, such as image classi�cation, it is reasonably straightforward to
create new data.

However, we need to ensure consistency between transformed input and label, we have to avoid
transformations that would change the correct class. In �g. 2.8 we can see two examples of
inconsistent data augmentation.

Figure 2.8: Example of inconsistent data augmentation in classi�cation (left) and regression
(right)

Thus, the goal of data augmentation is obtaining new samples by exploiting invariances (classi�cation)
or equivariances (regression) of the target function.

These are some examples of transformations used for data augmentation:

ˆ Geometric transformation : translations, rotations, �ipping, scaling, cutting, noise injec-
tion

ˆ Noise injections : enforce robustness to noise perturbations

These are some useful links and packages to perform data augmentation:

ˆ torchvision.transform
ˆ albumentation, check out online demo
ˆ imgaug

2.1.8 Transfer learning

Another possible problem when training our neural network is a small dataset size. Generally,
training only on a small amount of data leads to poor generalization of the model.

A solution to this problem takes the name of transfer learning .

Its idea is to �rst train the network on another task, where mode data is available, and then,
�ne-tune the trained network on your original task.

The features learned from a large dataset can be instrumental for the new task
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Figure 2.9: Transfer Learning

2.1.9 Pre-existing architectures

Often, the �rst step can be avoided by using pre-existing architectures, already trained for a
speci�c task and dataset. Among the bene�ts of using these architectures are modularity and
built-in regularizers. Some examples of available models are AlexNet, ResNet, VGG, DenseNet,
and Inception.

If you are interested in seeing how transfer learning works and can be implemented in practice we
recommend you to take a look at this tutorial.
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2.2 Activation functions

Activation functions make the layer-to-layer mappings non-linear. Without activation functions, a
neural network would only implement a�ne mapping.

Figure 2.10: Activation function

The family of activation functions is mainly divided into two groups: logistics and the recti�ed
linears.

In this section, we discuss some of the most used on the two sides and we analyze their properties.

2.2.1 Logistic activations

Sigmoid

f (x) = � (x) =
1

1 � e� x

f 0(x) = � (x)(1 � � (x))

This function has the advantages of being di�erentiable everywhere and of having a �nite range
(0; 1), which makes it suitable for mapping to a probability space as an output.

However, it is not the most used function (especially for hidden units) nowadays because it saturates
across most of its domain: to a high value for large positive inputs and a low value for large negative
ones, leading to diminishing gradients.
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Hyperbolic Tangent (tanH)

f (x) = tanh(x) =
ex � e� x

ex + e� x

f 0(x) = 1 � f (x)2

The tanh function is a scaled sigmoid function (tanh(x) = 2 � (2x) � 1).

Similarly to the sigmoid function, it is di�erentiable everywhere and it has a �nite range (in this
case(� 1; 1)). As can be seen in Section 2.2.1, it also shares the drawback of saturating across most
of its domain.

However, it typically performs better than the sigmoid function because it more closely resembles
the identity function, in the sense that tanh(0) = 0 while � (0) = 0 :5, and for this reason training
a model with a tanh activation function resembles the training of a linear model (as long as the
activations of the layer are kept small enough to avoid saturation). This makes the training of the
model easier.

2.2.2 ReLU and its variants

ReLU

f (x) = max(0 ; x)
f 0(x) =

(
0 if x < 0
1 otw

The recti�ed linear unit (ReLU) is very similar to a purely linear unit with the only di�erence in
that it outputs zero for half of its domain. This behavior bears both advantages and disadvantages.

Among the advantages, the piecewise linearity greatly accelerates the convergence of gradient-based
optimization algorithms, especially when compared to the sigmoid and tanh functions. Moreover, it
is computationally cheap to compute.

On the other hand, it may be a source of instability during learning. Its unbounded output range
([0; 1 )) can blow up the activation and destabilize the training. Moreover, units with negative
activations get no update (the gradient is zero forx < 0). This last phenomenon is commonly
referred to as the �dying� ReLU problem.
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Some possible solutions to the �Dying� ReLU problem are the following. First, one can use a slightly
modi�ed version of this function. Among them, are Leaky ReLU, Parametric ReLU, ELU, SELU,
and GELU. We will discuss this later in this section. Second, a careful initialization of the weights
can help. Then, it becomes more probable that the recti�ed linear units will be active from the
beginning for most inputs in the training set, which enables the derivatives to pass through.

Leaky ReLu

f (x) =

(
�x for x < 0
x for x � 0

f 0(x) =

(
� if x < 0
1 if x � 0

where � is a small positive constant.

Randomized Leaky ReLU

The Randomized Leaky ReLU is a variation of the leaky ReLU. It adds a small random negative
slope to negative activations instead of a �xed one.

It means that at training time the slope value is sampled from a uniform distribution ( � � U (a; b),
� ), while at test time � is set to its expected valuea+ b

2 .

2.2.3 Final considerations on activation functions

The process of determining which activation function to use in practice is not a simple task.

In reality, there is no de�nitive victor in the design process, as it involves a signi�cant amount of
experimentation and observation of the modeled system. Nevertheless, based on our experiences
thus far, there are a few key takeaways:
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ˆ Di�erentiability everywhere is good but it's not strictly necessary
ˆ Piecewise Linear and non-saturating activations are generally better for hidden layers (faster

convergence)
ˆ Sigmoid and Softmax are necessary for probabilistic outputs (Bernoulli and Multinoulli

distributions)
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2.3 Optimization Algorithms

The question we address in this section is

How should we update model weightswij in order to minimize a loss function L?

To do that, we �rst introduce the Gradient Descent algorithm and some of its variations (Sec-
tion 2.3.1). Next, we will examine the challenges associated with this algorithm and the methods
currently used to address them (Section 2.3.2).

2.3.1 Gradient Descent and its variations

The state-of-the-art methods for training DNNs are almost all variations of gradient descent (also
known as Batch GD). The idea of this approach is to follow the direction of the slope of the objective
function's surface downhill.

Figure 2.11: Intuition behind gradient descent

Batch Gradient Descent

First, we analyze the original version of the GD algorithm, the so-called Batch Gradient Descent
or, simply, GD.

Let L : Rd 7! R be a di�erentiable objective function, � the parameters of the network and� be
the learning rate. The sequence produced by gradient descent is de�ned as:

� t +1 = � t � � r � L (�)

where r � L(�) is the loss function's gradient w.r.t the parameters � computed on the entire
training set.

Stochastic Gradient Descent

When working with large datasets, the computational cost of using Batch GD can become too high
due to its linear growth with the number of samples. To address this, a modi�ed version of GD
called Stochastic Gradient Descent (SGD) can be used. Its idea is to only evaluate the gradient
for a sample[i ] 2 n (where n is the total number of training samples) randomly sampled from a
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uniform distribution over the training set.

� t +1  � t � r � L (�; x ( i ) ; y( i ) )

Theoretically, SGD provides an unbiased estimation of the actual gradient. However, it has a high
variance and there is no guarantee that the loss function will decrease with each iteration.

Apart from that, introducing stochasticity in the process can help to �nd new and potentially better
local minima, which is particularly useful for non-convex functions. However, this can also make it
more di�cult to reach the minimum due to stochastic �uctuations near a smoothed minimum. In
practice, it is necessary todecrease the learning rate over time for SGD to converge.

From a computational perspective, SGD is much more e�cient than GD. Each iteration of SGD is
n times cheaper than GD, as it only has to compute the gradient on a single sample instead of the
entire dataset.

Mini-batch GD

The mini-batch GD is a variant of GD that lies in between GD and SGD. Its idea is the following.

At each iteration, we sample a mini-batch of m samples from the training set f x (1) ; :::; x (m ) g
together with the corresponding targets f y(1) ; :::; y(m ) g. Then, we compute the gradients for these
samples and average them to get a �nal estimate.

ĝ =
1
m

r �

X

i

L (f (x ( i ) ; �) ; y( i ) )

Finally, we update the parameters � :

� ( t +1)  � ( t ) � � ĝ

This version of GD is faster than the Batch GD because it goes through a lot fewer data points
than the Batch GD (entire dataset). In addition to that, it reduces the variance of the gradient
estimate, when compared to the SGD, and thus guarantees more stable convergence.

Finally, it enables parallelization over up to m processors.
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2.3.2 Challenges in Optimization and some solutions to them

In this subsection, we present solutions to two common problems that often occur in gradient-based
optimization. In particular, we address two questions.

How can gradient descent be modi�ed to avoid a slow down in regions of small gradient norms?

We will see two methods (commonly referred to asheavy ball methods ) able to accelerate the
convergence of the gradient descent in the aforementioned regions.

How can the e�ective step size be adapted per dimension?

We will see Adagrad and RMSProp: two methods that are able to adapt the learning rate per
dimension.

Finally, we will analyze the most used optimization algorithm in deep learning, the Adam algorithm,
which combines the two approaches presented before.

Polyak's Momentum

In some cases (especially characterized by apoor condition number 3 of the Hessian Matrix
of the loss function w.r.t. the parameters) the loss function changes very slowly in one direction,
while being very sensitive to another one. In such cases, the SGD will zig-zag for a long time before
reaching convergence.

The direction of the gradient in this case is not aligned with the direction toward the minima. The
updates give us very slow progress in the shallow dimension (the one corresponding to the small
gradients) and jitter in the other one. This problem becomes even more common in high-dimensional
spaces.

One solution to this problem is to use amomentum term that accelerates SGD in the relevant
direction thus dampening oscillations.

3Conditioning refers to how rapidly a function changes with respect to small changes in its inputs.
Functions that change rapidly when their inputs are perturbed slightly can be problematic for scienti�c
computation because rounding errors in the inputs can result in large changes in the output.[21]
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The �rst momentum-based algorithm was proposed by Polyak in 1964.

The main challenge for this algorithm was to improve learning speed, particularly when dealing
with high curvature of loss functions. It needed to handle both small, consistent gradients and noisy
ones, like those found in mini-batch GD. To address this, the momentum algorithm accumulates
an (exponentially decaying) moving average of past gradients and continues to move in their
direction.
Formally, the momentum algorithm introduces a variable v that plays the role of velocity ; it is
the direction and speed at which the parameters move through parameter space. Essentially, the
velocity is a weighted sum of previous gradients, with more weight given to the most recent ones.
A hyperparameter � 2 [0; 1) determines how quickly the previous gradients' contributions decay.
The update rule is given by:

v  �v � � r �

 
1
m

mX

i =1

L(f (x ( i ) ; �) ; y( i ) )

!

� t +1  � t + v

The larger � relative to � , the more previous gradients a�ect the current direction .
Hence, the step size gets larger when many successive gradients point in the same direction.

Figure 2.12: SGD+momentum solve stuck points and poor condition

However, Polyak's momentum has been proved not to converge in the very simple case of a strongly
convex and smooth function for carefully chosen� and � .

A solution to this problem is given by Nesterov's momentum .

Nesterov's Momentum

Nesterov's Momentum pursues the same idea as Polyak's Momentum but evaluates the gradient
directly in the estimated � + �v rather than in � .

v  �v � � r �

 
1
m

mX

i =1

L(f (x ( i ) ; �+ � v ); y( i ) )

!

� t +1  � + v

The idea is to give less weight to the velocity factor and more weight to the gradient.

Instead of evaluating the gradient at the current position (red circle), we know that our momentum
is about to carry us to the top of the green arrow. With Nesterov momentum we therefore instead
evaluate the gradient at this "looked-ahead" position.
However, this notation is a little bit annoying since usually, we want to evaluate the loss and the
gradient at the same point, while here we are computing the loss inx t and the gradient in x t + �v ,
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Figure 2.13: SGD+Momentum (left) and SGD+Nesterov's Momentum(right)

but we can do a change of variables (~� t = � t + �v t ) to obtain

vt +1  �v t � � r �

 
1
m

mX

i =1

L(f (x ( i ) ; ~� t ); y( i ) )

!

~� t +1  ~� t � �v t + vt +1
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2.3.3 Adaptive Learning Rate: Adagrad and RMSProp

As we said before, momentum is not the only way for stabilizing the gradient oscillations. Another
solution is to adapt the learning rate to the parameters.

With adaptive learning rate strategies ideally, we would like to make smaller steps for �steeper�
directions in the cost function. To do that, we make the step size inversely proportional to past
gradients' magnitude, so that

ˆ The learning rate for dimensions with large gradients decreases rapidly
ˆ The learning rate for dimensions with small gradients is slightly increased
ˆ The parameters change faster in the more gently sloped directions of the parameter space

The two most known adaptive learning rate strategies are Adagrad and RMSprop.

Adagrad keeps a sum of the past gradient's second moments (squared gradients) for each dimension
and divides the current gradient by a quantity proportional to that sum. As a result, if a dimension
has a really small gradient it will be divided by a small quantity and its magnitude will increase,
while in the opposite case, its magnitude will be decreased.

However, the accumulation of squared gradients from the beginning of training can result in a
premature and excessive decrease in the learning rate. A solution to that is given byRMSprop .

RMSprop , instead of just summing up the squared gradients and making them accumulate during
training, takes an exponentially weighted moving average, which allows discarding history from the
extreme past, with exponential decay.

Figure 2.14: Adagrad and RMSProp

2.3.4 Adaptive Moment Estimation (Adam)

The idea of Adam is to collect both �rst (momentum, velocity) and second-order (Adagrad/
RMSProp) moments of the gradient mixing momentum and adaptive learning rate approaches.
Let � 1; � 2 be the exponential decay rates for moment estimates,� 0 the initial parameters vector
and � the step size.
The Adam algorithm then proceeds in the way described in Algorithm Algorithm 2.

Here are some additional observations about this algorithm.
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Algorithm 2 Adam algorithm
m0  0, v0  0, t  0
while � t do not convergedo

gt  r � f (� t � 1) . get gradients
mt  � 1mt � 1 + (1 � � 1)gt . update 1st momentbiased extimate
vt  � 2vt � 1 + (1 � � 2)g2

t . update 2nd momentbiased extimate
m̂t  m t

1� � t
1

. compute bias-corrected 1st order estimate
v̂t  vt

1� � t
2

. compute bias-corrected 2nd order estimate

� t  � t � 1 � � m̂ tp
v̂t + �

. update parameters
end while

Without computing the bias-corrected estimates, after one updatev̂t would be biased towards zero
due to their initializations. Thus, to do the update, we would be dividing by a very small number
and hence doing a very large step at the beginning, just because of the zero-initialization.

Note that the � (often � � 10� 7) is added for numerical stability since we are dividing by
p

v̂t ,
which could be very small.
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2.4 Last practical suggestions

In this last section, we provide some suggestions about how to train a neural network in practice,
given the theoretical foundation given in the sections before.

2.4.1 Learning rate

All the optimization methods we have analyzed before have a learning rate as a hyperparameter,
which must be tuned according to the speci�c task.

A common strategy is to set a �xed initial learning rate and then modify it throughout the training.
There are mainly three ways to do that:

1. Step decay:� t +1 = � 0 � � b t
� c, � 2 (0; 1)

2. Exponential decay: � t +1 = � 0 � e� kt , k > 0
3. Time based decay:� t +1 = � 0

1+ kt

A common strategy is to �rst start without using any decay and introduce it later on.

2.4.2 Ensembles of different models

In section 2.1.2 we have seen that ensembles of di�erent models can improve the performance of a
single model. In this chapter, we discuss how this can be done in practice.

To remind you, the idea behind ensemble methods is to train multiple models independently, and
then, at test time average their results.

There are a few approaches to forming an ensemble.

The �rst approach is to use the same model, with di�erent hyperparameters initializations. Use
cross-validation to determine the best hyperparameters, then train multiple models with the best
set of hyperparameters but with di�erent random initialization. The possible limitation here is
that the only source of variance in this method is initialization.

Another possible approach is to use the top models discovered during cross-validation. Use cross-
validation to determine the best hyperparameters, then pick the top few (e.g. 10) models to form
the ensemble. This improves the variety of the ensemble but has the danger is including suboptimal
models. In practice, this can be easier to perform since it doesn't require additional retraining after
cross-validation.

The third approach is to use di�erent checkpoints of a single model. If training is very expensive,
some people have had limited success in taking di�erent checkpoints of a single network over time
(for example after every epoch) and using those to form an ensemble. Clearly, this su�ers from
some lack of variety, but can still work reasonably well in practice. The advantage of this approach
is its low computational cost during training.

The fourth approach is to use a running average of parameters during training. This is similar
to the previous approach, but instead of taking checkpoints at �xed intervals, we take a running
average of the parameters over time. This is equivalent to taking the average of the parameters of
the last few epochs. This is a very cheap way to form an ensemble, but it has the disadvantage
that it can only be used at test time since the running average is not a valid set of parameters for



2.4 Last practical suggestions 59

the model.

2.4.3 Fast Geometric Ensembling

Garipov et. al. [10] proposed an approach called Fast Geometric Ensembling (FGE). They found
that local minima are connected by simple curves with almost constant training and testing loss.

Figure 2.15: Loss surfaces

Notice that in each panel a direct linear path between each mode would incur high loss.
The key idea is to follow these curves of constant loss to explore new local minima.
More formally they have suggested the following procedure:

1. Train your model normally for about 80% of the training time
2. Adopt a cyclic LR for the remaining 20% of training time
3. Save checkpoints when LR is lowest
4. Ensemble all checkpointed models for inference

However, this approach has a drawback in terms of the required inference time. If we savek
checkpoints, the inference requiresk times the computations compared to a single model.

2.4.4 Stochastic Weight Averaging

Stochastic Weight Averaging (SWA) can be interpreted as an approximation to FGE ensembles but
with the test time, convenience, and interpretability of a single model.
The algorithm is the following:

1. Train your model normally for about 80% of the training time
2. Initialize wSW A with the weights from your pre-trained model
3. Adopt a cyclic LR for the remaining 20% of training time
4. For every cycle when the lowest learning rate is reached updatewSW A using a running

average

wSW A  
wSW A � nmodels + w

nmodels + 1
5. UsewSW A for inference

Note that if the DNN uses batch normalization, we run one additional pass over the data, to
compute the running mean and standard deviation of the activations for each layer of the network
with wSW A weights after the training is �nished, since these statistics are not collected during
training.
Here are some advantages of SWA:

ˆ Updating the running average is relatively cheap
ˆ Inference cost is the same as for a normal model
ˆ Easy to add to existing models
ˆ Can lead to huge performance increase
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3. Convolutional Neural Network

In this chapter we introduce the concept of convolutional neural network (CNN), a class of neural
networks that is particularly suited for image processing tasks. In Section 3.1 will start by giving
an overview of the di�erent tasks that can be solved with CNNs. In Section 3.2 then introduce the
neuroscienti�c basis for CNNs. Next, in Section 3.3 we present the convolution operation, which is
the mathematical operation at the basis of convolutional layers. Finally in Section 3.3.5 we present
the architecture of a CNN and the di�erent layers that compose it. We conclude the chapter with
Section 3.5 which contains some practical observations which may be useful for exercises.

3.1 Introduction

Many tasks in the �eld of computer vision can be modelled with CNN:

ˆ Classi�cation : assigning an input image to a speci�c category or label
ˆ Classi�cation and Localization : identifying the category of an object in an image and

also its location within the image
ˆ Object Detection : detecting and localizing multiple objects within an image
ˆ Instance Segmentation : identifying and segmenting individual objects within an image
ˆ 3D Body Pose Estimation : estimating the 3D position of a person's body parts
ˆ Eye Gaze Estimation: estimating the direction of a person's gaze from the position of

their eyes
ˆ Dynamic Gesture Recognition : identifying and recognizing human gestures and move-

ments in real-time
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Figure 3.1: Computer vision tasks addressed with CNN

3.2 The Neuroscienti�c Basis for CNNs

From a neuroscienti�c perspective, convolutional layers have been inspired by how the visual cortex
works. Particularly in�uential were the discoveries made by Hubel & Wiesel between 1959 and
1968.

Hubel and Wiesel introduced the concept of cell hierarchy in the visual cortex, where di�erent
types of cells hierarchically transform visual stimuli. They distinguished between simple, complex,
and hypercomplex cells, each playing a speci�c role in the processing of visual information.

Figure 3.2: Feature hierarchy as theorized by Hubel & Wiesel

An important �nding was that while simple cells (found at the lowest level of the hierarchy) are
susceptible to fuzziness and noise, complex cells are not. In particular, complex cells respond to
the largest output from a bank of simple cells to achieve oriented responses that are robust to
distortion.

The HMAX model is a biologically motivated architecture for computer vision that incorporates
these neuroscienti�c insights. It closely aligns with existing physiological evidence, particularly in
terms of the existence and operation of simple (S) and complex (C) cells at di�erent levels of the
visual hierarchy. Simple cells (S cells) are tuned to speci�c stimuli and typically have small
receptive �elds. Given an input x, the responsey of a simple cell is computed as follows:

y = exp

0

@�
1

2� 2

n s kX

j =1

(wj � x)2

1

A (3.1)

On the other hand, complex cells (C cells) combine the outputs from multiple simple cells to
increase invariance and receptive �eld size. The output of a complex cell is computed as follows:

y = max
j =1 ;::;n C k

(x j ) (3.2)
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Research has shown that through many iterations of these operations, complex objects can be
constructed from low-level features.

Figure 3.3: HMAX model

In the following pages we will see how this structured hierarchic model can be translated into a
neural network architecture using convolution operations.

3.3 Convolution operation

CNNs owe their name to the convolution operation, which is the mathematical operation at the
basis of convolutional layers. For this reason, before diving into the details of CNNs, we will �rst
present the concept of convolution and we will give an intuition of why this operation works well
for image processing.

3.3.1 Convolutions as linear, shift-equivariant transforms

In deep neural networks (DNNs), our goal is to transform a given input signalf into a more
informative representation using an operatorT. Among the various operators, convolutions are
an interesting class because, through their parameterization, they can express any linear, shift-
equivariant transform.

For readers who may not be familiar with the concepts of linearity, invariance, and equivariance, we
will provide a brief recap here as these concepts are essential for understanding the following pages.

Given a transform T, a function f , and two input vectors u and v, as well as scalars� and � :
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A transform T is linear if:

T(� u + � v ) = T(� u) + T(� v ) (3.3)

A transform T is invariant to f if:

T(f (u)) = T(u) (3.4)

Invariance is a property we want to exploit in classi�cation tasks. For example, if we have an image
of a cat and we shift every pixel by one unit, the image should still represent a cat. In other words,
the classi�er should be invariant to the shift of one pixel.

A transform T is equivariant to f if:

T(f (u)) = f (T(u)) (3.5)

We desire equivariance for tasks such as edge detection1. When there is an edge present in the
input image and we apply the function f to shift the image content, we want the edge detector to
also shift its response (the position of the edge) along with the functionf .

3.3.2 From linear �ltering to convolution

Now we are interested in investigating how we can obtain a speci�c type of linear transform that
can express convolution.

Linear operations can be represented as follows:

I 0(i; j ) =
kX

m = � k

kX

n = � k

K (m; n)I (i + m; j + n) (3.6)

Here, I represents the input image,I 0 is the output of the operation, K is the kernel of the operation,
and (2k + 1) � (2k + 1) is the dimension of the �lter. Note that the multiplied kernel K does not
depend on(i; j ), the position of the current pixel in the image.

In a linear transform, the value of the kernel K , which is applied to each point of the image, depends
on both the position on the image (i; j ) and the position of the neighboring point (m; n) with
respect to (i; j ). This dependency on the speci�c position(i; j ) makes the linear transform not
shift-equivariant. To achieve shift invariance, we need to remove the dependency on the position
(i; j ), which can be done by considering kernels that are constant over the image. From now on, the
kernel K will be represented by a constant matrix, and we will write K (m; n).

In practice, to perform a shift-equivariant linear transformation, we move the �xed kernel over the
entire input image. This process is known as convolution.

3.3.3 Correlation

Correlation (referred also as cross-correlation operation in the �eld of ML) is a particular case of
shift-equivariant linear �ltering.

In correlation, a �xed spatial pattern is shifted over the image, and the response is recorded as
the pattern is applied to di�erent patches. The response is computed by multiplying the pattern

1Edge detection is the process of identifying and highlighting the boundaries of objects in an image or
video.
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with the under-lighted portion of the image. If the elements are similar (indicating parallelism in
Euclidean space), the outputs will be high, whereas dissimilar elements will yield low outputs.

The ability to perform pattern matching 2 (�nding a pattern when the correlation between the
kernel and the input pixels is high) makes the correlation operation particularly useful in object
detection.

For instance, given a3 � 3 kernel K and an input image I , the output of the correlation operation
for each cell(i; j ) can be computed as follows:

I 0(i; j ) = c11I (i � 1; j � 1) + c12I (i � 1; j ) + c13I (i � 1; j + 1) + c21I (i; j � 1) + c22I (i; j � 1)
(3.7)

+ c23I (i; j � 1) + c31I (i + 1 ; j � 1) + c32I (i + 1 ; j ) + c33I (i + 1 ; j + 1) (3.8)

Figure 3.4: A visualization of correlation for a pixel in position (i; j )

In general, for a 2k � 2k kernel, the correlation operation can be expressed as:

I 0(i; j ) =
kX

m = � k

kX

n = � k

K (m; n)I (i + m; j + n) (3.9)

3.3.4 Difference between convolution and correlation

The concepts of convolution and correlation are closely related. In particular, the convolution
operation is de�ned as

I 0(i; j ) = ( I � K )( i; j ) =
kX

m = � k

kX

n = � k

I (i � m; i � n)K (m; n) (3.10)

which can be seen as a correlation (see Equation (3.9)) with a �ipped kernel.

However, there are di�erences between convolution and correlation. One important distinction
is that convolution is commutative, which means that the order of the operands can be swapped

2Pattern matching in computer vision refers to a set of computational techniques which enable the
localization of a template pattern in a sample image or signal.
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without changing the result. Therefore, we can equivalently write:

I 0(i; j ) = ( I � K )( i; j ) =
kX

m = � k

kX

n = � k

K (i � m; i � n)I (m; n) (3.11)

=
kX

m = � k

kX

n = � k

K (m; n)I (i � m; j � n) = ( K � I )( i; j ) (3.12)

In practice, the latter formula is often preferred for implementation in machine learning libraries as
it allows for a smaller variation in the range of valid (m; n) values. The commutative property of
convolution is the primary reason it is commonly used instead of correlation.

Additionally, it is worth noting that if the kernel satis�es K (m; n) = K (� m; � n), then correlation
and convolution become equivalent.

3.3.5 Convolution as matrix multiplication

Discrete convolution can be implemented using matrix multiplication.

Let's consider a 1D convolution operation with a 1D input vector I and a 1D kernelK . We can
express it as a Toeplitz matrix:

(I � K ) =

2

6
6
6
6
6
6
6
6
4

k1 0 : : : 0

k2 k1
...

k3 k2
...

... k3
...

0
... : : : km

3

7
7
7
7
7
7
7
7
5

2

6
6
6
6
6
6
4

I 1

I 2
...
...

I n

3

7
7
7
7
7
7
5

(3.13)

It is worth noting that the convolution operation is typically represented using an asterisk (� )
symbol.

For more practical details on this topic, please refer to the �rst exercise of the CNNs' pen and
paper homeworks.

3.4 Convolutional Neural Network

Now that we have introduced the concept of convolution and discussed why it is a suitable operation
for feature extraction from images, we can proceed to Convolutional Neural Networks (CNNs).

A CNN is composed of a sequence ofconvolutional layers interspersed with activation functions
and pooling layers , followed by a �nal dense layer (also calledfully connected ). The dense
layer aggregates the features extracted by the convolutional layers and produces the �nal output of
the network.

A typical layer of a convolutional network consists of three stages. In the �rst stage (Section 3.4.1),
the layer performs a set of convolutions in parallel, with each convolution having its own learnable
kernel. This process generates a set of activations, also known as feature maps. In the second stage,
each activation is then passed through a non-linear activation function, such as the Recti�ed Linear
Unit (ReLU). This stage introduces non-linearities and allows the network to capture complex
patterns and relationships within the data. In the third and �nal stage, a pooling operation (see
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Section 3.4.2) is employed. A pooling function replaces the output of the network at a certain
location with a summary statistic of the nearby outputs. This operation aggregates features and
obtains a representation at a lower resolution.

By combining these three stages, the convolutional layer extracts local features from the input
data, introduces non-linearities, and reduces the spatial dimensions of the features through pooling.
This hierarchical process helps the network learn hierarchical representations of the input data. In
addition to convolutional layers, CNNs also include a �nal dense layer. This layer aggregates the
features extracted by the preceding layers and produces the �nal output of the network.

Next, we will examine convolutional (Section 3.4.1), pooling (Section 3.4.2) and dense layers in
details.

Figure 3.5: A schematics visualization of a CNN (source)

3.4.1 Convolution layer

Convolution layer in practice

In CNNs, the �rst step of a convolutional layer involves applying convolution to an input image.
This is achieved by convolving a kernel (also referred to as a�lter in deep learning) with the entire
image. In practice, this involves sliding the kernel over the image spatially and computing dot
products.

Note that �lters must extend the full depth of the input volume, as illustrated in Figure 3.6. For
example, if we have an RGB image with three channels, we would apply ak � k � 3 �lter to it.

When taking the dot product between the �lter and a small 5 � 5 � 3 chunk of the image (resulting
in a 75-dimensional dot product + bias), the output is a single number.

We are now interested in deriving parameter updates formally in a convolutional layer. For simplicity,
we will focus on the case of a single �lter, as generalizing to multiple �lters is straightforward.

Mathematical derivation of the CNN layer

Let z[l � 1]
i;j be the output of the (l � 1)-th layer at position (i; j ), let w[l ]

m;n be the weight of the �lter
in position (m; n), and let b be the bias parameter (every convolutional layer has one bias parameter
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Figure 3.6: Convolutional layer with a 5 � 5 � 3 �lter

per �lter). We can write the output of the l-th layer as:

z[l ]
i;j = W [l ] � z[l � 1] + b =

X

m

X

n

w[l ](m; n)z[l � 1](i � m; j � n) + b (3.14)

Let L be the loss function and let againz[l ]
i;j be the output at the l-th layer in position (i; j ).

First, we perform the forward pass . We can express the derivative of the cost function with
respect to the output of the (l � 1)-th layer as:

� [l � 1](i; j ) =
@L

@z[l � 1](i; j )
=

X

i 0

X

j 0

@L
@z[l ](i 0; j 0)

@z[l ](i 0; j 0)
@z[l � 1](i; j )

(3.15)

=
X

i 0

X

j 0

� [l ](i 0; j 0)
@

P
m

P
n w[l ](m; n)z[l � 1](i 0 � m; j 0 � n) + b

@z[l � 1](i; j )
(3.16)

=
X

i 0

X

j 0

� [l ](i 0; j 0)w[l ](m; n) (3.17)

The last equality is a result of the fact that the only term in the sum that outputs the element
z[l ]

i 0;j 0 whose derivative is not zero is the one containingz[l � 1]
i;j , where i = i 0 � m and j = j 0 � n (or

equivalently, m = i 0 � i and n = j 0 � j ).

Figure 3.7: Blue pixels only contributes1 times to the computation of green pixel
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Next, we compute the backward pass :

� [l � 1](i; j ) =
X

i 0

X

j 0

� [l ](i 0; j 0)w[l ](i 0 � i; j 0 � j ) (3.18)

= � [l ] � ROT 180(W [l ])
| {z }

kernel �ipped

(3.19)

Finally we perform the parameters update :

@L
@w[l ](m; n)

=
X

i

X

j

@L
@z[l ](i; j )

@z[l ](i; j )
@w[l ](m; n)

(3.20)

=
X

i

X

j

� [l ](i; j )
@z[l ](i; j )

@w[l ](m; n)
(3.21)

=
X

i

X

j

� [l ](i; j )
@

P
m

P
n w[l ](m; n)z[l � 1](i � m; j � n) + b

@w[l ](m; n)
(3.22)

=
X

i

X

j

� [l ](i; j )z[l � 1](i � m; j � n) (3.23)

= � [l ] � ROT180(Z [l � 1]) (3.24)

3.4.2 Pooling layer

The pooling layer substitutes the output of the network at a speci�c position with a condensed
representation of the adjacent outputs, typically in the form of a statistical summary.

This operation reduces the size of the representations and makes them more manageable.

Figure 3.8: A visualization of the output of a pooling layer

It's important to note that the pooling operation is applied independently to each activation map.

Max pooling

One of the possible pooling operations is themax pooling , which outputs the maximum value
from the input within a given region.

Let's examine the forward and backward pass of a max-pool layer.
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