
Implicit Representation for Human Reconstruction

Introduction

Digital reconstruction of the human body is a rapidly growing research area in computer vision
and computer graphics that makes scenarios such as life-like mixed-reality (MR) and virtual-social
interactions possible. Recently, implicit neural representations have attracted much attention by
demonstrating their capability to seamlessly reconstruct 3D objects in arbitrary resolutions. This
has become another promising solution for digital humans, in addition to traditional triangle
meshes. In this project, we will explore implicit neural representations and reconstruct 3D human
bodies from multi-view images using the techniques of differentiable neural rendering.

Task

The goal of this project is to train an implicit representation (neural network) of human body that
enables the reconstruction of 3D meshes and rendering of images from novel view angles (Fig. d).
We provide multi-view RGB images of two different human subjects for training (10 views) and
validation (5 views). To simplify the training process, we provide a PyTorch code skeleton that
splits the implicit neural rendering pipeline into three main components (Fig. a, b, c). Your task is
to improve these components and achieve better reconstruction and rendering quality. To
evaluate and rank your submissions, we will compute a weighted score based on novel view
rendering performance (PSNR) and 3D surface reconstruction quality (Chamfer distance). You
need to submit the results of both subjects; the score of the “public subject” will be updated on
the leaderboard instantaneously, while the “private subject” score remains hidden until the
deadline.



Students are encouraged to reproduce and design algorithms/models based on the following
reference papers. Note that the three components are meant to help you understand the concept
of implicit neural rendering, thus you’re allowed to modify/replace them with your own pipeline if
needed. However, you must make sure that your code can produce results that have the same
format as the template code’s output.

Further Reading
Mildenhall et al. (2020) NeRF: Representing Scenes as Neural Radiance Fields for View
Synthesis
Peng et al. (2021) NeuS: Learning Neural Implicit Surfaces by Volume Rendering for Multi-view
Reconstruction
Yariv et al. (2021) Volume Rendering of Neural Implicit Surfaces
Shao etal. (2021) DoubleField: Bridging the Neural Surface and Radiance Fields for High-fidelity
Human Reconstruction and Rendering

https://arxiv.org/abs/2003.08934
https://arxiv.org/abs/2003.08934
https://arxiv.org/abs/2106.10689
https://arxiv.org/abs/2106.10689
https://arxiv.org/abs/2106.12052
https://arxiv.org/pdf/2106.03798.pdf
https://arxiv.org/pdf/2106.03798.pdf


3D Human Pose and Shape Estimation from RGB
images

Introduction

Human body pose and shape estimation is a task that has many applications in entertainment,
AR/VR, robotics, human-computer interaction, health care etc. Recent methods approach this
problem by inferring sparse 2D/3D keypoints from RGB images. However, sparse keypoints do not
have enough information to reason about the interaction between humans and scenes. Therefore,
in this project we deal with estimating a parametric body model (SMPL) from RGB images.

Task

In this project, students will build systems that learn to predict 3D SMPL pose and shape
parameters of humans from RGB images. Given RGB images centered around humans, the goal
is to build models that predict the joint rotations and shape coefficients of statistical body model
SMPL. A fully-supervised dataset with 3D annotations will be provided along with a baseline code.
An additional dataset with only 2D annotations will also be provided; students are encouraged to
explore semi-supervised approaches using these additional data with only 2D keypoint
annotations. For evaluation, L2 distance of joint locations and vertices between predicted and
ground-truth SMPL bodies will be measured.

Further Reading

Kanazawa et al. (2018) End-to-end Recovery of Human Shape and Pose
Kolotouros et al. (2019) Learning to Reconstruct 3D Human Pose and Shape via Model-fitting in
the Loop
Kocabas et al. (2021) PARE: Part Attention Regressor for 3D Human Body Estimation
Li et al. (2021) HybrIK: A Hybrid Analytical-Neural Inverse Kinematics Solution for 3D Human Pose
and Shape Estimation

https://arxiv.org/abs/1712.06584
https://arxiv.org/pdf/1909.12828.pdf
https://arxiv.org/pdf/1909.12828.pdf
https://arxiv.org/abs/2104.08527
https://arxiv.org/abs/2011.14672
https://arxiv.org/abs/2011.14672


Human Motion Prediction

Introduction

Predicting how human motion evolves in the short-term future is a task that has many
applications in human-computer interaction, computer vision, or robotics and is an important
building block in systems used for autonomous navigation (e.g. self-driving cars).

Human motion data can come in many forms. In this project, we are working with skeletal
representations, i.e. we represent the human body as a set of its major joints which is organized
in a tree-like, hierarchical chain that defines how the joints are linked together. Each joint is
parameterized as a rotation that defines how one bone segment must be rotated to obtain the
orientation of the following bone segment.

Task
You are given sequences of pre-recorded human motion data and your task is to predict how the
motion continues for several frames in the future. You are expected to train and evaluate several
models that solve this task. Along with the data, you will receive a skeleton code written in pytorch
that can load the data, train a dummy neural network and visualize predictions. The code is only
meant as a guideline; you are free to modify it to whatever extent you deem necessary.

Further Reading
Martinez et al. (2017) On Human Motion Prediction Using Recurrent Neural Networks

Wang et al. (2018) Adversarial geometry-aware human motion prediction

Aksan et al. (2019) Structured Prediction Helps 3D Human Motion Modelling

Mao et al. (2019) Learning Trajectory Dependencies for Human Motion Prediction

Mao et al. (2020) History Repeats Itself: Human Motion Prediction via Motion Attention

http://openaccess.thecvf.com/content_cvpr_2017/papers/Martinez_On_Human_Motion_CVPR_2017_paper.pdf
http://openaccess.thecvf.com/content_ECCV_2018/papers/Liangyan_Gui_Adversarial_Geometry-Aware_Human_ECCV_2018_paper.pdf
https://ait.ethz.ch/projects/2019/spl/
https://arxiv.org/pdf/1908.05436.pdf
https://arxiv.org/pdf/2007.11755.pdf

