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• Library used for the project (Python 3 API)

• Automatic Differentiation and GPU acceleration

• Most popular deep learning framework
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Installation

• Local installation with CPU or GPU (CUDA and cuDNN) versions
requiring external packages (Python 3, NumPy, ...)

• Free cloud resources: Google Colaboratory

• ETH clusters: Student cluster for the project
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Up next

• Dynamic computational graphs

• torch.autograd

• torch.tensor

• Linear regression with torch.nn
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Computational graphs

A computational graph is a DAG representing a chain of mathematical
operations.
Example:

y = wx + b
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Computational graphs

Two types of computational graphs:

• Static (Tensorflow 1.x)

• Dynamic (PyTorch)
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Dynamic computational graphs

Graph defined implicitly as the forward computation is executed.

Advantages:

• More flexible

• Debug friendly

Disadvantages:

• No execution optimisation
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torch.autograd

• Autograd builds a graph recording all the operations executed
during the forward pass

• Input tensors on the leaves and output tensors on the roots

• Automatically compute the gradients using backpropagation by
tracing this graph from roots to leaves

Haonan Chen, Christian Metzner 2025-02-27 8



torch.autograd
Autograd represents the computational graph as a graph of Function
objects:

[towardsdatascience.com]
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https://towardsdatascience.com/computational-graphs-in-pytorch-and-tensorflow-c25cc40bdcd1


torch.autograd

Example of grad and grad_fn

[Understanding pytorch’s autograd ]
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https://amsword.medium.com/understanding-pytorchs-autograd-with-grad-fn-and-next-functions-b2c4836daa00


torch.tensor

• A PyTorch Tensor is nothing but an n-dimensional array

• Similar to NumPy ndarray but can run on GPUs (up to 50x
speedup depending on GPU model)

• PyTorch provides a lot of functions to manipulate tensors
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NumPy vs PyTorch

a=np.array([1,2,3,4])
b.numpy()

b=torch.tensor([1,2,3,4])
torch.tensor(a)

np.random.rand(2, 3) torch.rand(2, 3)
a.reshape(2,2) b.reshape(2,2)
a[:,0] a[0,:] a[0,0] b[:,0] b[0,:] b[0,0]
np.expand_dims(a,axis=0) b.unsqueeze(0)
... ...
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Data preprocessing

• Load data into a torch.tensor

• Apply preprocessing steps, e.g upscale-flip-grayscale
(torchvision.transforms package)

• Split in test/training set, shuffle and organise in batches (can do
everything with torch.utils.data.DataLoader)
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Linear regression with torch.nn

To-do list:

• Model architecture (torch.nn)

• Loss function (torch.nn)

• Optimiser (torch.optim)
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Model architecture

Linear regression: y = Wx + b

Linear Regression - The simplest "neural network"

model = torch.nn.Linear(...)
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Loss function

Mean Squared Error Loss:
L(W ) = 1

n

∑n
i=1(yi − ŷi )2

torch.nn.MSELoss()
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Optimizer

• Select optimization method (SGD, Adam, RMSProp, ...)

• Instantiate the optimiser indicating the parameters to optimise:

torch.optim.Adam(model.parameters(),
lr=learning_rate)

Note: We know that there is a closed form solution for linear regression
β̂ = (X T X )−1X T y , but depending on the problem at hand it’s often more
efficient to compute the solution numerically using SGD or some other
method.
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Optimizer

Multiple ways to select the parameters to optimize:

• Using requires_grad variable

• Using context manager torch.no_grad()

• Passing only the desired set of parameters to the optimizer
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Training

To-do list:

• Define number of epochs

• Set model in training mode (model.train())
• For each epoch:

1. Load batch (automatically done by DataLoader)
2. Erase the gradients buffer (optimizer.zero_grad())
3. Forward and Backward steps(loss.backward())
4. Update parameters (optimizer.step())

Haonan Chen, Christian Metzner 2025-02-27 19



Evaluating performance

Evaluating the model on a test set:

1. Set your model in evaluation mode (model.eval())

2. Disable gradient tracking (with torch.no_grad():)

3. Forward pass and metric evaluation
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Tracking progress

How to know how the training is going?

• Print out some statistics in the training loop (e.g. training error and
test error)

• TensorBoard, Weights & Biases etc.
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TensorBoard: Visualize and monitor

With tensorBoard you can visualise:

• Progress of specific metrics over time (e.g. loss, accuracy, ...)

• Image outputs

• Histograms of model parameters’ values

• Model architecture
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Tensorboard: Visualize and monitor

How does it work?

• As you run your training loop a SummaryWriter object saves the
value of some metrics in a file on disk (you specify the directory)

• You have to:

1. Instantiate the SummaryWriter object
2. Specify what metrics to track and/or what to plot
3. Flush and close
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On your own

• Model architecture

• Datsets and problems

• Hyperparameters

You can follow PyTorch 60 minutes blitz tutorials or refer to PyTorch
documentation.

Haonan Chen, Christian Metzner 2025-02-27 24

https://pytorch.org/tutorials/beginner/deep_learning_60min_blitz.html
https://pytorch.org/docs/stable/index.html


Questions ?
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