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Why RNNs?

So far: Fully Connected, Convolutional neural networks.

Problems:

• input is a fixed-size vector

• output is a fixed-size vector

• fixed amount of computational steps

We need a way to process and produce sequences of variable length.
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Processing sequences

Use Cases: •Signals over time (e.g., speech, ECG) •Image captioning
•Sentiment Classification •Machine Translation •Video (frames)
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How do we describe structure in a sequence?

-> through probability distributions, conditioned on the previous history
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Example: Character level Language Models

• Given a sequence of characters, what is the probability distribution
over the vocabulary for the next character ?

• Learn a model that computes: ∀v ∈ V , p(xt = v |x1, · · · , xt−1),
where V is the vocabulary

T o m a t _ −→ [(a, 0.00001), ..., (o, 0.9), ..., (z, 0.0)]

L a s a g n _ −→ [(a, 0.98), ..., (o, 0.002), ..., (z, 0.0)]
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Recurrence

• Input: x = [x1, · · · , xT ]

• Goal: define H = f ([x1, · · · , xT ])

• Requirements: (long term) memory, coherence
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Recurrence

• Idea 1: use an internal "memory state" to update with each new
input entry ht = ft (xt , h1:t−1)

• Problem: need to learn a different function at each time step
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Recurrence

• Idea 1: use an internal "memory state" to update with each new
input entry h = f (xt , ht−1)

• Idea 2: each memory state only depends on the previous one.
Same transition function across time steps: parameter sharing.
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Recurrence

ht = A(xt , ht−1) = A(xt , A(xt−1, ht−2)) = A(xt , A(A(A(...))))

Source
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https://colah.github.io/posts/2015-08-Understanding-LSTMs/


Vanilla RNNs

h(t) = f (h(t−1), x (t); θh) = tanh(Wh(t−1) + Ux (t) + b)

o(t) = g(h(t); θo) = Vh(t) + c
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Vanilla RNNs: details

• Matrices W , U, V and biases b, c are the learnable parameters of
the model

• For multi-class classification o would be the unnormalized log
probabilities (logits): ŷ (t) = softmax(o(t))

• In general: loss L =
∑T

t=1 L(t) =
∑T

t=1 L(y (t), ŷ (t))

• Note: Output and loss aren’t necessarily computed at each step
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Vanilla RNNs: everything together
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Backpropagation through time
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Backpropagation through time
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Reminder: hj = tanh(Whj−1 + Uxj )
For long enough sequences 2 possible outcomes:
• Exploding gradients (∼ ∞)
• Vanishing gradients (∼ 0)
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For long enough sequences 2 possible outcomes:

• Exploding gradients (∼ ∞) Gradient clipping

• Vanishing gradients (∼ 0) LSTM or GRU
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Gradient clipping

Let g ← ∂L
∂θ , threshold: T

θ′ =

θ − λg if ∥g∥2 < T

θ − λT g
∥g∥2

o.w.

Christian Metzner 2025-03-13 16



LSTM
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LSTM: details

• LSTM has 2 states, (c, h): c holds the memory and h holds the
information for the current output
• LSTM has 4 gates:

– Forget gate: Erases/keeps memory
– Input gate: Extracts information from input
– Output gate: Produces output
– Gate gate: Incorporates new input into memory
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GRU

Source: Colah’s post
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https://colah.github.io/posts/2015-08-Understanding-LSTMs/


Comparison
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Character level Language Model

Recall:

• Given a sequence of characters, what is the probability distribution
over the vocabulary for the next character ?

• Learn a model that computes: ∀v ∈ V , p(xt = v |x1, · · · , xt−1)

Model:

• One-hot encoding of characters

• Training sample (x , y ) where x is a sequence of characters and y
is a left shifted version of x
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Example

Source
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http://karpathy.github.io/2015/05/21/rnn-effectiveness/


Shakespeare dataset

• Shakespeare’s work in a text file
• Preprocessing steps:

– Tokenisation: represent text as a sequence of tokens
– Define vocabulary: mapping from character to integer (e.g. 66)
– Divide in sequences: chunks of text of a given length (e.g. 50)
– Divide in batches: split the sequences into groups (e.g. size 128)
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Sequence length

Problem:

• We want to do batch processing to increase speed (parallelise
computation) and performance (more accurate gradient estimate)

• Sequences in the same batch might differ in length (in fact they
almost always do)
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Sequence length

Solution 1: padding (torch.nn.utils.rnn.pad_sequence())

• Set a length for each batch (= maximum length in the batch)

• Extend sequences with the padding value to reach the fixed length

• Tell PyTorch which elements belong to the padding via masking
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Sequence length

Solution 2: padding and packing

• Pad the sequences

• Order by sequence length

• Pack the sequences: batch size defined per time step
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Sequence length

Solution 2: padding and packing

• Pad the sequences

• Order by sequence length

• Pack the sequences: batch size defined per time step

Be careful when extracting the results from a packed batch.
Here is a useful short guide to padding and packing.

Christian Metzner 2025-03-13 27

https://github.com/HarshTrivedi/packing-unpacking-pytorch-minimal-tutorial


The model

1. torch.nn.Embedding

2. torch.nn.LSTM

3. torch.nn.Linear

4. torch.nn.Softmax

5. torch.nn.CrossEntropyLoss
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Checkpoints

This time it’s probably going to take a while to reach satisfying results
with your model. In these cases checkpoints can be very useful.

1. Save your model status on disk (parameters, epoch number,
optimiser parameters, ...)

2. Reload what you have saved and resume training from where you
left off
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Text generation

Can we use our train model to generate new text?

Character-by-character generation:

1. Feed in the beginning of the sequence [x1, · · · , xI ]

2. Sample xI+1 from p(xI+1|x1, · · · , xI), which is the output of the
model

3. Feed the sampled character back in and repeat steps (2-3) until
the desired number of characters has been generated
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Text generation

Can we use our train model to generate new text?

Character-by-character generation:
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On your own

Play with this notebook:

• check the difference with other RNN cells (GRU)

• change hyper-parameters

• add regularization

• monitor training accuracy and add validation
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Appendix

For the curious/passionate:

• Writing your custom RNN cell

• Weight sharing in dynamic graphs

• Bi-directional RNNs
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Credits

Two great blog posts here:

• Andrej Karpathy’s blog

• Christopher Olah’s blog

Good resource for matrix calculus:

• Stanford CS231 "Vector, Matrix, and Tensor Derivatives"
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http://karpathy.github.io/2015/05/21/rnn-effectiveness/
https://colah.github.io/posts/2015-08-Understanding-LSTMs/
https://cs231n.stanford.edu/vecDerivs.pdf


Questions ?
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