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What and Why?

Regularization: Any modification to a learning algorithm intended to
improve its generalization error, but not its training error.1

1Goodfellow, I., Bengio, Y., & Courville, A. (2016). Deep learning
[http://www.deeplearningbook.org]. MIT Press.
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What and Why?

Ideal Scenario

• Model family being trained
includes the data generating
process but also many other
possible generating processes

• Regularization pushes or
restricts the solution space
towards the true generating
process
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What and Why?

Realistic Scenario

• Model family being trained
does not include the data
generating process

• Regularization tries to find the
model within the family that
best explains the true data
generating process

• It is more like trying to fit a
square peg into a round hole
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Overview

1. Parameter Norm Penalties

2. Dropout

3. Data Normalization

4. Batch Normalization

5. Data Augmentation

6. Pre-training (Transfer Learning)

7. Pre-existing architectures
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Parameter Norm Penalties

• Idea: add penalty term to the loss function that depends on the
weights of the network, usually specific norm of the weights

• Results depend on the norm: different norms will lead to different
preferences

L̃(θ; X , y ) = L(θ; X , y ) + λΩ(θ)

Note: Usually the penalty term does not include bias parameters
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L2 - Regularization

• Set Ω(θ) = 1
2∥θ∥

2
2

• L̃(θ) = L(θ) + λΩ(θ) = L(θ) + λ
2 ∥θ∥

2
2

• ∇L̃(θ) = ∇L(θ) + λθ

• One Stochastic Gradient Descent Step performs:

θ ← θ − α∇L̃(θ)

= θ − α(∇L(θ) + λθ)

= (1− αλ)
Weight Decay

θ − α∇L(θ)
Parameter Update
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L1 - Regularization

• Set Ω(θ) = ∥θ∥1 =
∑

i |θi |
• L̃(θ) = L(θ) + λΩ(θ) = L(θ) + λ∥θ∥1

• ∇L̃(θ) = ∇L(θ) + λsign(θ)

• L1 regularization prefers sparse solutions

• It is less used than L2 regularization in Neural Networks

• (Remember) Lasso regression and feature selection
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Additional Notes on Parameter regularization

• Penalties can cause the optimization to get stuck in local minima
with small weight values
• From Maximum a posteriori (MAP) Bayesian perspective it is

equivalent to specifying a prior distribution on the weights’ values
• Equivalent to imposing (implicit) constraints on the weights i.e.

restricting the solution space

Figure source
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https://medium.com/@pavanmeduri1_55193/l1-l2-regularization-409039dd111a


Small Detour: Ensemble Methods

Ensemble methods use finite amount of different machine learning
models to obtain better performance than any one of them alone.

• Train different model classes (Linear Regression, Decision Tree,
Neural Network) on the same data and then aggregate the
predictions

• Train same model class on different data (sampled from the
original dataset) and aggregate the predictions
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Ensemble Methods Example: Bagging

k different models, k datasets (sampled with replacement)

By Sirakorn - Own work, CC BY-SA 4.0
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Dropout

• Randomly ignore neurons during the training phase

• The idea is that the network will become more robust by relying on
a subset of nodes during each training iteration

Source Srivastava et al. 2014
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https://jmlr.org/papers/volume15/srivastava14a/srivastava14a.pdf


Dropout: Training Stage

Let y [l ] be the input to the (l + 1)th layer in the network, f an activation
function, and θ[l ] and b[l ] be the weights and bias parameters.

Standard feed-forward:

z [l+1] = θ[(l+1)]y [l ] + b

y [l+1] = f (z [l+1])

Feed-forward with dropout:

r l
j ∼ Bernoulli(p)

ỹ [l ] = r [l ] ⊙ y [l ]

z [l+1] = θ[l+1]ỹ [l ] + b

y [l+1] = f (z [l+1])
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Dropout: Test Stage

How does dropout behave at test time?

• Solution 1: approximate with sampling i.e. do limited number of
forward passes in the network where dropout behaves same as at
training time and take average of the result.
• Solution 2 (preferred): Weight scaling inference rule

– Idea: Expected total input to any unit at test time equals the
expected total input at training time (p := dropout probability during
training time) :

θ̃ = θp

– Approximates the true geometric mean of the ensemble
– Exact only for model with non-linearities, but works well in practice
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Dropout Efficiency

Figure: Test error for different architectures with and without dropout. View
Srivastava et al. 2014 for more details.
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Dropout as an Ensemble

Ensemble consisting of all sub-networks that can be formed by
removing non-output units from an underlying base network

Figure: Source Srivastava et al. 2014

Christian Metzner 2023-03-23 16

https://jmlr.org/papers/volume15/srivastava14a/srivastava14a.pdf


Dropout vs Bagging - Questions
• Dropout: models share weights
• Bagging: models are independent

True
• Dropout trains all possible subnetworks until convergence

False
• In bagging, we can represent an exponential number of models

with a tractable amount of memory

False
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Data Normalization

Scales matter:

• Scale in the input: large input values could result in large weight
values which make the predictions unstable

• Scale in the output: a target variable with a large spread in its
values can make the training process unstable
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Data Normalization
Why does it help during optimization?

Figure source
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https://www.jeremyjordan.me/batch-normalization/


Data Normalization
Let X be our input data, and x (i) a particular data point. Then the mean
and the standard deviation of the data are:

µ =
1
n

n∑
i=1

x (i)

σ =

√√√√ 1
n − 1

n∑
i=1

(x (i) − µ)2

XN =
X − µ

σ

• We can normalize per feature, per channel etc.

• Important: During testing, use the same mean and standard
deviation!
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Batch Normalization

Problem that batch normalization tries to solve - internal covariate
shift:

• "Training Deep Neural Networks is complicated by the fact that the
distribution of each layer’s inputs changes during training, as the
parameters of the previous layers change."2

• The gradient tells us how to update each parameter, under the
assumption that the other layers do not change. In practice, we
update all of the layers simultaneously.

2Ioffe, S., & Szegedy, C. (2015). Batch normalization: Accelerating deep network
training by reducing internal covariate shift. https://arxiv.org/abs/1502.03167
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https://arxiv.org/abs/1502.03167


Batch Normalization

Figure source
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https://www.jeremyjordan.me/batch-normalization/


Batch Normalization: Different view

More recently there is conjecture that BatchNorm’s success in
performance gains is not due to the reduction of internal covariate shift:

• "In fact, we find that in a certain sense BatchNorm might not even
be reducing internal covariate shift."3

• Instead BatchNorm fundamentally impacts the training process by
making the optimization landscape significantly smoother, thus
leading to a more predictive and stable behaviour of the gradients.

3Santurkar, S., Tsipras, D., Ilyas, A., & Madry, A. (2019, April 14). How Does Batch
Normalization Help Optimization? http://arxiv.org/abs/1805.11604
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Batch Normalization

Given some mini-batch of intermediate activations z1, z2, ..., zn :

µ =
1
n

n∑
i=1

zi

σ2 =
1

n − 1

n∑
i=1

(zi − µ)2

znorm
i =

zi − µ√
ϵ + σ2

z̃i = γznorm
i + β

Where ϵ is small value added for numerical stability, and γ and β are
learnable parameters that adjust the mean and the variance at that
layer.
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Batch Normalization

• The bias term in a linear layer (and convolutional layer) becomes
redundant if you use batch normalization after it.

• Batch normalization makes weights in deeper layers more robust
to changes to weights in the shallower layers of the network.

• Each mini-batch is scaled by the mean/variance computed on just
that mini batch. This adds some inherent noise within that
mini-batch (similar to dropout). Therefore it has slight
regularization effect.
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Batch Normalization: Test Time
• µ, σ2 are estimated using exponentially weighted average across

mini-batches i.e. keep running average during training time, and
use that during test time

Figure: Single crop validation accuracy of Inception and its batch-normalized
variants, vs. the number of training steps. View Ioffe et al. 2015 for more
details
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https://arxiv.org/pdf/1502.03167.pdf


Batch Normalization - Questions

• Batch norm does not have learnable parameters

False

• We could recover the original activations in batch norm

True

• In practice, higher learning rate results in faster convergence when
combined with batch norm

True
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Data Augmentation
• Problem: More data leads to better generalization, but acquiring

training data is expensive
• Solution: Data Augmentation

First Picture Source and Second Picture Source
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https://arxiv.org/abs/1808.02651v1
https://arxiv.org/abs/1412.6572


Data Augmentation

Geometric transformations: translations, rotations, flipping, scaling,
cutting etc.
Need to ensure consistency between transformed input and label:

Goal: exploit invariances (classification) or equivariances (regression) of
the function you are trying to learn to obtain new samples
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Data Augmentation

Expand the dataset by transforming existing samples to produce new
samples. Example:

Pictures Source
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https://github.com/aleju/imgaug


Data Augmentation

Translation and rotation:

Pictures Source
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https://github.com/aleju/imgaug


Data Augmentation

Noise injections - enforce robustness to noise perturbations:

Pictures Source
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https://github.com/aleju/imgaug


Data Augmentation

Useful links and packages:

• torchvision.transforms

• Albumentations, check out online demo.

• imgaug
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https://pytorch.org/vision/stable/transforms.html
https://albumentations.ai
https://demo.albumentations.ai
https://github.com/aleju/imgaug


Data Augmentation - Questions

Which data augmentation methods may result in inconsistent labels in
these specific datasets?
• Classification task on MNIST: rotation

May result in inconsistent labels
• Semantic segmentation task: random crop only the output

segmentation mask

May result in inconsistent labels
• Classification task: Mixup (weighted combination of random image

pairs) without modifying the target labels

May result in inconsistent labels
• Shuffling has a significant effect on further improving the accuracy

of a network with batch norm.

False
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Pre-training (Transfer Learning)

• Problem: small dataset (probably no generalization)
• Solution:

1. Train network first on another task with a large dataset
2. Fine tune the trained network on your original task

• The features learned from training on the large dataset can be
exploited for solving the new task
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Pre-Training

Figure Source
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https://www.researchgate.net/publication/342400905_Real-Time_Assembly_Operation_Recognition_with_Fog_Computing_and_Transfer_Learning_for_Human-Centered_Intelligent_Manufacturing


Pre-Training

• Target task: 3D Keypoint
Regression from RGB images

• Dataset size 15k (STB)

• Source task: Image
classification

• Dataset size >1.2M
(ImageNet)
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Pre-training Insights

• The choice of initial
parameters for a deep neural
network can have a significant
regularizing effect on the
model

• Learning about the input
distribution can help to learn
about the mapping from inputs
to outputs

Connected to: representation
learning, meta-learning

Reference:
Rethinking ImageNet Pre-training
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https://openaccess.thecvf.com/content_ICCV_2019/papers/He_Rethinking_ImageNet_Pre-Training_ICCV_2019_paper.pdf


Pre-existing architectures

• Idea: directly use pre-existing architectures for your problem

• Benefits: modularity, built-in regularizers

• Many good models available (AlexNet, ResNet, VGG, DenseNet,
Inception,. . . )

• Additionally can load the models with pre-trained weights (saves
computation time)

PyTorch tutorial: Finetuning Torchvision Models
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https://pytorch.org/tutorials/beginner/finetuning_torchvision_models_tutorial.html


Case Study: ResNet Strikes Back (optional)

Since ResNet is quite mature architecture, but still extremely popular,
the goal of this paper was to improve its performance only by changing
the training recipe. More specifically they change:

1. Loss function

2. Data Augmentation

3. Regularization

4. Optimization

Changing only these things they increase the top-1 accuracy for
ResNet50 from 75.3% in the original paper up to 80.4% using one of
their procedures.
Reference:
ResNet strikes back: An improved training procedure in timm
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https://arxiv.org/abs/2110.00476


Case Study: Data Augmentation (optional)

• Random Resized Crop (RRC)

• Horizontal flip

• RandAugment

• MixUp

• CutMix

Figure source
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https://arxiv.org/pdf/1905.04899.pdf


Case Study: Regularization (optional)

• Weight decay

• Label smoothing

• Repeated-Augmentation

• Stochastic Depth
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Final notes

• Can use combinations of techniques

• Not all guaranteed to work

• Try and see, many are cheap to implement

• If no improvement after small number of epochs, discard it
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Many more...

• Early stopping

• Parameter tying and sharing

• Sparse representations

• Adversarial training

• Multi-task learning or meta-learning

Reference:
Ian Goodfellow, Aaron Courville and Yoshua Bengio (2016), Deep Learning.
The MIT Press – Chapter 7
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