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Today

• Activation Functions – When to use which?

• Optimizers – How to better minimize an objective function?

• Momentum

• Adaptive Learning Rate

• Adam

• Ensemble – How to ensemble local minima?

• Fast Geometric Ensembling

• Stochastic Weight Averaging
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Activation Functions

Σ
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Activation functions make the layer-to-layer 

mappings non linear. 

Without activation functions neural networks 

would only implement affine mappings.

3



Sigmoid (Logistic)

4



Sigmoid (Logistic)

• Biologically plausible: mimics 

biological neurons

• Differentiable everywhere

• Finite range on (0, 1), derivative in (0,
1

4
 ]

• Saturates (very negative or very 

positive  activations get small gradients)

• No zero-centered. Always positive
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Sigmoid (Logistic)

• Finite range 0, 1 , derivative in (0,
1

4
 ]

• Saturates (very negative or very positive  

activations will get small gradients)
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https://machinemindscape.com/how-to-detect-vanishing-gradients-in-neural-networks/


Sigmoid (Logistic)

• Not zero-centered. Always positive.
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• 𝑥1 and 𝑥2 are the activated output from 

previous layers, i.e. both positive

• 𝑤1 and w2 are updated on the same direction!
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Hyperbolic Tangent (tanH)
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Hyperbolic Tangent (tanH)

Scaled sigmoid function

Like the sigmoid function

• finite range (−1, 1)

• saturates across most of its domain

Unlike the sigmoid function

• zero-centered output

• linear behaviour around 0 (easier

learning)

Source
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https://a-i-dan.github.io/math_nn


Rectified Linear Unit (ReLU)
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Rectified Linear Unit (ReLU)

• Range [0, ∞): it can blow up the activation and 

destabilize training. Not zero-centered.

• Piecewise linear: the gradient calculation can be 

done via if-else sentence. Greatly accelerate the 

convergence (easier to manipulate).

Krizhevsky et al.

ReLU
Tanh
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https://papers.nips.cc/paper/2012/file/c399862d3b9d6b76c8436e924a68c45b-Paper.pdf


Try it in Tensorflow playground

Rectified Linear Unit (ReLU)

12

https://playground.tensorflow.org/#activation=tanh&batchSize=12&dataset=circle&regDataset=reg-plane&learningRate=0.03&regularizationRate=0&noise=0&networkShape=5&seed=0


Rectified Linear Unit (ReLU)

“dying” ReLU : units with negative activations get no 

update.

• Pros

• Computationally cheap.

• Sparsity of the network, breaking the 

redundant dependency between parameters 

and mitigating the overfitting.

• Cons

• Decrease the model capacity.

• Halt the learning process.
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Rectified Linear Unit (ReLU)

“dying” ReLU : units with negative activations get 

no update

Possible solutions:

• ReLU variants (Leaky ReLU, Parametric ReLU, 

ELU,  SELU, GELU)

• Careful initialisation (to get values above 0 initially)
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Leaky ReLU

𝛼 is a small positive constant.

Solve “dying” ReLU by simply introducing a small negative 

slope for  negative activations.
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Solve “dying” ReLU by introducing a small 

random negative slope for negative activations.

Training time:

At test time 𝛼 is set to the expected value:

Randomized Leaky ReLU
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ReLU and Variants
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Activation Functions - Final Notes

When to use which?

• Design process consists of trial and insights into the modelled

system

• Differentiability everywhere is good but not strictly necessary

• Piecewise Linear and non-saturating activations better for 

hidden layers (faster convergence)

• Sigmoid and Softmax for probabilistic outputs

External references:

1. Ian Goodfellow, Aaron Courville and Yoshua Bengio (2016), DeepLearning. The MIT Press – Chapter 6

2. This blog post to know more about ReLU and its variants

source

18

https://mlfromscratch.com/activation-functions-explained/
https://www.linkedin.com/pulse/activation-functions-heba-al-haddad/


Optimization Algorithms

How to update model weights to minimize an objective function ?

Σ  

Σ  
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Optimization Algorithms – Side Note

When training a model with any optimization algorithm you should keep in mind 

that optimization and learning are two different problems.

In learning we optimize an objective function ℒ in the hope that doing so will  

improve some performance measure P that is typically inaccessible (e.g. the 

model’s generalization).

source
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https://d2l.ai/chapter_optimization/optimization-intro.html


Gradient Descent

Idea: follow the direction of the slope of the surface

created by the objective function downhill.

The learning rate η determines the size of the  

steps taken.

Parameters:

Loss:

Learning rate:
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Stochastic Gradient Descent 

(SGD)

Image Credits:Wikipedia

Parameters:

Loss:

Learning rate:

Stochastic

gradient

For sum structured objective functions the

stochastic gradient is unbiased, meaning that in  

expectation it coincides with the true gradient.

Sample 𝑖 ∈ 𝑛 uniformly at random
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https://en.wikipedia.org/wiki/Stochastic_gradient_descent


Stochastic Gradient 

Descent  (SGD)

• Unbiased estimate of the true gradient

• High efficiency per iteration (each iteration

is n times cheaper than GD)

• Enables it to jump to new and potentially  

better local minima

• High variance

• Risk of overshooting

Parameters:

Loss:

Learning rate:

Stochastic

gradient

Sample 𝑖 ∈ 𝑛 uniformly at random
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Stochastic Gradient 

Descent  (SGD)

Source

Near a smoothened minimum the SGD  

step is dominated by stochastic  

fluctuations.

In practice, it is necessary to decrease  

the learning rate over time for SGD to  

converge.
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https://arxiv.org/abs/1703.04757


Mini-batch Gradient Descent

• reduces the variance of the gradient

estimate → more stable convergence

• parallelization over up to m processors

Source
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https://towardsdatascience.com/gradient-descent-algorithm-and-its-variants-10f652806a3


Polyak’s Momentum(Heavy-

Ball Method)

Idea: accelerate gradient in the face of

• high curvature (poor conditioning of Hessian matrix)

• small but consistent gradients

• noisy gradients

The larger α is relative to ε, the more previous 

gradients affect the current direction. Image Credits: source
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https://miro.medium.com/v2/resize:fit:1000/1*X9SaxFM6_sBOAMY9TaGsKw.png


Polyak’s Momentum
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Polyak’s Momentum 

– Aligned Gradient

• The size of the step depends on how large and how

aligned a sequence of gradients are.

• The step size is largest when many successive 

gradients point in exactly the same direction

• Example: observe only gradient g for some time,  

then size of each step will tend to:

𝛼 = 0.9 corresponds to  

x10 boost in step size 28



• Example: observe only gradient g for some 

time,  then size of each step will tend to:

• How?

Air resistance

Gravity

𝑣0

𝑣1

𝑣2

𝑣𝑖

1 − 𝛼 𝑣

−𝜖𝑔

1 − 𝛼 𝑣 = −𝜖𝑔

𝑣 = −
𝜖𝑔

1 − 𝛼

Equilibrium:

…

Polyak’s Momentum 

– Aligned Gradient
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source

Let 𝛼 =
4

9
, 𝜀 =

1

9
, 𝑋0 = 3.3

Where p ≈ 0.65, q ≈ −1.80 and r ≈ 2.12

𝑋3𝑛 → p, 𝑋3𝑛+1 → q, 𝑋3𝑛+2 → r

Polyak’s Momentum

– Problem
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https://arxiv.org/pdf/1408.3595


Polyak’s Momentum
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Polyak’s Momentum

– Problem

Problem: Polyak’s momentum has been proved 

(here)  not to converge in the very simple case 

of a strongly-convex and smooth function for 

carefully chosen α and ε.

Solution: Nesterov’s momentum.
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https://arxiv.org/abs/1408.3595


Nesterov’s Momentum

Idea: apply a correction factor to Polyak’s

momentum. “Use the gradient at one step ahead”

• Give less weight to the velocity factor and more  

weight to the gradient

• Proved to converge for general convex functions

• Same acceleration rate as Polyak’s momentum

gradient step

momentum  

step
actual step

Momentum update

Nesterov momentum update

“lookahead”

gradient step

momentum  

step

actual step

Image Credits: source
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http://cs231n.github.io/neural-networks-3/


Nesterov’s Momentum

Image Credits: source
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https://medium.com/data-science/learning-parameters-part-2-a190bef2d12


Adaptive Learning Rate

Problem:

• the learning rate has significant impact on the model and on convergence, but it’s difficult to set;

• the cost function is often highly sensitive to some directions in the parameter space and 

insensitive to others.

Solution:

• Momentum

• Adaptive learning rate strategies: ideally smaller steps 

for  “steeper” directions in the cost function; in practice 

we assume directions of sensitivity to be axis aligned
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AdaGrad

Idea: step size inversely proportional to past gradients magnitude

• Dimensions with large gradients have rapid decrease in their learning rate

• Dimensions with small gradients have a small decrease in their learning rate

• Greater progress in the more gently sloped directions of parameter space

• Desirable theoretical properties for convex functions
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AdaGrad

Problem: empirically it has been found that the accumulation of squared  

gradients from the beginning of training can result in a premature and 

excessive decrease in the learning rate

Solution: RMSProp (Hinton, 2012)
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https://www.cs.toronto.edu/~tijmen/csc321/slides/lecture_slides_lec6.pdf


RMSprop

Idea: Instead of just summing up the squared gradients, take an exponentially  

weighted moving average → discard history from the extreme past

• AdaGrad modification to perform better in non-convex settings

• Can converge as rapidly as AdaGrad after finding a locally convex bowl
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Adaptive Learning Rate

39



Summary so far

Grapic Credits:Alec Radford
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https://cs231n.github.io/neural-networks-3/


Adaptive Moment Estimation (Adam)
Kingma& Ba, 2014

Adaptive LR:

Estimate of the first order moment (with  

exponential weighting) of the gradient

Estimate of the (uncentered) second order  

moment (with exponential weighting) of the  

gradient

Momentum
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https://arxiv.org/abs/1412.6980


Adaptive Moment Estimation (Adam)
Kingma& Ba, 2014

Idea: collect both first and second order moments of the gradient (mix momentum

and adaptive learning rate approaches)

estimate of the first moment  (the 

mean)

estimate of the second moment

(the  uncentered variance)

42

Any problem(at the first 
few iterations)?

https://arxiv.org/abs/1412.6980


Adaptive Moment Estimation (Adam)
Kingma& Ba, 2014

Idea: collect both first and second order moments of the gradient (mix momentum

and adaptive learning rate approaches)

Unbiased estimate of the first  

moment (the mean)

Unbiased estimate of the second  

moment (the uncentered variance)
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https://arxiv.org/abs/1412.6980


Adaptive Moment Estimation (Adam)
Kingma& Ba, 2014

Default values proposed by authors:

𝜂 = 0.001, 𝛽1 = 0.9, 𝛽2 = 0.999, 𝜀 = 10−8

• Computationally efficient

• Little memory requirements

• Robust to choice of hyperparameter

Image source
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https://arxiv.org/abs/1412.6980
https://towardsdatascience.com/learning-rate-schedules-and-adaptive-learning-rate-methods-for-deep-learning-2c8f433990d1


Summary so far

Source 45

https://www.aimsciences.org/article/doi/10.3934/jimo.2024014


Overview

Seen today

Gradient Descent, SGD, Mini-batch Gradient Descent, Gradient descent with (Polyak’s 

or  Nesterov) momentum, AdaGrad, RMSProp, Adam.

Not seen today

AdaDelta, AdaMax, Nadam, AMSGrad, Newton’s method, BFGS and L-BFGS.

How to know which one to use?

• Currently, the most popular optimization algorithms actively in use include SGD, SGD 

with momentum and Adam.

• Advice: use the algorithms that you understand better/are more familiar with (easier to

tune hyperparameters and check performance).
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Learning Rate

Image Credits: source

The learning rate is perhaps the most important hyperparameter. If 

you have time to tune only one hyperparameter, tune the learning rate.

— Page 429, Deep Learning, 2016
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https://sebastianraschka.com/blog/index.html
https://amzn.to/2NJW3gE


Step decay:

Exponential decay:

Time-based decay:

Learning Rate Scheduling

source

Learning rate scheduling in PyTorch:

torch.optim —PyTorch 1.8.1 documentation

𝜂𝑡+1 = 𝜂0 ∗ 𝛼
𝑓𝑙𝑜𝑜𝑟

𝑡

𝜏 , 𝛼 ∈ (0, 1)

𝜂𝑡+1 = 𝜂0 ∗ 𝑒−𝑘𝑡, 𝑘 > 0

𝜂𝑡+1 =
𝜂0

1 + 𝑘𝑡

48

https://neptune.ai/blog/how-to-choose-a-learning-rate-scheduler
https://pytorch.org/docs/stable/optim.html#how-to-adjust-learning-rate


Step decay:

Exponential decay:

Time-based decay:

Image Credits source

Learning rate scheduling in PyTorch:

torch.optim —PyTorch 1.8.1 documentation

𝜂𝑡+1 = 𝜂0 ∗ 𝛼
𝑓𝑙𝑜𝑜𝑟

𝑡

𝜏 , 𝛼 ∈ (0, 1)

𝜂𝑡+1 = 𝜂0 ∗ 𝑒−𝑘𝑡, 𝑘 > 0

𝜂𝑡+1 =
𝜂0

1 + 𝑘𝑡

Learning Rate Scheduling

49

https://towardsdatascience.com/learning-rate-schedules-and-adaptive-learning-rate-methods-for-deep-learning-2c8f433990d1
https://pytorch.org/docs/stable/optim.html#how-to-adjust-learning-rate


Ensembles of Deep-NN

• Problem: Training ensembles of Deep-NN is computationally very expensive.

• Naive Solution: Pick k “snapshots” during one training run.

• But ensembles require diversity and during one training run we typically only  

explore a single local minimum.

• Garipov et. al. found that local minima are connected by simple curves with 

almost constant training and testing loss.

Garipov, Timur, et al. "Loss surfaces, mode connectivity, and fast ensembling of dnns." Advances in neural information 
processing systems 31 (2018).

two-dimensional weight subspace

Independently trained models Different vertical axis  ,quadratic 
Bezier curve

Different vertical axis ,polygonal 
chain curve
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Fast Geometric Ensembling

Garipov, Timur, et al. "Loss surfaces, mode connectivity, and fast ensembling of dnns." Advances in neural information 
processing systems 31 (2018).

Key idea: Follow these curves of constant loss to explore new local minima

1. Train your model normally for about 80% of the training time.

2. Adopt a cyclic LR for the remaining 20% of training time. 

3. Save checkpoints when LR is lowest.

4. Ensemble all checkpointed models for inference. (Mean prediction, Majority vote,…)
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Fast Geometric Ensembling
Key idea: Follow these curves of constant loss to explore new local minima

1. Train your model normally for about 80% of the training time.

2. Adopt a cyclic LR for the remaining 20% of training time. 

3. Save checkpoints when LR is lowest.

4. …

Source
52

https://arxiv.org/abs/1704.00109


Fast Geometric Ensembling

Garipov, Timur, et al. "Loss surfaces, mode connectivity, and fast ensembling of dnns." Advances in neural information 
processing systems 31 (2018).

• …

• Save checkpoints when LR is lowest

• Ensemble all checkpointed models for inference. (Mean prediction, Majority vote,…)

Problem: Inference requires 𝑘 times the computations compared to a single model.

 Is there anyway to have only one model for inference?
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Stochastic Weight Averaging 

• Recall: Learning ≠ Optimization
• Key insight: “Wider” optima lead to better generalization.

Izmailov, Pavel, et al. "Averaging weights leads to wider optima and better generalization." arXiv preprint arXiv:1803.05407 (2018).
54



Stochastic Weight Averaging 
1. Train your model “normally” for about 80% of the training time.

2. Initialize 𝜔𝑆𝑊𝐴 with the weights from your pretrained model.

3. Adopt a cyclic LR for the remaining 20% of training time. 

4. For every cycle when the lowest learning rate is reached update 𝜔𝑆𝑊𝐴 using a 
running average :

5. Use 𝜔𝑆𝑊𝐴 for inference. (If you use batch normalization you have to 
reinitialize them for the model using 𝜔𝑆𝑊𝐴!!!) 55



Stochastic Weight Averaging 

Advantages of SWA: 
1. Updating the running average is relatively cheap.
2. Inference cost is the same as for a normal model.
3. Easy to add to existing models. (see Pytorch blog)
4. Can lead to huge performance increase:

56

https://pytorch.org/blog/pytorch-1.6-now-includes-stochastic-weight-averaging/)


Additional Resources

Comparison of Deep Learning Optimizers on common benchmarks: DeepOBS – DeepOBS 

Funny looking loss functions: lossfunctions (tumblr.com)

10 optimization algorithms+cheat sheet: Raimi Karim

Hinton slides on optimization: slides 

Moreon learning rate schedulers: link 

Stanford CS231class: lecture 3

Ian Goodfellow,Aaron Courville andYoshuaBengio (2016), DeepLearning.The MIT Press– Chapter 8

57

https://deepobs.github.io/#Leaderboard
https://lossfunctions.tumblr.com/
https://towardsdatascience.com/10-gradient-descent-optimisation-algorithms-86989510b5e9#%3A~%3Atext%3DThe%20difference%20between%20Adadelta%20and%2Cmoving%20average%20of%20squared%20deltas
http://www.cs.toronto.edu/~hinton/coursera/lecture6/lec6.pdf
https://machinelearningmastery.com/using-learning-rate-schedules-deep-learning-models-python-keras/
https://cs231n.github.io/neural-networks-3/
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