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Outline

® Connecting to the student cluster
® Setting up the project workflow

® Running jobs on the student cluster
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Connecting to the student cluster

Required software:
® VPN is required to access the cluster when outside ETH networks.
Mac users, can follow these instructions.
® SSH client (e.g., OpenSSH, PuTTY, MobaXterm)
You can connect to the cluster using just your ETH username and

password, or you can generate SSH keys to skip the password
authentication (next 2 slides, and also in detail here)
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https://www.isg.inf.ethz.ch/Main/ServicesNetworkVPN
https://readme.phys.ethz.ch/osx/vpn_mac/
https://scicomp.ethz.ch/wiki/Accessing_the_clusters#SSH_keys

Generating keys (Linux, macOS)

1. Set up SSH keys.
ssh-keygen -t ed25519 -f $HOME/.ssh/id_ed25519_sc
ssh-copy-id -i $HOME/.ssh/id_ed25519_sc.pub
— username@student-cluster.inf.ethz.ch

2. Create $HOME/ .ssh/config

Host student-cluster
Hostname student-cluster.inf.ethz.ch
User {ETH_USERNAME}
IdentityFile ~/.ssh/id_ed25519_sc
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Generating keys (Windows)

1. Set up SSH keys.
ssh-keygen -t ed25519 -f
— C:/Users/{USER_DIRECTORY}/.ssh/id_ed25519_sc
2. (From the cluster) Create a new directory mkdir -p -m 700

$HOME/ . ssh

3. Use WinSCP to transfer the id_ed25519_sc.pub public key file
to the cluster directory $HOME/ . ssh/ and rename file as
authorized_keys

4. Create C: /Users/{USER_DIRECTORY}/.ssh/config

Host student-cluster
Hostname student-cluster.inf.ethz.ch
User {ETH_USERNAME}
IdentityFile ~/.ssh/id_ed25519_sc
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https://winscp.net/eng/docs/guide_upload

Establish an SSH connection to the cluster

® Without generating keys (followed by password authentication)

ssh username@student-cluster.inf.ethz.ch

® After generating keys (no password authentication)

ssh student-cluster

® Some older Windows versions have no SSH client, must download
one (see here)
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https://scicomp.ethz.ch/wiki/Accessing_the_clusters#SSH_keys

Disk Usage

® For fair usage, the cluster has a disk quota of 10GB for each user
Check your disk usage with du -sh $HOME/*
® How to minimize your disk usage

— Large dataset: See next slide
— The cache folders can reach a couple of GBs, you can periodically
remove them. Python’s cache is usually located in $HOME/ . cache
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Setting up the project workflow

(All instructions are on the project server)
For project 2, your entire data fits within your quota, so you simply copy:

cp /cluster/courses/machine_perception/project2/project2.zip ~
cd ~
unzip project2.zip

For project 1, the dataset is large, so you use a symlink:

1n -s /cluster/courses/machine_perception/projectl/data ~/projectl/data
For project 3, the dataset is also large, so you set an environment
variable. Add these lines to your ~/ .bashrc file, to avoid repeating
for every cluster login:

source path_to_virtualenv/bin/activate
export MP_DATA="/cluster/courses/machine_perception/project3/data"

DINFK Haonan Chen  2025-03-31 8



Installing Dependencies

DINFK

® The cluster support doesn’t recommend Anaconda or Miniconda,

see their reasons here.

You can use an existing virtual environment provided by us (see
project server for instructions) or create a virtual environment
(venv, see below), which is recommended if you want to install your
own dependencies.

Creating a venv (example from project 2 below)

python3 -m venv env-name # use any env name you like

source env-name/bin/activate # activate the environment
python3 -m pip install --upgrade pip

pip install torch==1.12.1+cull6 torchvision==0.13.1+cull6
— --extra-index-url https://download.pytorch.org/whl/cullé
cd $HOME/project2 # path to your project folder

pip install -r requirements.txt

# follow the instructions on the Project server
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https://scicomp.ethz.ch/wiki/Conda#Reasons_to_not_use_conda_on_an_HPC_file_system
https://machine-perception.ait.ethz.ch/

Load Module

If you need a different Cuda version or other packages:
Multiple Cuda installations(and other software) are present on the
cluster and can be activated using the module command:

module avail
module add cuda/12.6

Run module --help to obtain more information about the command.

Make sure your Pytorch version matches the Cuda version!
Check the Official Pytorch Downloading
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https://pytorch.org/get-started/locally/

Cluster & VSCode (on your laptop)

You can develop on (1) the cluster with Vim, Nano, MobaXterm etc. or
(2) your local machine.

For (2), we recommend the SFTP extension on VSCode, which can
sync your files both ways:

1.

DINFK
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Create a local folder for MP

Open itin VSCode

View -> Command Palette

Write sftp

Choose SFTP: Config

Modify sftp.json like in the next slide
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https://marketplace.visualstudio.com/items?itemName=Natizyskunk.sftp

Cluster & VSCode Il
, N
{
"name": "Student cluster",
"host": "student-cluster.inf.ethz.ch",

"username": "{ETH_USERNAME}",

"protocol": "sftp",

"port": 22,

"remotePath": "/home/{ETH_USERNAME}/{PROJECT_FOLDER}/",
"uploadOnSave": true,

"privateKeyPath": "{PATH_TO_YOUR_SSH_IDENTITY_FILE}",
"ignore": [".vscode", ".git", ".DS_Store", "results"]

}

\

Transfer files from cluster: View->Command Palette -> SFTP: Sync
Remote->Local
Transfer files to cluster: View->Command Palette -> SFTP: Sync

Local->Remote
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Cluster & VSCode Il

For (2), you may also use extension Remote Development extension,
which allows you to open folder on a remote machine and take
advantage of VS Code’s full feature set.

After installation, in VS Code, open Command Palette (F1, Ctrl+Shift+P)
and select "Remote-SSH: Connect to Host..."

Then type the address and password.
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https://marketplace.visualstudio.com/items?itemName=ms-vscode-remote.vscode-remote-extensionpack

Running jobs on the cluster

Attention
Do not run computational operations on login nodes!
Only file I/O, env setup, etc. are allowed.

® Use either srun for quick/interactive or sbatch for asynchronous
(batch) execution on a compute node.

® Always use the -A machine_perception_jobs option and if -t is
omitted 60 minutes are assumed for time allocation.

® For more details read these instructions and use srun --help
and sbatch —-help on the login node.
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https://www.isg.inf.ethz.ch/Main/HelpClusterComputingStudentClusterRunningJobs

Using srun |

srun is used for:
(1) A simple, short-running command (e.g. get compute node GPU
properties):
srun -A machine_perception_jobs -t 00:10 -o nvidia-smi.out
— nvidia-smi
(2) An interactive session: use the ——pty and run an interactive
command (for the projects, typically bash):
srun --mem-per-cpu=4000 -t 60 -A machine_perception_jobs
— --pty bash
Now on the interactive bash session (running on compute node) we can
run:
python3 scripts/main.py --cfg configs/baseline.yaml
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Using srun I

® [nteractive session allows code debugging.

® To debug your code, you can use pdb or import code;
code.interact(local=locals() |globals()) oryour
favorite terminal-based debugger.
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https://docs.python.org/3/library/pdb.html
https://docs.python.org/3/library/code.html#code.interact
https://docs.python.org/3/library/code.html#code.interact

Using sbatch |

Run your code for a longer period of time, by assigning it to an
execution queue. Employs asynchronous execution. Code (also on
project server):

sbatch --time=4:00:00 --mem-per-cpu=10000 --output="training_ log"
— —--wrap="python3 train.py --save-root checkpoints --data-root
— data/[public|private] --wandb"

® -n: # of cores(e.g. -n 2)

® —-time: amount of time allocated

® —-mem-per-cpu: memory per CPU core

® ——output: where to write the results after successful execution

® —-yrap: command to run on the node
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Using sbatch Il

Instead of CLI arguments, we can also make a script (bash file), e.g.
job.sh and submit it for execution with sbatch job.sh
An example is given below, and you can also use the line advisor:

,
#1/bin/bash

#SBATCH -n 4 # typically number of tasks, for student-cluster also
< number of CPU cores

#SBATCH --time=24:00:00 # total time allocated

#SBATCH --mem-per-cpu=4000 # memory per CPU core in MB

#SBATCH --output=mp-paperX.out # specify a file to direct standard output stream,
— default is slurm—{job ID}.out

#SBATCH --account=machine_perception_jobs # mandatory course tag

#SBATCH --error=mp-paperX.err # specify a file to direct standard error stream
#SBATCH --open-mode=truncate # truncate overwrites output and error files, append

> just appends

source "${HOME}/mp/bin/activate" # path to your mp venv
cd "${HOME}/projectX" # path to your project folder

# your command
# python train.py --save-root /cluster/scratch/USERNAME --data-root data/public --wandb

\
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https://scicomp.ethz.ch/public/lsla/index2.html

Load Module in SBATCH

To use module in sbatch script, you need to add the following to your
batch file or script right after the #SBATCH lines

-
#1/bin/bash

#SBATCH -n 4 # typically number of tasks, for student-cluster also
< number of CPU cores

#SBATCH --time=24:00:00 # total time allocated

#SBATCH —-mem-per-cpu=4000 # memory per CPU core in MB

#SBATCH --output=mp-paperX.out # specify a file to direct standard output stream,
< default is slurm—{job ID}.out

#SBATCH --account=machine_perception_jobs # mandatory course tag

#SBATCH --error=mp-paperX.err # specify a file to direct standard error stream

#SBATCH --open-mode=truncate # truncate overwrites output and error files, append

> just appends

. /etc/profile.d/modules.sh
# start using module command, for example:
module add cuda/12.6

source "${HOME}/mp/bin/activate" # path to your mp venv

cd "${HOME}/projectX" # path to your project folder

# your command

# python train.py --save-root /cluster/scratch/USERNAME --data-root data/public --wandb
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Monitoring Jobs

DINFK

squeue: check the status of all jobs, including yours (PD for
pending and R for running).

scancel {JOBID}: cancel the job with id {JOBIDZ.

scontrol show job {JOBID}: get detailed info about status of
a job with job id { JOBIDY.

srun --jobid JOBID --pty bash: establish an interactive
bash session on the compute node where your job is running,
useful to monitor cuda memory usage, etc.
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Wandb (Optional)

To track your experiments on Wandb
® Create an account at http://wandb.ai

® Then,goto http://wandb.ai/authorize and copy the API
key (alternatively you can create a different key from settings)

® Save the api key in your .bashrc so that you don’t need to login
again, e.g.

echo "export WANDB_API_KEY=\"YQUR_API_KEY\"" >> ~/.bashrc
source ~/.bashrc
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http://wandb.ai
http://wandb.ai/authorize

Further use cases

® Running Jupyter notebooks on the cluster using JupyterHub
® Hyperparameter tuning with wandb

® For more information on the Euler cluster, here is the FAQ
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https://www.isg.inf.ethz.ch/Main/HelpClusterComputingStudentClusterJupyter
https://docs.wandb.ai/guides/sweeps
https://scicomp.ethz.ch/wiki/FAQ

Questions ?
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